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1

| ntroduction

We would like to introduce Gradle to you, a build system that we think is a quantum leap for build technology
in the Java (JVM) world. Gradle provides:

* A very flexible general purpose build tool like Ant.

® Switchable, build-by-convention frameworks ala Maven. But we never lock you in!

* Very powerful support for multi-project builds.

* Very powerful dependency management (based on Apache lvy).

® Full support for your existing Maven or vy repository infrastructure.

® Support for transitive dependency management without the need for remote repositoriesor pom xm andi vy.
files.

® Ant tasks and builds asfirst class citizens.

® Groovy build scripts.

® A rich domain model for describing your build.

In Chapter 2, Overview you will find a detailed overview of Gradle. Otherwise, the tutorials are waiting, have
fun:)

1.1. About this user guide

This user guide, like Gradle itself, is under very active development. Some parts of Gradle aren't documented as
completely as they need to be. Some of the content presented won't be entirely clear or will assume that you
know more about Gradle than you do. We need your help to improve this user guide. You can find out more
about contributing to the documentation at the Gradle web site.

Throughout the user guide, you will find some diagrams that represent dependency relationships between
Gradle tasks. These use something analogous to the UML dependency notation, which renders an arrow from
onetask to the task that the first task depends on.
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Overview

2.1. Features

Hereisalist of some of Gradl€e's features.

Declar ative builds and build-by-convention
At the heart of Gradle lies a rich extensible Domain Specific Language (DSL) based on Groovy. Gradle
pushes declarative builds to the next level by providing declarative language elements that you can assemble
as you like. Those elements also provide build-by-convention support for Java, Groovy, OSGi, Web and
Scala projects. Even more, this declarative language is extensible. Add your own new language e ements or
enhance the existing ones, thus providing concise, maintainable and comprehensible builds.

Language for dependency based programming
The declarative language lies on top of a general purpose task graph, which you can fully leverage in your
builds. It provides utmost flexibility to adapt Gradle to your unique needs.

Structureyour build
The suppleness and richness of Gradle finally allows you to apply common design principles to your build.
For example, it is very easy to compose your build from reusable pieces of build logic. Inline stuff where
unnecessary indirections would be inappropriate. Don't be forced to tear apart what belongs together (e.g. in
your project hierarchy). Avoid smells like shotgun changes or divergent change that turn your build into a
maintenance nightmare. At last you can create awell structured, easily maintained, comprehensible build.

Deep API
From being a pleasure to be used embedded to its many hooks over the whole lifecycle of build execution,
Gradle alows you to monitor and customize its configuration and execution behavior to its very core.

Gradle scales
Gradle scales very well. It significantly increases your productivity, from simple single project builds up to
huge enterprise multi-project builds. This is true for structuring the build. With the state-of-art incremental
build function, thisis also true for tackling the performance pain many large enterprise builds suffer from.

Multi-project builds
Gradle's support for multi-project build is outstanding. Project dependencies are first class citizens. We
allow you to model the project relationships in a multi-project build as they really are for your problem
domain. Gradle follows your layout not vice versa.

Gradle provides partial builds. If you build a single subproject Gradle takes care of building al the
subprojects that subproject depends on. You can also choose to rebuild the subprojects that depend on a
particular subproject. Together with incremental builds thisis abig time saver for larger builds.
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Many ways to manage your dependencies
Different teams prefer different ways to manage their external dependencies. Gradle provides convenient
support for any strategy. From transitive dependency management with remote Maven and Ivy repositories
tojars or directories on the local file system.

Gradleisthefirst build integration tool
Ant tasks are first class citizens. Even more interesting, Ant projects are first class citizens as well. Gradle
provides a deep import for any Ant project, turning Ant targets into native Gradle tasks at runtime. You can
depend on them from Gradle, you can enhance them from Gradle, you can even declare dependencies on
Gradle tasks in your build.xml. The same integration is provided for properties, paths, etc ...

Gradle fully supports your existing Maven or lvy repository infrastructure for publishing and retrieving
dependencies. Gradle aso provides a converter for turning aMaven pom xmi into a Gradle script. Runtime
imports of Maven projects will come soon.

Ease of migration
Gradle can adapt to any structure you have. Therefore you can aways develop your Gradle build in the same
branch where your production build lives and both can evolve in parallel. We usually recommend to write
tests that make sure that the produced artifacts are similar. That way migration is as less disruptive and as
reliable as possible. Thisis following the best-practices for refactoring by applying baby steps.

Groovy

Gradle's build scripts are written in Groovy, not XML. But unlike other approaches this is not for simply
exposing the raw scripting power of a dynamic language. That would just lead to a very difficult to maintain
build. The whole design of Gradle is oriented towards being used as a language, not as a rigid framework.
And Groovy is our glue that allows you to tell your individual story with the abstractions Gradle (or you)
provide. Gradle provides some standard stories but they are not privileged in any form. Thisisfor usamajor
distinguishing feature compared to other declarative build systems. Our Groovy support is not just sugar
coating. The whole Gradle API is fully Groovy-ized. Adding Groovy results in an enjoyable and productive
experience.

The Gradle wrapper
The Gradle Wrapper allows you to execute Gradle builds on machines where Gradle is not installed. Thisis
useful for example for some continuous integration servers. It is also useful for an open source project to
keep the barrier low for building it. The wrapper is aso very interesting for the enterprise. It is a zero
administration approach for the client machines. It also enforces the usage of a particular Gradle version
thus minimizing support issues.

Free and open source
Gradle is an open source project, and is licensed under the ASL.
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2.2. Why Groovy?

We think the advantages of an internal DSL (based on a dynamic language) over XML are tremendous when
used in build scripts. There are a couple of dynamic languages out there. Why Groovy? The answer lies in the
context Gradle is operating in. Although Gradle is a general purpose build tool at its core, its main focus are
Java projects. In such projects the team members will be very familiar with Java. We think a build should be as
transparent as possible to all team members.

In that case, you might argue why we don't just use Java as the language for build scripts. We think thisis a
valid question. It would have the highest transparency for your team and the lowest learning curve, but because
of the limitations of Java, such a build language would not be as nice, expressive and powerful asit could be. [1]
Languages like Python, Groovy or Ruby do a much better job here. We have chosen Groovy as it offers by far
the greatest transparency for Java people. Its base syntax is the same as Java's as well as its type system, its
package structure and other things. Groovy provides much more on top of that, but with the common foundation
of Java.

For Java developers with Python or Ruby knowledge or the desire to learn them, the above arguments don't
apply. The Gradle design is well-suited for creating another build script engine in JRuby or Jython. It just
doesn't have the highest priority for us at the moment. We happily support any community effort to create
additional build script engines.

[1] At http://www.defmacro.org/ramblings/lisp.html you find an interesting article comparing Ant, XML, Java
and Lisp. It's funny that the 'if Java had that syntax' syntax in this article is actually the Groovy syntax.
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3

Installing Gradle

3.1. Prerequisites

Gradle requires a Java JDK or JRE to be installed, version 6 or higher (to check, use j ava -versi on).
Gradle ships with its own Groovy library, therefore Groovy does not need to be installed. Any existing Groovy
installation isignored by Gradle.

Gradle uses whatever JDK it finds in your path. Alternatively, you can set the JAVA HOVE environment
variable to point to the installation directory of the desired JDK.

3.2. Download

Y ou can download one of the Gradle distributions from the Gradle web site.

3.3. Unpacking

The Gradle distribution comes packaged as a ZIP. The full distribution contains:

® The Gradle binaries.

® The user guide (HTML and PDF).

* TheDSL reference guide.

® The APl documentation (Javadoc and Groovydoc).

® Extensive samples, including the examples referenced in the user guide, along with some complete and more
complex builds you can use as a starting point for your own build.

® The binary sources. Thisis for reference only. If you want to build Gradle you need to download the source
distribution or checkout the sources from the source repository. See the Gradle web site for details.

3.4. Environment variables

For running Gradle, add GRADLE_HOME/ bi n to your PATH environment variable. Usually, this is sufficient
to run Gradle,
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3.5. Running and testing your installation

You run Gradle via the gradle command. To check if Gradle is properly installed just type gradle -v. The
output shows the Gradle version and also the local environment configuration (Groovy, VM version, OS, etc.).
The displayed Gradle version should match the distribution you have downloaded.

3.6. VM options

JVM options for running Gradle can be set via environment variables. You can use either GRADLE_OPTS or
JAVA OPTS, or both. JAVA OPTS is by convention an environment variable shared by many Java
applications. A typical use case would be to set the HTTP proxy in JAVA_OPTS and the memory options in
GRADLE_OPTS. Those variables can also be set at the beginning of the gradle or gradlew script.

Note that it's not currently possible to set VM options for Gradle on the command line.
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Using the Gradle Command-Line

This chapter introduces the basics of the Gradle command-line. You run a build using the gradle command,
which you have already seen in action in previous chapters.

4.1. Executing multiple tasks

Y ou can execute multiple tasks in a single build by listing each of the tasks on the command-line. For example,
the command gr adl e conpi |l e test will executetheconpi | e andt est tasks. Gradle will execute the
tasks in the order that they are listed on the command-line, and will also execute the dependencies for each task.
Each task is executed once only, regardless of how it came to be included in the build: whether it was specified
on the command-line, or as a dependency of another task, or both. Let'slook at an example.

Below four tasks are defined. Both di st andt est depend on the conpi | e task. Running gr adl e di st test
for this build script resultsin the conpi | e task being executed only once.

Figure4.1. Task dependencies

compile compileTest (thu
test
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Example 4.1. Executing multiple tasks
buil d. gradl e

task conpile << {
println 'conpiling source'

}

task conpil eTest (dependsOn: conpile) << {
println 'conpiling unit tests'

}

task test(dependsOn: [conpile, conpileTest]) << {
println 'running unit tests'

}

task di st (dependsOn: [conpile, test]) << {
println '"building the distribution'

}

Output of gr adl e di st test

> gradl e dist test

:conpile

conpi l i ng source
:conpi | eTest
conpiling unit tests
‘test

running unit tests

2 di st

buil ding the distribution
BUI LD SUCCESSFUL

Total tine: 1 secs

Each task is executed only once, sogr adl e t est test isexactlythesameasgradl e test.

4.2. Excluding tasks

Y ou can exclude a task from being executed using the - x command-line option and providing the name of the
task to exclude. Let's try this with the sample build file above.

Example 4.2. Excluding tasks
Output of gradl e di st -x test

> gradle dist -x test

:conpile
conpi l i ng source
- di st

bui l ding the distribution
BUI LD SUCCESSFUL

Total tinme: 1 secs
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Y ou can see from the output of this example, that thet est task is not executed, even though it is a dependency
of the di st task. You will also notice that the t est task's dependencies, such as conpi | eTest are not
executed either. Those dependencies of t est that are required by another task, such as conpi | e, are still
executed.

4.3. Continuing the build when a failure occurs

By default, Gradle will abort execution and fail the build as soon as any task fails. This allows the build to
complete sooner, but hides other failures that would have occurred. In order to discover as many failures as
possiblein asingle build execution, you can usethe - - cont i nue option.

When executed with - - conti nue, Gradle will execute every task to be executed where all of the
dependencies for that task completed without failure, instead of stopping as soon as the first failure is
encountered. Each of the encountered failures will be reported at the end of the build.

If atask fails, any subsequent tasks that were depending on it will not be executed, asit is not safe to do so. For
example, tests will not run if there is a compilation failure in the code under test; because the test task will
depend on the compilation task (either directly or indirectly).

4.4. Task name abbreviation

When you specify tasks on the command-line, you don't have to provide the full name of the task. You only
need to provide enough of the task name to uniquely identify the task. For example, in the sample build above,
you can executetask di st by running gr adl e d:

Example 4.3. Abbreviated task name

Output of gr adl e di

> gradle di

:conpile

conpi | i ng source
:conpi | eTest
conpiling unit tests
(test

running unit tests

1 di st

buil ding the distribution
BUI LD SUCCESSFUL

Total tine: 1 secs

Y ou can a'so abbreviate each word in a camel case task hame. For example, you can execute task conpi | eTest
by running gr adl e conpTest orevengradl e cT
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Example 4.4. Abbreviated camel casetask name
Output of gradl e cT

> gradle cT

:conpile
conpi l i ng source
:conpi | eTest

conpiling unit tests
BUI LD SUCCESSFUL

Total tinme: 1 secs

Y ou can also use these abbreviations with the - x command-line option.

4.5. Selecting which build to execute

When you run the gradle command, it looks for abuild file in the current directory. Y ou can use the - b option
to select another build file. If you use - b optionthen set ti ngs. gr adl e fileis not used. Example:
Example 4.5. Selecting the project using a build file

subdi r/ myproj ect. gradl e

task hello << {

println "using build file '$buildFile.name' in '$buildFile.parentFile.nane'."

}

Output of gradl e -q -b subdir/nyproject.gradle hello

> gradle -q -b subdir/myproject.gradle hello
using build file "myproject.gradle' in 'subdir'.

Alternatively, you can use the - p option to specify the project directory to use. For multi-project builds you
should use - p option instead of - b option.

Example 4.6. Selecting the project using project directory
Outputof gradle -q -p subdir hello

> gradle -gq -p subdir hello
using build file "build.gradle' in 'subdir'.

4.6. Obtaining information about your build

Gradle provides several built-in tasks which show particular details of your build. This can be useful for
understanding the structure and dependencies of your build, and for debugging problems.

In addition to the built-in tasks shown below, you can also use the project report plugin to add tasks to your
project which will generate these reports.
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4.6.1. Listing projects

Running gr adl e proj ects gives you a list of the sub-projects of the selected project, displayed in a

hierarchy. Here is an example:

Example 4.7. Obtaining information about projects
Output of gradl e -q projects
> gradle -q projects

Root proj ect

Root project 'projectReports'
+--- Project ':api' - The shared APl for the application
\--- Project ':webapp' - The Web application inplenmentation

To see a list of the tasks of a project, run gradl e <project-path>:tasks

For exanple, try running gradle :api:tasks

The report shows the description of each project, if specified. You can provide a description for a project by

setting thedescri pti on property:

Example 4.8. Providing a description for a project
buil d. gradl e

description = ' The shared APl for the application'

4.6.2. Listing tasks

Running gr adl e tasks gives you a list of the main tasks of the selected project. This report shows the
default tasks for the project, if any, and a description for each task. Below is an example of this report:
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Example 4.9. Obtaining information about tasks
Output of gradl e -q tasks

> gradle -q tasks

Al'l tasks runnable fromroot project

Default tasks: dists

Bui |l d tasks

clean - Deletes the build directory (build)
dists - Builds the distribution

libs - Builds the JAR

Buil d Setup tasks

init - Initializes a new Gradl e build. [incubating]
wrapper - Cenerates Gradle wapper files. [incubating]

Hel p tasks

bui I dEnvi ronment - Displays all buildscript dependencies declared in root project 'pr:
conponents - Displays the conponents produced by root project 'projectReports'. [incu
dependenci es - Displays all dependencies declared in root project 'projectReports'.
dependencyl nsight - Displays the insight into a specific dependency in root project
hel p - Displays a hel p nessage.

nodel - Displays the configuration nodel of root project 'projectReports'. [incubatin
projects - Displays the sub-projects of root project 'projectReports'.

properties - Displays the properties of root project 'projectReports'.

tasks - Displays the tasks runnable fromroot project 'projectReports’ (some of the d

To see all tasks and nore detail, run gradle tasks --all

To see nore detail about a task, run gradle help --task <task>

By default, this report shows only those tasks which have been assigned to a task group. You can do this by
setting the gr oup property for the task. Y ou can also set the descri pt i on property, to provide a description
to beincluded in the report.

Example 4.10. Changing the content of the task report

buil d. gradl e

dists {
description = 'Builds the distribution’

group = 'build

You can obtain more information in the task listing using the - - al | option. With this option, the task report
lists all tasks in the project, grouped by main task, and the dependencies for each task. Here is an example:
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Example 4.11. Obtaining mor e information about tasks
Output of gradl e -q tasks --all

> gradle -q tasks --all

Al'l tasks runnable fromroot project

Default tasks: dists

Bui | d tasks
clean - Deletes the build directory (build)
api:clean - Deletes the build directory (build)
webapp: clean - Deletes the build directory (build)
dists - Builds the distribution [api:libs, webapp:!|ibs]
docs - Builds the documentation
api:libs - Builds the JAR
api:compile - Conpiles the source files
webapp: libs - Builds the JAR [api:|ibs]
webapp: conpile - Conpiles the source files

Buil d Setup tasks
init - Initializes a new Gradl e build. [incubating]
wrapper - Cenerates Gradle wapper files. [incubating]

Hel p tasks

bui | dEnvi ronment - Displays all buildscript dependencies declared in root project 'pr:
api : bui | dEnvi ronnent - Displays all buildscript dependencies declared in project ':ap
webapp: bui | dEnvi ronnment - Di splays all buildscript dependenci es declared in project
conponents - Displays the conponents produced by root project 'projectReports'. [incu
api : components - Displays the conponents produced by project ':api'. [incubating]
webapp: conmponents - Displays the conponents produced by project ':webapp'. [incubatin
dependencies - Displays all dependencies declared in root project 'projectReports'.
api : dependenci es - Displays all dependencies declared in project ':api'.

webapp: dependenci es - Displays all dependencies declared in project ':webapp'.
dependencyl nsi ght - Displays the insight into a specific dependency in root project
api : dependencyl nsight - Displays the insight into a specific dependency in project
webapp: dependencyl nsi ght - Displays the insight into a specific dependency in project
help - Displays a help nmessage.

api : help - Displays a hel p nessage.

webapp: hel p - Displays a hel p message.

nodel - Displays the configuration nodel of root project 'projectReports'. [incubatin
api : nodel - Displays the configuration nodel of project ':api'. [incubating]

webapp: nodel - Displays the configuration nodel of project ':webapp'. [incubating]
projects - Displays the sub-projects of root project 'projectReports'.

api :projects - Displays the sub-projects of project ':api'.

webapp: proj ects - Displays the sub-projects of project ':webapp'.

properties - Displays the properties of root project 'projectReports'.

api : properties - Displays the properties of project ':api'.

webapp: properties - Displays the properties of project ':webapp'.

tasks - Displays the tasks runnable fromroot project 'projectReports' (sonme of the d
api :tasks - Displays the tasks runnable fromproject ':api'.

webapp: tasks - Displays the tasks runnable from project ':webapp'.
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4.6.3. Show task usage details

Running gradl e help --task soneTask gives you detailed information about a specific task or
multiple tasks matching the given task name in your multiproject build. Below is an example of this detailed
information:

Example 4.12. Obtaining detailed help for tasks

Outputof gradl e -q help --task libs

> gradle -q help --task libs
Detailed task information for |ibs

Pat hs
capi:libs
s webapp: |'i bs

Type
Task (org.gradle. api. Task)

Description
Bui l ds the JAR

G oup
bui | d

This information includes the full task path, the task type, possible commandline options and the description of
the given task.

4.6.4. Listing project dependencies

Running gr adl e dependenci es givesyou alist of the dependencies of the selected project, broken down
by configuration. For each configuration, the direct and transitive dependencies of that configuration are shown
in atree. Below isan example of this report:
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Example 4.13. Obtaining infor mation about dependencies
Output of gr adl e -q dependenci es api : dependenci es webapp: dependenci es

> gradl e -q dependenci es api: dependenci es webapp: dependenci es

Root proj ect

Project :api - The shared APl for the application

conpi l e
\--- org.codehaus. groovy: groovy-all:2.4.4

test Conpi |l e
\--- junit:junit:4.12
\--- org. hantrest: hancrest-core: 1.3

Proj ect :webapp - The Wb application inplenentation

conpi l e

+--- project :api

| \--- org.codehaus. groovy: groovy-all:2.4.4
\--- commons-io: comons-io: 1.2

test Conpi |l e

No dependenci es

Since a dependency report can get large, it can be useful to restrict the report to a particular configuration. This
is achieved with the optional - - conf i gur at i on parameter:
Example 4.14. Filtering dependency report by configuration

Output of gradl e -q api : dependenci es --configuration testConpile
> gradle -q api:dependencies --configuration testConpile

Project :api - The shared APl for the application

test Conpi l e
\--- junit:junit:4.12
\--- org. hantrest: hancrest-core: 1.3

4.6.5. Listing project buildscript dependencies

Running gr adl e bui | dEnvi ronment visualises the buildscript dependencies of the selected project,
similarly to how gr adl e dependenci es visualises the dependencies of the software being built.
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4.6.6. Getting the insight into a particular dependency

Running gradl e dependencyl nsi ght gives you an insight into a particular dependency (or
dependencies) that match specified input. Below is an example of this report:

Example 4.15. Getting the insight into a particular dependency
Output of gr adl e -q webapp: dependencyl nsi ght --dependency groovy --configuration

> gradl e -q webapp: dependencyl nsi ght --dependency groovy --configuration conpile
or g. codehaus. groovy: groovy-all:2.4.4
\--- project :api

\--- conpile

This task is extremely useful for investigating the dependency resolution, finding out where certain
dependencies are coming from and why certain versions are selected. For more information please see the
Dependencyl nsi ght Report Task classin the APl documentation.

The built-in dependencylnsight task is a part of the 'Help' tasks group. The task needs to configured with the
dependency and the configuration. The report looks for the dependencies that match the specified dependency
spec in the specified configuration. If Java related plugin is applied, the dependencylnsight task is
pre-configured with ‘compile’ configuration because typically it's the compile dependencies we are interested in.
Y ou should specify the dependency you are interested in via the command line '--dependency' option. If you
don't like the defaults you may select the configuration via'--configuration' option. For more information see the
Dependencyl nsi ght Repor t Task classin the APl documentation.

4.6.7. Listing project properties
Running gr adl e properties givesyou alist of the properties of the selected project. This is a snippet
from the output:
Example 4.16. Infor mation about properties
Output of gradl e -q api : properties
> gradle -q api:properties

Project :api - The shared APl for the application

all projects: [project ':api']
ant: org.gradl e.api.internal.project.DefaultAntBuil der @2345
ant Bui | der Factory: org.gradle.api.internal.project. Defaul t AntBui |l der Fact ory@=2345

artifacts: org.gradle.api.internal.artifacts.dsl.Defaul tArtifactHandl er_Decorated@?223

asDynam cQbj ect: org.gradle.api.internal.Extensibl eDynam cObj ect @2345

baseCl assLoader Scope: org.gradle.api.internal.initialization.DefaultC assLoader Scope@

bui I dDi r: /hone/user/gradl e/ sanpl es/ usergui de/tutorial/project Reports/api/build

bui | dFi | e: /home/ user/ gradl e/ sanpl es/ user gui de/tutorial /projectReports/api/build.grad
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4.6.8. Profiling a build

The - - pr of i | e command line option will record some useful timing information while your build is running
and write a report to the bui | d/ report s/ profil e directory. The report will be named using the time
when the build was run.

This report lists summary times and details for both the configuration phase and task execution. The times for
configuration and task execution are sorted with the most expensive operations first. The task execution results
aso indicateif any tasks were skipped (and the reason) or if tasks that were not skipped did no work.

Builds which utilize a buildSrc directory will generate a second profile report for buildSrc in the bui | dSr ¢/ bui |
directory.

Profiled with tasks: -xtest build

Summary Configuration Task E
Total Build Time 2:01.164 | |: 2.804| |:docs
Startup 0.313| | :docs 0.576 :docs:userguideSingleHim
Settings and BuildSrc 4078 | |:core 0.203 :docs:userguidePdf
Loading Projects 0074 | |:announce  0.084 :docs:checkstyleApi
Configuring Projects 3208 [ 0.036 :docs:userguideStyleSheet:
Total Task Execution 1:52.671 | | :openApi 0.035 :docs:groovydoc
‘maven 0.033 :docs:samples
:codeQuality 0.033 :docs:javadoc
‘wrapper 0.022 :docs:userguideFragmentS
eclipse 0.021 :docs:distDocs
‘idea 0.021 :docs:samplesDocs
plugins 0.020 :docs:userguide Xhtml
:launcher 0.020 :docs:userguideHtml
:antlr 0.017 :docs:userguideDochook
0sgi 0014 :docs:remoteUserguideDo
ety 0014 :docs:samplesDocbhook
:scala 0.012 :docs:docs
:docs:userguide
‘core
:core:compileTestGroovy
:core:codenarcTest
:core:checkstyleMain

WW%

4.7. Dry Run

Sometimes you are interested in which tasks are executed in which order for agiven set of tasks specified on the
command line, but you don't want the tasks to be executed. Y ou can use the - moption for this. For example, if
yourun“gradl e -m cl ean conpi | e”, you'll seeall the tasks that would be executed as part of the cl ean
and conpi | e tasks. Thisis complementary to thet asks task, which shows you the tasks which are available
for execution.
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4.8. Summary

In this chapter, you have seen some of the things you can do with Gradle from the command-line. Y ou can find
out more about the gr adle command in Appendix D, Gradle Command Line.
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5

The Gradle Wrapper

Most tools require installation on your computer before you can use them. If the installation is easy, you may
think that’s fine. But it can be an unnecessary burden on the users of the build. Equally importantly, will the
user install the right version of thetool for the build? What if they’ re building an old version of the software?

The Gradle Wrapper (henceforth referred to as the “Wrapper”) solves both these problems and is the preferred
way of starting a Gradle build.

5.1. Executing a build with the Wrapper

If a Gradle project has set up the Wrapper (and we recommend all projects do so), you can execute the build
using one of the following commands from the root of the project:

® . /gradl ew <t ask> (on Unix-like platforms such as Linux and Mac OS X)
® gradl ew <t ask> (on Windows using the gradlew.bat batch file)

Each Wrapper is tied to a specific version of Gradle, so when you first run one of the commands above for a
given Gradle version, it will download the corresponding Gradle distribution and use it to execute the build.

Not only does this mean that you don’t have to manually install

Gradle yourself, but you are also sure to use the version of Gradle IDE

that the build is designed for. This makes your historical builds =

more reliable. Just use the appropriate syntax from above When importing a Gradle project

whenever you see a command line starting with gradl e ... in via its wrapper, your IDE may

the user guide, on Stack Overflow, in articles or wherever. ask to use the Gradle 'al'
distribution. Thisis perfectly fine

For completeness sake, and to ensure you don't delete any and helps the IDE provide code

important files, here are the files and directories in a Gradle project completion for the build files.

that make up the Wrapper:

® gradl ew(Unix Shell script)

* gradl ew. bat (Windows batch file)

® gradl e/ w apper/ gradl e-w apper . jar (Wrapper JAR)

® gradl e/ w apper/ gradl e-wr apper. properties (Wrapper properties)

If you're wondering where the Gradle distributions are stored, you'll find them in your user home directory
under $USER_HOVE/ . gr adl e/ wr apper/ di st s.
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5.2. Adding the Wrapper to a project

The Wrapper is something you should check into version control. By distributing the Wrapper with your
project, anyone can work with it without needing to install Gradle beforehand. Even better, users of the build are
guaranteed to use the version of Gradle that the build was designed to work with. Of course, thisis also great for
continuous integration servers (i.e. servers that regularly build your project) as it requires no configuration on
the server.

You install the Wrapper into your project by running the wr apper task. (Thistask is always available, even if
you don't add it to your build). To specify a Gradle version use - - gr adl e- ver si on on the command-line.
You can aso set the URL to download Gradle from directly via - - gr adl e-di stri buti on-url . If no
version or distribution URL is specified, the Wrapper will be configured to use the gradle version the wr apper
task is executed with. So if you run the wr apper task with Gradle 2.4, then the Wrapper configuration will
default to version 2.4.

Example5.1. Running the Wrapper task

Output of gr adl e wr apper --gradl e-version 2.0

> gradl e wapper --gradle-version 2.0
S wr apper

BU LD SUCCESSFUL

Total time: 1 secs
The Wrapper can be further customized by adding and configuring a W apper task in your build script, and
then executing it.

Example5.2. Wrapper task

bui I d. gradl e

task wrapper(type: Wapper) {
gradl eVersion = '2.0'

}

After such an execution you find the following new or updated filesin your project directory (in case the default
configuration of the Wrapper task is used).

Example 5.3. Wrapper generated files

Build layout

si npl e/
gr adl ew
gr adl ew. bat

gr adl e/ wr apper/
gr adl e-w apper . j ar
gr adl e- w apper . properties
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All of these files should be submitted to your version control system. This only needs to be done once. After
these files have been added to the project, the project should then be built with the added gradlew command.
The gradlew command can be used exactly the same way as the gradle command.

If you want to switch to a new version of Gradle you don't need to rerun the wr apper task. It is good enough
to change the respective entry in the gr adl e- wr apper. properties file, but if you want to take
advantage of new functionality in the Gradle wrapper, then you would need to regenerate the wrapper files.

5.3. Configuration

If you run Gradle with gradlew, the Wrapper checks if a Gradle distribution for the Wrapper is available. If so,
it delegates to the gradle command of this distribution with all the arguments passed originally to the gradlew
command. If it didn't find a Gradle distribution, it will download it first.

When you configure the W apper task, you can specify the Gradle version you wish to use. The gradlew
command will download the appropriate distribution from the Gradle repository. Alternatively, you can specify
the download URL of the Gradle distribution. The gradlew command will use this URL to download the
distribution. If you specified neither a Gradle version nor download URL, the gradlew command will download
whichever version of Gradle was used to generate the Wrapper files.

For the details on how to configure the Wrapper, seethe W apper classin the APl documentation.

If you don't want any download to happen when your project is built via gradlew, simply add the Gradle
distribution zip to your version control at the location specified by your Wrapper configuration. A relative URL
is supported - you can specify a distribution file relative to the location of gr adl e- wr apper . properties
file.

If you build viathe Wrapper, any existing Gradle distribution installed on the machineisignored.

5.4. Veification of downloaded Gradle
distributions

The Gradle Wrapper allows for verification of the downloaded Gradle distribution via SHA-256 hash sum
comparison. This increases security against targeted attacks by preventing a man-in-the-middle attacker from
tampering with the downloaded Gradle distribution.

To enable this feature you'll want to first calculate the SHA-256 hash of a known Gradle distribution. You can
generate a SHA-256 hash from Linux and OSX or Windows (via Cygwin) with the shasum command.

Example 5.4. Generating a SHA-256 hash

> shasum -a 256 gradle-2.4-all.zip

371ch9f bebbe9880d147f 59bab36d61leeel22854ef 8c9eelecf 12b82368bcf 10 gradl e- 2. 4-al | . zi

Add the returned hash sum to the gr adl e- wr apper . properti es usingthedi st ri buti onSha256Sum
property.
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Example 5.5. Configuring SHA-256 checksum verification

gradl e-wr apper. properties

di stributi onSha256Sum=371cb9f bebbe9880d147f 59bab36d6leeel22854ef 8c9eelecf 12b82368h(

5.5. Unix file permissions

The Wrapper task adds appropriate file permissions to allow the execution of the gr adl ew *NIX command.
Subversion preserves this file permission. We are not sure how other version control systems deal with this.
What should alwayswork isto execute “sh gr adl ew’.
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6

The Gradle Daemon

From Wikipedia...

A daemon is a computer program that runs as a background process, rather than being under the direct
control of an interactive user.

Gradle runs on the Java Virtual Machine (JVM) and uses several supporting libraries that require a non-trivial
initialization time. As a result, it can sometimes seem a little slow to start. The solution to this problem is the
Gradle Daemon: a long-lived background process that executes your builds much more quickly than would
otherwise be the case. We accomplish this by avoiding the expensive bootstrapping process as well as
leveraging caching, by keeping data about your project in memory. Running Gradle builds with the Daemon is
no different than without. Simply configure whether you want to use it or not - everything else is handled
transparently by Gradle.

6.1. Enabling the Daemon

The Gradle Daemon is not enabled by default, but we do recommend always enabling it for developers
machines (but leaving it disabled for continuous integration servers). There are several ways to enable the
Daemon, but the most common one isto add the line

org. gradl e. daenmon=t r ue

to the file «USER_HOVE»/ . gr adl e/ gr adl e. properties, where «USER_HOVE» is your home
directory. That’s typically one of the following, depending on your platform:

® C:\ Users\ <usernane> (WindowsVista& 7+)
® /Users/ <user nane> (Mac OS X)
* /[ hone/ <user nane> (Linux)

If that file doesn’t exist, just create it using a text editor. You can find details of other ways to enable (and
disable) the Daemon in the FAQ further down. That section aso contains more detailed information on how the
Daemon works.

Once you have globally enabled the Daemon in this way, all your builds will take advantage of the speed boost,
regardless of the version of Gradle a particular build uses.
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Continuous
_ oo integration
62 Stoppl ng an eXIStI ng At the moment, we recommend

DaemOn that you leave the Daemon

disabled for continuous
integration servers as using a
fresh runtime for each build is
more reliable since the runtime is
completely isolated from
previously builds. Additionally,
since the Daemon primarily acts
to reduce build startup times, this
isn't as critical in Cl asitison a
devel oper's machine.

As mentioned, the Daemon is a background process. Y ou needn’t
worry about a build up of Gradle processes on your machine,
though: every Daemon stops after 3 hours of inactivity. If you want
to explicitly stop a Daemon process for any reason, just use the
command gr adl e - - st op.

Thiswill terminate all Daemon processes that were started with the
same version of Gradle used to execute the command. If you have
the Java Development Kit (JDK) installed, you can easily verify
that a Daemon has stopped by running the jps command. You'll
see any running Daemons listed with the name GradleDaemon.
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6.3. FAQ

6.3.1. What ways are there to enable the Gradle Daemon?

There are two recommended ways to enable the Daemon persistently for an environment:

® Via environment variables - add the flag - Dor g. gr adl e. daenon=true to the GRADLE_OPTS
environment variable

Viapropertiesfile- add or g. gr adl e. daenon=t r ue to the «<GRADLE_USER_HOVE»/ gr adl e. pr oper

file

Note, «GRADLE_USER HOVE» defaults to «USER_HOVE»/ . gr adl e, where «USER_HOVE» is the
home directory of the current user. Thislocation can be configured viathe - g and - - gr adl e- user - hone

command line switches, aswell as by the GRADLE_USER HOVE environment variable and or g. gr adl e. use

JVM system property.

Both approaches have the same effect. Which one to use is up to personal preference. Most Gradle users choose
the second option and add the entry to the user gr adl e. properti es file.

On Windows, this command will enable the Daemon for the current user:

(if not exist "%JSERPROFI LE% . gradl e" nkdir "%JSERPROFILEY% . gradle") && (echo org. (

On UNIX-like operating systems, the following Bash shell command will enable the Daemon for the current
user:

touch ~/.gradl e/gradle.properties & echo "org.gradl e. daenon=true" >> ~/.gradl e/ gr{

Once the Daemon is enabled for a build environment in thisway, all builds will implicitly use a Daemon.

The - - daenon and - - no- daenobn command line switches enable and disable usage of the Daemon for
individual build invocations when using the Gradle command line interface. Typicaly, it is more convenient to
enable the Daemon for an environment (e.g. a user account) so that all builds use the Daemon without requiring
to remember to supply the - - daenon switch.

6.3.2. How do | disable the Gradle Daemon?

The Gradle Daemon is not enabled by default. However, once it is enabled it is sometimes desirable to disable
for some projects or for some build invocations.

The - - no- daenpn command line switch can be used to force that a Daemon not be used for that build. Thisis
rarely used, but can sometimes be useful when debugging issues with certain builds or Gradle plugins. This
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command line switch has the highest precedence when considering the build environment.

6.3.3. How do | suppress the “please consider using the Gradle Daemon”
message?

Gradle may emit a warning at the end of the build suggesting that you use the Gradle Daemon. To avoid this
warning you can enable the Daemon via the methods above, or explicitly disable the Daemon. You can
explicitly disable the Daemon by using the - - no- daenbn command line switch as described above, or use
one of the methods for enabling the Daemon mentioned above but using avaue of f al se for theor g. gradl e. d
property instead of t r ue.

Asi it is not recommend to use the Daemon for Continuous Integration builds, Gradle will not emit the message
if the Cl environment variableis present.

6.3.4. Why is there more than one Daemon process on my machine?

There are several reasons why Gradle will create a new Daemon, instead of using one that is aready running.
The basic rule is that Gradle will start a new Daemon if there are no existing idle or compatible Daemons
available. Gradle will kill any Daemon that has been idle for 3 hours or more, so you don't have to worry about
cleaning them up manually.

idle
Anidle Daemon is one that is not currently executing a build or doing other useful work.

compatible
A compatible Daemon is one that can (or can be made to) meet the requirements of the requested build
environment. The Java runtime used to execute the build is an example aspect of the build environment.
Another exampleisthe set of JVM system properties required by the build runtime.

Some aspects of the requested build environment may not be met by an Daemon. If the Daemon is running with
aJava 7 runtime, but the requested environment calls for Java 8 then the Daemon is not compatible and another
must be started. Moreover, certain properties of a Java runtime cannot be changed once the VM has started. It
is not possible to change the memory alocation (e.g. - Xmx1024n), default text encoding, default locale, etc of
arunning VM.

The “requested build environment” is typically constructed implicitly from aspects of the build client’s (e.g.
Gradle command line client, IDE etc.) environment and explicitly via command line switches and settings. See
Chapter 11, The Build Environment for details on how to specify and control the build environment.

The following JVM system properties are effectively immutable. If the requested build environment requires
any of these properties, with a different value than a Daemon’s JVM has for this property, the Daemon is not
compatible.

¢ file.encoding

® user.language

® user.country

® user.variant

® com.sun.management.jmxremote
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The following JVM attributes, controlled by startup arguments, are also effectively immutable. The
corresponding attributes of the requested build environment and the Daemon’ s environment must match exactly
in order for a Daemon to be compatible.

® The maximum heap size (i.e. the -Xmx JVM argument)
® The minimum heap size (i.e. the -Xms VM argument)

® The boot classpath (i.e. the -Xbootclasspath argument)

® The*“assertion” status (i.e. the -ea argument)

The required Gradle version is another aspect of the requested build environment. Daemon processes are
coupled to a specific Gradle runtime. Working on multiple Gradle projects during a session that use different
Gradle versions is a common reason for having more than one running Daemon process.

6.3.5. How much memory does the Daemon use and can | give it more?

If the requested build environment does not specify a maximum heap size, the Daemon will use up to 1GB of
heap. It will use your the JVM's default minimum heap size. 1GB is more than enough for most builds. Larger
builds with hundreds of subprojects, lots of configuration, and source code may require, or perform better, with
more memory.

To increase the amount of memory the Daemon can use, specify the appropriate flags as part of the requested
build environment. Please see Chapter 11, The Build Environment for details.

6.3.6. How can | stop a Daemon?

Daemon processes will automatically terminate themselves after 3 hours of inactivity. If you wish to stop a
Daemon process before this, you can either kill the process via your operating system or runthe gr adl e - - st op
command. The - - st op switch causes Gradle to request that all running Daemon processes, of the same
Gradle version used to run the command, terminate themselves.

6.3.7. What can go wrong with Daemon?

Considerable engineering effort has gone into making the Daemon robust, transparent and unobtrusive during
day to day development. However, Daemon processes can occasionally be corrupted or exhausted. A Gradle
build executes arbitrary code from multiple sources. While Gradle itself is designed for and heavily tested with
the Daemon, user build scripts and third party plugins can destabilize the Daemon process through defects such
as memory leaks or global state corruption.

It is also possible to destabilize the Daemon (and build environment in general) by running builds that do not
release resources correctly. Thisis a particularly poignant problem when using Microsoft Windows as it is less
forgiving of programs that fail to close files after reading or writing.

If it is suspected that the Daemon process has become unstable, it can ssmply be killed. Recall that the - - no- daem
switch can be specified for a build to prevent use of the Daemon. This can be useful to diagnose whether or not
the Daemon is actually the culprit of a problem.
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6.4. When should | not use the Gradle Daemon?

It is recommended that the Daemon is used in al developer environments. It is recommend to not enable the
Daemon for Continuous I ntegration and build server environments.

The Daemon enables faster builds, which is particularly important when a human is sitting in front of the build.
For CI builds, stability and predictability is of utmost importance. Using a fresh runtime (i.e. process) for each
build is more reliable as the runtime is completely isolated from previous builds.

06.5. Tools & IDEs

The Gradle Tooling API (see Chapter 13, Embedding Gradle), that is used by IDEs and other tools to integrate
with Gradle, always use the Gradle Daemon to execute builds. If you are executing Gradle builds from within
you're IDE you are using the Gradle Daemon and do not need to enable it for your environment.

However, unless you have explicitly enabled the Gradle Daemon for you environment your builds from the
command line will not use the Gradle Daemon.

6.6. How does the Gradle Daemon make builds
faster?

The Gradle Daemon is a long lived build process. In between builds it waitsidly for the next build. This has the
obvious benefit of only requiring Gradle to be loaded into memory once for multiple builds, as opposed to once
for each build. Thisinitself isasignificant performance optimization, but that's not where it stops.

A significant part of the story for modern JVM performance is runtime code optimization. For example,
HotSpot (the VM implementation provided by Oracle and used as the basis of OpenJDK) applies optimization
to code while it is running. The optimization is progressive and not instantaneous. That is, the code is
progressively optimized during execution which means that subsequent builds can be faster purely due to this
optimization process. Experiments with HotSpot have shown that it takes somewhere between 5 and 10 builds
for optimization to stabilize. The difference in perceived build time between the first build and the 10th for a
Daemon can be quite dramatic.

The Daemon also allows more effective in memory caching across builds. For example, the classes needed by
the build (e.g. plugins, build scripts) can be held in memory between builds. Similarly, Gradle can maintain
in-memory caches of build data such as the hashes of task inputs and outputs, used for incremental building.

6.6.1. Potential future enhancements

Currently, the Daemon makes builds faster by effectively supporting in memory caching and by the VM
optimizer making the code faster. In future Gradle versions, the Daemon will become even smarter and perform
work preemptively. It could, for example, start downloading dependenciesimmediately after the build script has
been edited under the assumption that the build is about to be run and the newly changed or added dependencies
will be required.
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There are many other ways in that the Gradle Daemon will enable even faster builds in future Gradle versions.
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Dependency M anagement Basics

This chapter introduces some of the basics of dependency management in Gradle.

7.1. What is dependency management?

Very roughly, dependency management is made up of two pieces. Firstly, Gradle needs to know about the
things that your project needs to build or run, in order to find them. We call these incoming files the

dependencies of the project. Secondly, Gradle needs to build and upload the things that your project produces.
We call these outgoing files the publications of the project. Let'slook at these two pieces in more detail :

Most projects are not completely self-contained. They need files built by other projects in order to be compiled
or tested and so on. For example, in order to use Hibernate in my project, | need to include some Hibernate jars
in the classpath when | compile my source. To run my tests, | might also need to include some additional jarsin
the test classpath, such as a particular JDBC driver or the Ehcache jars.

These incoming files form the dependencies of the project. Gradle allows you to tell it what the dependencies of
your project are, so that it can take care of finding these dependencies, and making them available in your build.
The dependencies might need to be downloaded from a remote Maven or Ivy repository, or located in alocal
directory, or may need to be built by another project in the same multi-project build. We call this process
dependency resolution.

Note that this feature provides a major advantage over Ant. With Ant, you only have the ability to specify
absolute or relative paths to specific jars to load. With Gradle, you simply declare the “names’ of your
dependencies, and other layers determine where to get those dependencies from. Y ou can get similar behavior
from Ant by adding Apache Ivy, but Gradle does it better.

Often, the dependencies of a project will themselves have dependencies. For example, Hibernate core requires
several other libraries to be present on the classpath with it runs. So, when Gradle runs the tests for your project,
it also needs to find these dependencies and make them available. We call these transitive dependencies.

The main purpose of most projectsis to build some files that are to be used outside the project. For example, if
your project produces a Java library, you need to build a jar, and maybe a source jar and some documentation,
and publish them somewhere.

These outgoing files form the publications of the project. Gradle also takes care of this important work for you.
You declare the publications of your project, and Gradle take care of building them and publishing them
somewhere. Exactly what “publishing” means depends on what you want to do. You might want to copy the
files to a local directory, or upload them to a remote Maven or Ivy repository. Or you might use the files in
another project in the same multi-project build. We call this process publication.
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7.2. Declaring your dependencies

Let'slook at some dependency declarations. Here's a basic build script:

Example 7.1. Declaring dependencies
buil d. gradl e
apply plugin: 'java

repositories {
mavenCentral ()

}

dependenci es {
conpi l e group: 'org. hibernate', name: 'hibernate-core', version: '3.6.7.Final
testConpile group: "junit', name: 'junit', version: '4. +

What's going on here? This build script says a few things about the project. Firstly, it states that Hibernate core
3.6.7.Final is required to compile the project's production source. By implication, Hibernate core and its
dependencies are also required at runtime. The build script also states that any junit >= 4.0 is required to
compile the project's tests. It also tells Gradle to look in the Maven central repository for any dependencies that
arerequired. The following sections go into the details.

7.3. Dependency configurations

In Gradle dependencies are grouped into configurations. A configuration is simply a named set of
dependencies. We will refer to them as dependency configurations. You can use them to declare the external
dependencies of your project. Aswe will seelater, they are also used to declare the publications of your project.

The Java plugin defines a number of standard configurations. These configurations represent the classpaths that
the Java plugin uses. Some are listed below, and you can find more details in Table 45.5, “Java plugin -
dependency configurations’.

compile
The dependencies required to compile the production source of the project.

runtime
The dependencies required by the production classes at runtime. By default, also includes the compile time
dependencies.

testCompile
The dependencies required to compile the test source of the project. By default, also includes the compiled
production classes and the compile time dependencies.

testRuntime
The dependencies required to run the tests. By default, also includes the compile, runtime and test compile
dependencies.
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Various plugins add further standard configurations. Y ou can also define your own custom configurations to use
in your build. Please see Section 23.3, “Dependency configurations” for the details of defining and customizing
dependency configurations.

7.4. External dependencies

There are various types of dependencies that you can declare. One such type is an external dependency. Thisa
dependency on some files built outside the current build, and stored in arepository of some kind, such as Maven
central, or a corporate Maven or lvy repository, or adirectory in the local file system.

To define an externa dependency, you add it to a dependency configuration:

Example 7.2. Definition of an exter nal dependency
buil d. gradl e

dependenci es {

conpil e group: 'org.hibernate', nane: 'hibernate-core', version: '3.6.7.Final

}

An external dependency is identified using gr oup, nane and ver si on attributes. Depending on which kind
of repository you are using, gr oup and ver si on may be optional.

The shortcut form for declaring external dependencieslookslike“ gr oup: nane: ver si on”.

Example 7.3. Shortcut definition of an external dependency
buil d. gradl e

dependenci es {

conpil e 'org. hi bernate: hi bernate-core: 3.6. 7. Final'

}

To find out more about defining and working with dependencies, have alook at Section 23.4, “How to declare
your dependencies’.

7.5. Repositories

How does Gradle find the files for external dependencies? Gradle looks for them in a repository. A repository is
realy just a collection of files, organized by gr oup, nane and ver si on. Gradle understands several different
repository formats, such as Maven and vy, and severa different ways of accessing the repository, such as using
the locdl file system or HTTP.

By default, Gradle does not define any repositories. Y ou need to define at least one before you can use external
dependencies. One option is use the Maven central repository:
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Example 7.4. Usage of Maven central repository

bui I d. gradl e

repositories {

mavenCent ral ()

}

Or aremote Maven repository:

Example 7.5. Usage of a remote Maven repository
buil d. gradl e

repositories {
maven {
url "http://repo. nyconpany. conf naven2"

}

Or aremote Ivy repository:

Example 7.6. Usage of aremote | vy directory
buil d. gradl e

repositories {
ivy {
url "http://repo. myconpany. com repo"

}

Y ou can a'so have repositories on the local file system. Thisworks for both Maven and Ivy repositories.

Example 7.7. Usage of alocal Ivy directory
buil d. gradl e
repositories {

ivy {
/1 URL can refer to a local directory

url "../local -repo"

A project can have multiple repositories. Gradle will look for a dependency in each repository in the order they
are specified, stopping at the first repository that contains the requested module.

To find out more about defining and working with repositories, have alook at Section 23.6, “Repositories’.
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7.6. Publishing artifacts

Dependency configurations are also used to publish files.[2 We call these files publication artifacts, or usually
just artifacts.

The plugins do a pretty good job of defining the artifacts of a project, so you usually don't need to do anything
special to tell Gradle what needs to be published. However, you do need to tell Gradle where to publish the
artifacts. Y ou do this by attaching repositories to the upl oadAr chi ves task. Here's an example of publishing
to aremote lvy repository:

Example 7.8. Publishing to an Ivy repository

buil d. gradl e

upl oadAr chi ves {
repositories {
vy {
credentials {
user nane "usernane"
password " pw'

}

url "http://repo. myconpany. conf

Now, when you run gr adl e upl oadAr chi ves, Gradle will build and upload your Jar. Gradle will also
generate and upload ani vy. xm aswell.

Y ou can aso publish to Maven repositories. The syntax is slightly different.l3l Note that you also need to apply
the Maven plugin in order to publish to a Maven repository. when this is in place, Gradle will generate and
upload apom xm .

Example 7.9. Publishing to a Maven repository

buil d. gradl e

apply plugin: 'nmaven'

upl oadAr chi ves {
repositories {

mavenDepl oyer {
repository(url: "file://Ilocal host/tnp/ nyRepo/")

To find out more about publication, have alook at Chapter 30, Publishing artifacts.
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7.7. Where to next?

For all the details of dependency resolution, see Chapter 23, Dependency Management, and for artifact
publication see Chapter 30, Publishing artifacts.

If you are interested in the DSL elements mentioned here, have alook at Pr oj ect . confi gurati ons{},
Proj ect.repositories{} andProj ect. dependenci es{}.

Otherwise, continue on to some of the other tutorias.

[2] Wethink thisis confusing, and we are gradually teasing apart the two conceptsin the Gradle DSL.

[3] We are working to make the syntax consistent for resolving from and publishing to Maven repositories.
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8

| ntroduction to multi-project builds

Only the smallest of projects has a single build file and source tree, unless it happens to be a massive,
monolithic application. It’s often much easier to digest and understand a project that has been split into smaller,
inter-dependent modules. The word “inter-dependent” is important, though, and is why you typically want to
link the modul es together through a single build.

Gradle supports this scenario through multi-project builds.

8.1. Structure of a multi-project build

Such builds comein all shapes and sizes, but they do have some common characteristics:

® Asettings. gradl efileintheroot or mast er directory of the project

® Abuil d. gradl e fileintheroot or mast er directory

® Child directories that have their own *. gr adl e build files (some multi-project builds may omit child
project build scripts)

The setti ngs. gradl e file tells Gradle how the project and subprojects are structured. Fortunately, you
don't have to read this file simply to learn what the project structure is as you can run the command gr adl e pr 0]
. Here's the output from using that command on the Java multiproject build in the Gradle samples:

Example 8.1. Listing the projectsin a build

Output of gradl e -q projects

> gradle -q projects

Root proj ect

Root project 'nultiproject’

+--- Project ':api'

+--- Project ':services'

| +--- Project ':services:shared

| \--- Project ':services:webservice'
\--- Project ':shared

To see a list of the tasks of a project, run gradl e <project-path>:tasks
For exanple, try running gradle :api:tasks

This tells you that multiproject has three immediate child projects: api, services and shared. The services
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project then has its own children, shared and webservice. These map to the directory structure, so it's easy to
find them. For example, you can find webservice in <r oot >/ ser vi ces/ webser vi ce.

Each project will usually have its own build file, but that's not necessarily the case. In the above example, the
services project is just a container or grouping of other subprojects. There is no build file in the corresponding
directory. However, multiproject does have one for the root project.

Theroot bui | d. gr adl e isoften used to share common configuration between the child projects, for example
by applying the same sets of plugins and dependencies to all the child projects. It can also be used to configure
individual subprojects when it is preferable to have al the configuration in one place. This means you should
always check the root build file when discovering how a particular subproject is being configured.

Another thing to bear in mind is that the build files might not be called bui | d. gr adl e. Many projects will
name the build files after the subproject names, such as api . gr adl e and servi ces. gradl e from the
previous example. Such an approach helps alot in IDES because it’s tough to work out which bui | d. gr adl e
file out of twenty possibilitiesis the one you want to open. This little piece of magic ishandled by the set t i ngs. ¢
file, but as a build user you don’t need to know the details of how it's done. Just have alook through the child
project directoriesto find the fileswith the . gr adl e suffix.

Once you know what subprojects are available, the key question for a build user is how to execute the tasks
within the project.

8.2. Executing a multi-project build

From a user's perspective, multi-project builds are still collections of tasks you can run. The difference is that
you may want to control which project's tasks get executed. Y ou have two options here:

® Changeto the directory corresponding to the subproject you' re interested in and just execute gr adl e <t ask>
asnormal.

® Useagquadified task name from any directory, although thisis usually done from the root. For example: gr adl e
will build the webservice subproject and any subprojectsit depends on.

The first approach is similar to the single-project use case, but Gradle works dlightly differently in the case of a
multi-project build. The command gr adl e t est will execute thet est task in any subprojects, relative to
the current working directory, that have that task. So if you run the command from the root project directory,
you'll runt est in api, shared, services.shared and services:webservice. If you run the command from the

services project directory, you'll only execute the task in services.shared and services:webservice.

For more control over what gets executed, use qualified names (the second approach mentioned). These are
paths just like directory paths, but use ‘:" instead of ‘/* or ‘\'. If the path begins with a *:’, then the path is
resolved relative to the root project. In other words, the leading ‘:’ represents the root project itself. All other
colons are path separators.

This approach works for any task, so if you want to know what tasks are in a particular subproject, just usethe t ask
task, e.g.gradl e :services: webservice: tasks.

Regardless of which technique you use to execute tasks, Gradle will take care of building any subprojects that
the target depends on. You don’'t have to worry about the inter-project dependencies yourself. If you're
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interested in how thisis configured, you can read about writing multi-project builds later in the user guide.

There's one last thing to note. When you're using the Gradle wrapper, the first approach doesn’t work well
because you have to specify the path to the wrapper script if you're not in the project root. For example, if
you're in the webservice subproject directory, you would havetorun. . /. ./ gradl ew bui | d.

That’s all you really need to know about multi-project builds as a build user. Y ou can now identify whether a

build is amulti-project one and you can discover its structure. And finally, you can execute tasks within specific
subprojects.
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9

Continuous build

Continuous build is an incubating feature. This means that it is incomplete and not yet at regular Gradle
production quality. This also means that this Gradle User Guide chapter is awork in progress.

Typically, you ask Gradle to perform a single build by way of specifying tasks that Gradle should execute.
Gradle will determine the the actual set of tasks that need to be executed to satisfy the request, execute them all,
and then stop doing work until the next request. A continuous build differsin that Gradle will keep satisfying
theinitial build request (until instructed to stop) by executing the build when it is detected that the result of the
previous build is now out of date. For example, if your build compiles Java source files to Java class files, a
continuous build would automatically initiate a compile when the source files change. Continuous build is
useful for many scenarios.

9.1. How do | start and stop a continuous build?

A continuous build can be started by supplying either the - - cont i nuous or -t switches to Gradle, along
with the list of tasks, switches and arguments that define the work to do. For example, gr adl e build --conti
. Thiswill have the same effect as running gr adl e bui | d, but instead of Gradle exiting when done, it will
wait for changes to the build inputs. When a change occurs, gr adl e bui | d will be automatically executed
again and the process repeats.

If Gradle is attached to an interactive input source, such as a terminal, the continuous build can be exited by
pressing CTRL- D (On Microsoft Windows, it is required to also press ENTER or RETURN after CTRL- D). If
Gradleis not attached to an interactive input source (e.g. is running as part of a script), the build process must be
terminated (e.g. using the ki | I command or similar). If the build is being executed via the Tooling API, the
build can be cancelled using the Tooling API's cancellation mechanism.

9.2. What will cause a subsequent build?

At thistime, only changes that occur after the build has completed
(and Gradle has prompted that it is waiting for changes) are

noticed. No other changes will initiate a build. For example, T file InpUtS
changes to build scripts and build logic will not initiate build. Task implementations declare
Likewise, changes to files that are read during the configuration of their file system inputs by

annotating their properties with
I nput Fi | es and other similar
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the build, not the execution, will not initiate a build. In order to annotations. Please see
incorporate such changes, the continuous build must be restarted Example 17.24, “Declaring the
manually. inputs and outputs of a task” for

more information.
Consider a typical build using the Java plugin, using the

conventional filesystem layout. The following diagram visualizes
the task graph for gr adl e bui | d:

Figure 9.1. Java plugin task graph

/
compileTestJava
processTestResources |‘

compileJava

classes

test ]1—[ check

processResources testClasses

uploadArchives

assemble L‘-

1

clean

The following key tasks of the graph use filesin the corresponding directories as inputs:

compileJava
src/ main/java
processResour ces
src/ mai n/ resour ces
compileTestJava
src/test/java
processT estResour ces
src/test/resources

Assuming that the initial build is successful (i.e. the bui | d task and its dependencies complete without error),
changes to filesin, or the addition/remove of files from, the locations listed above will initiate a new build. If a
change is made to a Java source file in sr ¢/ mai n/ j ava, the build will fire and all tasks will be scheduled.

Gradle's incremental build support ensures that only the tasks that are actually affected by the change are
executed.

If the change to the main Java source causes compilation to fail, subsequent changes to the test sourcein src/ t est
will not initiate a new build. As the test source depends on the main source, there is no point building until the
main source has changed, potentially fixing the compilation error. After each build, only the inputs of the tasks
that actually executed will be monitored for changes.

Continuous build isin no way coupled to compilation. It works for all types of tasks. For example, the pr ocessRe
task copies and processes the files from sr ¢/ mai n/ r esour ces for inclusion in the built JAR. As such, a
change to any file in this directory will also initiate a build.
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9.3. Limitations and quirks

There are several issues to be aware with the current implementation of continuous build. These are likely to be
addressed in future Gradle rel eases.

9.3.1. Requires Java 7 or later

Gradle uses the JDK's Wat chSer vi ce to receive natification of changesto files between builds. This APl was
introduced in Java 7. As such, Gradle's continuous build is not currently supported when building with Java 6.

9.3.2. Performance and stability on Mac OS X

The JDK file watching facility relies on inefficient file system polling on Mac OS X (see: JDK-7133447). This
can significantly delay notification of changes on large projects with many source files.

Additionally, the watching mechanism may deadlock under heavy load on Mac OS X (see: JDK-8079620). This
will manifest as Gradle appearing not to notice file changes. If you suspect this is occurring, exit continuous
build and start again.

9.3.3. Changes to symbolic links

® Creating or removing symbolic link to files will initiate a build.

* Modifying the target of asymbolic link will not cause arebuild.

® Creating or removing symbolic links to directories will not cause rebuilds.

® Creating new filesin the target directory of a symbolic link will not cause arebuild.
* Déleting the target directory will not cause arebuild.

9.3.4. Changes to build logic are not considered

The current implementation does not recal culate the build model on subsequent builds. This means that changes
to task configuration, or any other change to the build model, are effectively ignored.

Page 61 of 547


http://docs.oracle.com/javase/7/docs/api/java/nio/file/WatchService.html
https://bugs.openjdk.java.net/browse/JDK-7133447
https://bugs.openjdk.java.net/browse/JDK-8079620

10

Using the Gradle Graphical User Interface

In addition to supporting a traditional command line interface, Gradle offers a graphical user interface. Thisisa
stand alone user interface that can be launched with the --gui option.

Example 10.1. Launching the GUI

gradl e --gui

Note that this command blocks until the Gradle GUI is closed. Under *nix it is probably preferable to run this as
abackground task (gradle --gui&)

If you run this from your Gradle project working directory, you should see atree of tasks.
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Figure10.1. GUI Task Tree

E Gradle

Task Tree | Favorites || Command Line || Semp|

[ Refresh ] [ Execute | [ Filter ] [+] Show Description

[=E-multiproject S
+-api i
--services

=}-shared

~-huild Builds and tests this project

----- uilds and tests this project and all projects that depend on it

--huildieeded Builds and tests this project and all projects it depends on

~cean Deletes the build directory.

~-compile  Compiles the main Java source,

--compileTest Compiles the test Java source, [%

-dists  Builds all Jar, War, Zip, and Tar archives

-erlipse  Generates an Edipse .project and . dasspath file.

-grlipseClean Deletes the Eclipse .project and . dasspath files,

-erlipseCp  Generates an Edlipse .dasspath file,

-grlipseProject Generates an Edlipse .project file.

--eripseWtpModule Generates the Edlipse Wip files,

Execute 'shared:builldDependents' X

Completed successfully at 3:17:05 PM

(>

:Zervices:webservice:processEescurces
:Zervices:webservice:jer SEIEPEED
apisuploadDefeultInternal
Zervices::webservice::war
Zervices:webservice:liks
Zervices:webservice:dists
gervices:webservice:compileTest B
Zervices:webservice:processTestRescocurces
:Zervices::webservice:test

< | *

[ %

It is preferable to run this command from your Gradle project directory so that the settings of the Ul will be
stored in your project directory. However, you can run it then change the working directory via the Setup tab in
the Ul.

The Ul displays 4 tabs al ong the top and an output window along the bottom.

10.1. Task Tree

The Task Tree shows a hierarchical display of all projects and their tasks. Double clicking atask executesit.

There is also a filter so that uncommon tasks can be hidden. You can toggle the filter via the Filter button.
Editing the filter allows you to configure which tasks and projects are shown. Hidden tasks show up in red.
Note: newly created tasks will show up by default (versus being hidden by default).

The Task Tree context menu provides the following options:
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® Execute ignoring dependencies. This does not require dependent projects to be rebuilt (same as the -a
option).

® Add tasksto the favorites (see Favorites tab)

¢ Hidethe selected tasks. This adds them to thefilter.

* Edit the build.gradle file. Note: this requires Java 1.6 or higher and requires that you have .gradle files
associated in your OS.

10.2. Favorites

The Favorites tab is a good place to store commonly-executed commands. These can be complex commands
(anything that's legal to Gradle) and you can provide them with a display name. Thisis useful for creating, say,
a custom build command that explicitly skips tests, documentation, and samples that you could call “fast build”.

Y ou can reorder favorites to your liking and even export them to disk so they can imported by others. If you edit
them, you are given options to “Always Show Live Output”. This only appliesif you have “Only Show Output
When Errors Occur”. This override always forces the output to be shown.

10.3. Command Line

The Command Line tab is where you can execute a single Gradle command directly. Just enter whatever you
would normally enter after 'gradle’ on the command line. This also provides a place to try out commands before
adding them to favorites.

10.4. Setup

The Setup tab alows configuration of some general settings.
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Figure 10.2. GUI Setup

E Gradle

| Task Tree | Favorites | Command Line | Setup |

Current Directory
|C:\deuelnment\samples\,jaua‘l.|11u|tipmject | [ Browse. ..

Log Level
| Debug w

Stack Trace Qutput
() Exceptions Only
() Standard Stack Trace
() Full Stack Trace

] only Show Output When Errors Ocour

[ ] Use Custom Gradle Executor

Execute 'shared:builldDependents' X

Completed successfully at 3:23:29 PM

Zervices:webservice:test

(>

gervices:webservice:build
:shared:buildDlependents

BUILD SUCCESSFUL

Total time: ©.453 secs

<

Completed Successfully
£ >

® Current Directory
Defines the root directory of your Gradle project (typically where build.gradle is located).

® Stack Trace Output
This determines how much information to write out in stack traces when errors occur. Note: if you specify a
stack trace level on either the Command Line or Favorites tab, it will override this stack trace level.

® Only Show Output When Errors Occur
Enabling this option hides any output when atask is executed unless the build fails.

® Use Custom Gradle Executor - Advanced feature
This provides you with an alternate way to launch Gradle commands. Thisis useful if your project requires
some extra setup that is done inside another batch file or shell script (such as specifying an init script).
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11

The Build Environment

11.1. Configuring the build environment via
gradle.properties

Gradle provides several options that make it easy to configure the Java process that will be used to execute your
build. While it's possible to configure these in your local environment via GRADLE_OPTS or JAVA_OPTS,
certain settings like VM memory settings, Java home, daemon on/off can be more useful if they can be
versioned with the project in your VCS so that the entire team can work with a consistent environment. Setting
up a consistent environment for your build is as simple as placing these settingsinto agr adl e. properti es
file. The configuration is applied in following order (if an option is configured in multiple locations the last one
wins):

* fromgradl e. properties inproject build dir.
* fromgradl e. propertiesingradl e user hone.
® from system properties, e.g. when - Dsone. pr operty isset on the command line.

The following properties can be used to configure the Gradle build environment:

org. gradl e. daenon
When set to t r ue the Gradle daemon is used to run the build. For local developer builds thisis our favorite
property. The developer environment is optimized for speed and feedback so we nearly always run Gradle
jobs with the daemon. We don't run ClI builds with the daemon (i.e. a long running process) as the Cl
environment is optimized for consistency and reliability.

org. gradl e.java. hone
Specifies the Java home for the Gradle build process. The value can be set to either aj dk or j r e location,
however, depending on what your build does, j dk is safer. A reasonable default is used if the setting is
unspecified.

org.gradle.jvmargs
Specifies the jvmargs used for the daemon process. The setting is particularly useful for tweaking memory
settings. At the moment the default settings are pretty generous with regards to memory.

org. gradl e. confi gur eondemand
Enables new incubating mode that makes Gradle sel ective when configuring projects. Only relevant projects
are configured which results in faster builds for large multi-projects. See Section 24.1.1.1, “Configuration on
demand”.

org. gradl e. parall el
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When configured, Gradle will run in incubating parallel mode.

org. gradl e. wor ker s. nax
When configured, Gradle will use a maximum of the given number of workers. See - - max- wor ker s for
details.

org. gradl e. debug
When set to true, Gradle will run the build with remote debugging enabled, listening on port 5005. Note that
thisisthe equivalent of adding - Xr unj dwp: t ransport =dt _socket, server =y, suspend=y, addr e:
to the VM command line and will suspend the virtual machine until a debugger is attached.

11.1.1. Forked Java processes

Many settings (like the Java version and maximum heap size) can only be specified when launching a new JVM
for the build process. This means that Gradle must launch a separate VM process to execute the build after
parsing the various gr adl e. properti es files. When running with the daemon, a VM with the correct
parameters is started once and reused for each daemon build execution. When Gradle is executed without the
daemon, then a new JVM must be launched for every build execution, unless the VM launched by the Gradle
start script happens to have the same parameters.

This launching of an extra JVM on every build execution is quite expensive, which is why if you are setting
either or g. gradl e. java. horre or org. gradl e. j vimar gs we highly recommend that you use the
Gradle Daemon. See Chapter 6, The Gradle Daemon for more details.

11.2. Gradle properties and system properties

Gradle offers avariety of ways to add properties to your build. With the - D command line option you can pass a
system property to the WM which runs Gradle. The - D option of the gradle command has the same effect as
the - D option of the java command.

Y ou can aso add propertiesto your project objects using propertiesfiles. You can placeagr adl e. properti es
file in the Gradle user home directory (defined by the “ GRADLE _USER HQOVE” environment variable, which if
not set defaultsto USER_HOME/ . gr adl e) or in your project directory. For multi-project builds you can place
gradl e. properti es filesin any subproject directory. The properties set in agr adl e. properti es file
can be accessed via the project object. The properties file in the user's home directory has precedence over
property filesin the project directories.

Y ou can aso add properties directly to your project object viathe - P command line option.

Gradle can also set project properties when it sees specially-named system properties or environment variables.
This feature is very useful when you don't have admin rights to a continuous integration server and you need to
set property values that should not be easily visible, typically for security reasons. In that situation, you can't use
the - P option, and you can't change the system-level configuration files. The correct strategy is to change the
configuration of your continuous integration build job, adding an environment variable setting that matches an
expected pattern. Thiswon't be visible to normal users on the system. (4]

If the environment variable name looks like ORG_GRADLE_PRQIECT pr op=soneval ue, then Gradle will
set apr op property on your project object, with the value of sonmeval ue. Gradle also supports this for system
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properties, but with a different naming pattern, which looks like or g. gr adl e. pr oj ect. prop.

Y ou can also set system propertiesin the gr adl e. pr operti es file. If aproperty namein such afile has the
prefix “syst enPr op. ", like “syst enPr op. pr opNane”, then the property and its value will be set as a
system property, without the prefix. In a multi project build, “syst enPr op. ” properties set in any project
except the root will be ignored. That is, only the root project's gr adl e. pr operti es file will be checked for
properties that begin with the“syst enPr op. ” prefix.

Example 11.1. Setting propertieswith a gradle.propertiesfile

gradl e. properties

gr adl ePr operti esProp=gradl ePropertiesVal ue
sysProp=shoul dBeOver Wi tt enBySysProp

envPr oj ect Prop=shoul dBeOver Wi tt enByEnvProp
syst enPr op. syst enrsyst enVal ue

buil d. gradl e

task printProps << {
printl n conmandLi nePr oj ect Prop
println gradl ePropertiesProp

println systenProjectProp
println envProject Prop
println System properties['systen]

Output of gr adl e -q - PcormmandLi nePr oj ect Pr op=commuandLi nePr oj ect PropVal ue - Dorg. gr

> gradl e -qg -PconmandLi nePr oj ect Prop=comandLi nePr oj ect PropVal ue - Dorg. gradl e. proj ect
conmandLi nePr oj ect PropVal ue

gr adl eProperti esVal ue

syst enPr opertyVal ue

envPropertyVal ue

syst enVal ue

11.2.1. Checking for project properties

Y ou can access a project property in your build script simply by using its name as you would use a variable. If
this property does not exist, an exception will be thrown and the build will fail. If your build script relies on
optional properties the user might set, perhaps in a gr adl e. properti es file, you need to check for
existence before you access them. Y ou can do this by using the method hasPr opert y(' propert yNane')
whichreturnst rue or f al se.

11.3. Accessing the web via a proxy

Configuring an HTTP proxy (for downloading dependencies, for example) is done via standard JVM system
properties. These properties can be set directly in the build script; for example, setting the proxy host would be
done with System set Property(' http. proxyHost', 'ww. sonehost.org'). Alternatively,
the properties can be specified in a gradle.properties file, either in the build's root directory or in the Gradle
home directory.
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Example 11.2. Configuring an HTTP proxy

gradl e. properties

syst enPr op. htt p. pr oxyHost =www. sonehost . org
syst enPr op. htt p. pr oxyPort =8080

syst enPr op. htt p. proxyUser =userid
syst enPr op. htt p. pr oxyPasswor d=passwor d
syst enPr op. htt p. nonPr oxyHost s=*. nonpr oxyr epos. conj | ocal host

There are separate settings for HTTPS.
Example 11.3. Configuring an HTTPS proxy

gradl e. properties

syst enPr op. htt ps. pr oxyHost =www. sonehost . org
syst enPr op. htt ps. pr oxyPort =8080

syst enProp. htt ps. proxyUser =useri d
syst enPr op. htt ps. pr oxyPasswor d=passwor d
syst enPr op. htt ps. nonPr oxyHost s=*. nonpr oxyr epos. conj | ocal host

We could not find a good overview for all possible proxy settings. One place to look are the constants in afile
from the Ant project. Here's a link to the Subversion view. The other is a Networking Properties page from the
JDK docs. If anyone knows of a better overview, please let us know viathe mailing list.

11.3.1. NTLM Authentication

If your proxy requires NTLM authentication, you may need to provide the authentication domain as well as the
username and password. There are 2 ways that you can provide the domain for authenticating to aNTLM proxy:

® Setthehttp. proxyUser system property to avaluelike domai n/ user nane.
® Provide the authentication domain viathe ht t p. aut h. nt I m donai n system property.

[4] Jenkins, Teamcity, or Bamboo are some Cl servers which offer this functionality.
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12

Troubleshooting

This chapter is currently awork in progress.

When using Gradle (or any software package), you can run into problems. Y ou may not understand how to use a
particular feature, or you may encounter a defect. Or, you may have a general question about Gradle.

This chapter gives some advice for troubleshooting problems and explains how to get help with your problems.

12.1. Working through problems

If you are encountering problems, one of the first things to try is using the very latest release of Gradle. New
versions of Gradle are released frequently with bug fixes and new features. The problem you are having may
have been fixed in anew release.

If you are using the Gradle Daemon, try temporarily disabling the daemon (you can pass the command line
switch - - no- daenon). More information about troubleshooting the daemon process is located in Chapter 6,
The Gradle Daemon.

12.2. Getting help

The place to go for help with Gradle is http://forums.gradle.org. The Gradle Forums is the place where you can
report problems and ask questions of the Gradle devel opers and other community members.

If something's not working for you, posting a question or problem report to the forums is the fastest way to get
help. It's aso the place to post improvement suggestions or new ideas. The development team frequently posts
news items and announces releases via the forum, making it a great way to stay up to date with the latest Gradle
devel opments.
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13

Embedding Gradle

13.1. Introduction to the Tooling API

The 1.0 milestone 3 release brought anew API called the tooling API, which you can use for embedding Gradle
into your own custom software. This API allows you to execute and monitor builds, and to query Gradle about
the details of a build. The main audience for this APl will be IDEs, Cl servers, other Ul authors, or integration
testing of your Gradle plugins. However, it is open for anyone who needs to embed Gradle in their application.

A fundamental characteristic of the tooling APl isthat it operatesin a version independent way. This means that
you can use the same APl to work with different target versions of Gradle. The tooling APl is Gradle wrapper
aware and, by default, uses the same target Gradle version as that used by the wrapper-powered project.

Some features that the tooling API provides today:

® You can query Gradle for the details of a build, including the project hierarchy and the project dependencies,
external dependencies (including source and Javadoc jars), source directories and tasks of each project.

® You can execute abuild and listen to stdout and stderr logging and progress (e.g. the stuff shown in the
'status bar' when you run on the command line).

* Tooling API can download and install the appropriate Gradle version, similar to the wrapper. Bear in mind
that the tooling APl is wrapper aware so you should not need to configure a Gradle distribution directly.

® Theimplementation is lightweight, with only a small number of dependencies. It is also a well-behaved
library, and makes no assumptions about your classloader structure or logging configuration. This makes the
API easy to bundlein your application.

In the future we may support other interesting features:

* Performance. The API gives us the opportunity to do lots of caching, static analysis and preemptive work, to
make things faster for the user.

® Better progress monitoring and build cancellation. For example, allowing test execution to be monitored.

* Notifications when things in the build change, so that Uls and models can be updated. For example, your
Eclipse or IDEA project will update immediately, in the background.

¢ Validating and prompting for user supplied configuration.

® Prompting for and managing user credentials.
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13.2. Tooling API and the Gradle Build Daemon

Please take alook at Chapter 6, The Gradle Daemon. The Tooling APl uses the daemon all the time. In fact, you
cannot officially use the Tooling APl without the daemon. This means that subsequent callsto the Tooling API,
be it model building requests or task executing requests can be executed in the same long-living process.
Chapter 6, The Gradle Daemon contains more details about the daemon, specifically information on situations
when new daemons are forked.

13.3. Quickstart

As the tooling API is an interface for developers, the Javadoc is the main documentation for it. Thisis exactly
our intention - we don't expect this chapter to grow very much. Instead we will add more code samples and
improve the Javadoc documentation. The main entry point to the tooling API isthe G- adl eConnect or. You
can navigate from there to find code samples and other instructions. Another very important set of resources are
the samples that live in “$gr adl eHorre/ sanpl es/ t ool i ngApi ”. These samples also specify al of the
required dependencies for the Tooling API, along with the suggested repositories to obtain the jars from.
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14

Build Script Basics

14.1. Projects and tasks

Everything in Gradle sits on top of two basic concepts. projects and tasks.

Every Gradle build is made up of one or more projects. What a project represents depends on what it is that you
are doing with Gradle. For example, a project might represent a library JAR or a web application. It might
represent a distribution ZIP assembled from the JARs produced by other projects. A project does not necessarily
represent a thing to be built. It might represent a thing to be done, such as deploying your application to staging
or production environments. Don't worry if this seems a little vague for now. Gradl€e's build-by-convention
support adds a more concrete definition for what a project is.

Each project is made up of one or more tasks. A task represents some atomic piece of work which a build
performs. This might be compiling some classes, creating a JAR, generating Javadoc, or publishing some
archivesto arepository.

For now, we will ook at defining some simple tasks in a build with one project. Later chapters will look at
working with multiple projects and more about working with projects and tasks.

14.2. Hello world

Y ou run a Gradle build using the gradle command. The gradle command looks for afilecalled bui | d. gr adl e
in the current directory. (3 We call this bui | d. gr adl e file a build script, although strictly speaking it is a
build configuration script, as we will see later. The build script defines a project and its tasks.

To try this out, create the following build script named bui | d. gr adl e.

Example 14.1. Your first build script
buil d. gradl e

task hello {
doLast {

println '"Hello world!

}

In a command-line shell, move to the containing directory and execute the build script withgradl e -q hel | o
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Example 14.2. Execution of a build script
Output of gradl e -q hello

> gradle -q hello
Hel 1 o worl d!

What's going on here? This build script defines a single task, called
hel | o, and adds an action to it. When you run gr adl e hel | o,
Gradle executes the hel | o task, which in turn executes the action
you've provided. The action is simply a closure containing some
Groovy code to execute.

If you think this looks similar to Ant's targets, you would be right.
Gradle tasks are the equivalent to Ant targets, but as you will see,
they are much more powerful. We have used a different
terminology than Ant as we think the word task is more expressive
than the word target. Unfortunately this introduces a terminology
clash with Ant, as Ant calls its commands, such asj avac or copy

, tasks. So when we talk about tasks, we always mean Gradle tasks, which are the equivalent to Ant's targets. If
we talk about Ant tasks (Ant commands), we explicitly say Ant task.

14.3. A shortcut task definition

What does - g do?

Most of the examplesin this user
guide are run with the -q
command-line option. This
suppresses Gradle's log
messages, so that only the output
of the tasks is shown. This keeps
the example output in this user
guide a little clearer. You don't
need to use this option if you
don't want to. See Chapter 22,
Logging for more details about
the command-line options which
affect Gradl€e's output.

There is ashorthand way to define atask like our hel | o task above, which is more concise.

Example 14.3. A task definition shortcut
buil d. gradl e

task hello << {
println 'Hello world!"

}

Again, this defines atask called hel | o with a single closure to execute. We will use this task definition style

throughout the user guide.

14.4. Build scripts are code

Gradl€e's build scripts give you the full power of Groovy. As an appetizer, have alook at this:
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Example 14.4. Using Groovy in Gradle' stasks
buil d. gradl e

task upper << {
String someString = ' n¥_nAnE

println "Original: " + someString
println "“Upper case: " + soneString.toUpper Case()

Output of gradl e -q upper
> gradle -q upper

Original: my_nAnE
Upper case: MY_NAME

or

Example 14.5. Using Groovy in Gradle' stasks
buil d. gradl e

task count << {

4.times { print "$it

}

Output of gr adl e -qg count

> gradle -qg count
0123

14.5. Task dependencies

Asyou probably have guessed, you can declare tasks that depend on other tasks.

Example 14.6. Declaration of task that depends on other task
buil d. gradl e

task hello << {
println "Hello world!"

}

task intro(dependsOn: hello) << {
println "I'm G adl e"

}

Outputof gradle -q intro

> gradle -gq intro
Hel | o worl d!
I'"'m Gadle

To add a dependency, the corresponding task does not need to exist.
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Example 14.7. Lazy dependsOn - the other task does not exist (yet)
buil d. gradl e

task taskX(dependsOn: 'taskY' ) << {
println 'taskX

}
task taskY << {

println 'taskyY

}

Output of gradl e -q taskX

> gradle -q taskX
t askY
taskX

The dependency of t askX to t askY is declared before t askY is defined. This is very important for
multi-project builds. Task dependencies are discussed in more detail in Section 17.4, “Adding dependenciesto a
task”.

Please notice that you can't use shortcut notation (see Section 14.8, “ Shortcut notations’) when referring to a
task that is not yet defined.

14.6. Dynamic tasks

The power of Groovy can be used for more than defining what a task does. For example, you can also use it to
dynamically create tasks.

Example 14.8. Dynamic creation of atask

buil d. gradl e

4.tinmes { counter ->
task "task$counter" << {

println "I'mtask nunber $counter"

}

Output of gradl e -qg taskl

> gradle -q taskl
I'mtask nunber 1

14.7. Manipulating existing tasks

Once tasks are created they can be accessed via an API. For instance, you could use this to dynamically add
dependencies to atask, at runtime. Ant doesn't allow anything like this.
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Example 14.9. Accessing atask via API - adding a dependency

bui I d. gradl e

4.times { counter ->
task "task$counter" << {
println "I'mtask nunber $counter"

}

}
t ask0. dependsOn task2, task3

Output of gradl e -qg taskO

> gradle -q taskO
I'"mtask nunber 2
I'"mtask nunber 3
I'"mtask nunber O

Or you can add behavior to an existing task.

Example 14.10. Accessing a task via API - adding behaviour
buil d. gradl e

task hello << {

println 'Hello Earth'
}
hel | 0. doFi rst {

println 'Hello Venus'
}
hel | o. doLast {

println 'Hello Mars'
}
hello << {

println 'Hello Jupiter’

}

Output of gradl e -q hell o

> gradle -q hello
Hel | o Venus
Hello Earth
Hell o Mars

Hel 1l o Jupiter

The calls doFi r st and doLast can be executed multiple times. They add an action to the beginning or the
end of the task's actions list. When the task executes, the actions in the action list are executed in order. The <<
operator issimply an aliasfor doLast .

14.8. Shortcut notations

As you might have noticed in the previous examples, there is a convenient notation for accessing an existing
task. Each task is available as a property of the build script:
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Example 14.11. Accessing task asa property of the build script
buil d. gradl e

task hello << {
println 'Hello world!"

}
hel | o. doLast {
println "G eetings fromthe $hello. nane task."

}

Output of gradl e -q hello

> gradle -q hello
Hel 1 o worl d!
Greetings fromthe hello task.

This enables very readable code, especially when using the tasks provided by the plugins, like the comnpi | e
task.

14.9. Extratask properties

Y ou can add your own properties to atask. To add a property named nyPr operty, setext. myProperty to
an initial value. From that point on, the property can be read and set like a predefined task property.

Example 14.12. Adding extra propertiesto a task

buil d. gradl e

task myTask {
ext. myProperty = "nyVal ue"

}

task printTaskProperties << {
println myTask. myProperty

}

Output of gradl e -q print TaskProperties

> gradle -q printTaskProperties
nyVal ue

Extra properties aren't limited to tasks. Y ou can read more about them in Section 16.4.2, “Extra properties’.

14.10. Using Ant Tasks

Ant tasks are first-class citizens in Gradle. Gradle provides excellent integration for Ant tasks by simply relying
on Groovy. Groovy is shipped with the fantastic Ant Bui | der . Using Ant tasks from Gradle is as convenient
and more powerful than using Ant tasks from abui | d. xm file. From the example below, you can learn how
to execute Ant tasks and how to access Ant properties:
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Example 14.13. Using AntBuilder to execute ant.loadfile target

bui I d. gradl e

task loadfile << {
def files = file('../antLoadfileResources').listFiles().sort()
files.each { File file ->
if (file.isFile()) {
ant.loadfile(srcFile: file, property: file.nane)

println " *** $file. name ***"
println "${ant.properties[file.nanme]}"

Output of gradl e -q | oadfile

> gradle -q loadfile

*** agile.mani festo.txt ***

I ndividuals and interactions over processes and tools
Wor ki ng software over conprehensive docunmentation
Cust omer col | aboration over contract negotiation
Respondi ng to change over follow ng a plan

*** gradl e. mani festo. txt ***

Make the inpossible possible, make the possible easy and nake the easy el egant.

(i nspired by Mdshe Fel denkrai s)

There is lots more you can do with Ant in your build scripts. You can find out more in Chapter 19, Using Ant

from Gradle.

14.11. Using methods

Gradle scales in how you can organize your build logic. The first level of organizing your build logic for the

example above, is extracting a method.
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Example 14.14. Using methodsto or ganize your build logic

bui I d. gradl e

task checksum << {
fileList('../antLoadfil eResources').each {File file ->
ant . checksum(file: file, property: "cs $file.nane")
println "$file. name Checksum ${ant.properties["cs_$file.name"]}"

}

task |oadfile << {
fileList('../antLoadfil eResources').each {File file ->
ant.loadfile(srcFile: file, property: file.nane)
println "I'mfond of $file.nane"

}

File[] fileList(String dir) {
file(dir).listFiles({file ->file.isFile() } as FileFilter).sort()
}

Output of gradl e -q | oadfile
> gradle -q loadfile

I'"'mfond of agile.manifesto.txt
I"'mfond of gradle. manifesto.txt

Later you will see that such methods can be shared among subprojects in multi-project builds. If your build
logic becomes more complex, Gradle offers you other very convenient ways to organize it. We have devoted a
whole chapter to this. See Chapter 41, Organizing Build Logic.

14.12. Default tasks

Gradle allows you to define one or more default tasks that are executed if no other tasks are specified.
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Example 14.15. Defining a default task
buil d. gradl e

def aul t Tasks 'clean', 'run'

task clean << {
println 'Default C eaning!’

}

task run << {
println 'Default Running!'

}

task other << {
println "I'mnot a default task!"

}

Output of gradl e -q

> gradle -q
Def aul t C eani ng!
Def aul t Runni ng!

Thisisequivalent to running gr adl e cl ean run. Inamulti-project build every subproject can have its own
specific default tasks. If a subproject does not specify default tasks, the default tasks of the parent project are
used (if defined).

14.13. Configure by DAG

Aswe later describe in full detail (see Chapter 20, The Build Lifecycle), Gradle has a configuration phase and an
execution phase. After the configuration phase, Gradle knows all tasks that should be executed. Gradle offers
you a hook to make use of this information. A use-case for this would be to check if the release task is among
the tasks to be executed. Depending on this, you can assign different values to some variables.

In the following example, execution of the di stri buti on and r el ease tasks results in different value of
thever si on variable.
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Example 14.16. Different outcomes of build depending on chosen tasks
buil d. gradl e

task distribution << {
println "We build the zip with version=3$versi on"

}

task rel ease(dependsOn: 'distribution') << {
println 'We rel ease now

}

gradl e. t askG aph. whenReady {taskG aph ->
i f (taskG aph. hasTask(rel ease)) {
version = '1.0'
} else {
version = ' 1. 0- SNAPSHOT'

}

Output of gradl e -q di stribution

> gradle -q distribution
We build the zip with version=1. 0- SNAPSHOT

Output of gradl e -q rel ease

> gradle -qg rel ease
We build the zip with version=1.0
W rel ease now

The important thing is that whenReady affects the release task before the release task is executed. This works

even when the release task is not the primary task (i.e., the task passed to the gradle command).

14.14. Where to next?

In this chapter, we have had a first look at tasks. But this is not the end of the story for tasks. If you want to

jump into more of the details, have alook at Chapter 17, More about Tasks.

Otherwise, continue on to the tutorials in Chapter 44, Java Quickstart and Chapter 7, Dependency Management

Basics.

[5] There are command line switches to change this behavior. See Appendix D, Gradle Command Line)

Page 87 of 547



15

Build I'nit Plugin

The Build Init plugin is currently incubating. Please be aware that the DSL and other configuration may
changein later Gradle versions.

The Gradle Build Init plugin can be used to bootstrap the process of creating a new Gradle build. 1t supports
creating brand new projects of different types as well as converting existing builds (e.g. An Apache Maven
build) to be Gradle builds.

Gradle plugins typically need to be applied to a project before they can be used (see Section 25.3, “Applying
plugins’). The Build Init plugin is an automatically applied plugin, which means you do not need to apply it
explicitly. To use the plugin, simply execute the task named i ni t where you would like to create the Gradle
build. Thereis no need to create a“stub” bui | d. gr adl e filein order to apply the plugin.

It also leverages the wr apper task from the Wrapper plugin (see Chapter 21, Wrapper Plugin), which means
that the Gradle Wrapper will also be installed into the project.

15.1. Tasks

The plugin adds the following tasks to the project:

Table 15.1. Build I nit plugin - tasks

Task name Dependson  Type Description
init wr apper InitBuild  GeneratesaGradle project.
wr apper - W apper Generates Gradle wrapper files.

15.2. What to set up

Thei ni t supports different build setup types. The type is specified by supplying a - - t ype argument value.
For example, to create a Java library project simply execute: gradl e init --type java-library.

If a--type parameter is not supplied, Gradle will attempt to infer the type from the environment. For
example, it will infer atype value of “ponf if it findsapom xm to convert to a Gradle build.

If the type could not be inferred, the type “basi ¢” will be used.
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All build setup typesinclude the setup of the Gradle Wrapper.

15.3. Build init types

Asthis plugin is currently incubating, only afew build init types are currently supported. More types will
be added in future Gradle rel eases.

15.3.1. “pont (Maven conversion)

The“poni type can be used to convert an Apache Maven build to a Gradle build. This works by converting the
POM to one or more Gradle files. It is only able to be used if thereisavalid “pom xm " file in the directory
that thei ni t task isinvoked in. Thistype will be automatically inferred if such afile exists.

The Maven conversion implementation was inspired by the maven2gradle tool that was originally developed by
Gradle community members.

The conversion process has the following features:

® Useseffective POM and effective settings (support for POM inheritance, dependency management,
properties)

® Supports both single module and multimodul e projects

® Supports custom module names (that differ from directory names)

® Generates general metadata - id, description and version

* Applies maven, java and war plugins (as needed)

® Supports packaging war projects asjarsif needed

® Generates dependencies (both external and inter-modul €)

® Generates download repositories (inc. local Maven repository)

® Adjusts Java compiler settings

® Supports packaging of sources and tests

® Supports TestNG runner

® Generates global exclusions from Maven enforcer plugin settings

15.3.2.“java-li brary”
The“j ava-1i brary” build init typeis not inferable. It must be explicitly specified.
It has the following features:

® Usesthe“j ava” plugin

® Usesthe“j cent er ” dependency repository

® Uses JUnit for testing

® Hasdirectoriesin the conventional locations for source code

® Contains asample class and unit test, if there are no existing source or test files
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153.3.“scal a-li brary”

The“scal a- | i brary” build init typeisnot inferable. It must be explicitly specified.
It has the following features:

® Usesthe“scal a” plugin

® Usesthe“j cent er ” dependency repository

® UsesScaa2.10

® Uses ScalaTest for testing

® Hasdirectoriesin the conventional locations for source code

® Contains a sample scala class and an associated ScalaTest test suite, if there are no existing source or test
files

15.3.4.“groovy-li brary”

The“groovy-1i brary” buildinit typeis not inferable. It must be explicitly specified.
It has the following features:

® Usesthe“groovy” plugin

® Usesthe”j cent er ” dependency repository

® UsesGroovy 2.X

® Uses Spock testing framework for testing

® Hasdirectoriesin the conventional locations for source code

® Contains a sample Groovy class and an associated Spock specification, if there are no existing source or test
files

15.3.5. “basic”

The“basi c¢” build init type isuseful for creating afresh new Gradle project. It createsasample bui | d. gr adl e
file, with comments and links to help get started.

Thistypeis used when no type was explicitly specified, and no type could be inferred.
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16

Writing Build Scripts
This chapter looks at some of the details of writing a build script.

16.1. The Gradle build language

Gradle provides a domain specific language, or DSL, for describing builds. This build language is based on
Groovy, with some additions to make it easier to describe a build.

A build script can contain any Groovy language element. [6] Gradle assumes that each build scri pt is encoded
using UTF-8.

16.2. The Project API

In the tutorial in Chapter 44, Java Quickstart we used, for example, the appl y() method. Where does this
method come from? We said earlier that the build script defines a project in Gradle. For each project in the
build, Gradle creates an object of type Pr oj ect and associates this Pr oj ect object with the build script. As
the build script executes, it configures this Pr oj ect object:

® Any method you call in your build script which is not defined
in the build script, is delegated to the Pr oj ect object.

® Any property you access in your build script, which is not
defined in the build script, is delegated to the Pr oj ect object.

Getting help writing
build scripts

Don't forget that your build script
Let's try this out and try to access the name property of the issimply Groovy code that drives
Proj ect object. the Gradle API. And the

Proj ect interface is your
Example 16.1. Accessing property of the Project object starting point for accessing
bui I d. gradl e everything in the Gradle API. So,
if you're wondering what ‘'tags
are available in your build script,
you can start with the

println name

println project.name

Output of gradl e -q check documentation for the Pr oj ect
interface.
> gradle -q check
pr oj ect Api
pr oj ect Api
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Both pri nt | n statements print out the same property. The first uses auto-delegation to the Pr oj ect object,
for properties not defined in the build script. The other statement uses the pr oj ect property available to any
build script, which returns the associated Pr oj ect object. Only if you define a property or a method which has
the same name as a member of the Pr oj ect object, would you need to use the pr oj ect property.

16.2.1. Standard project properties

The Pr oj ect object provides some standard properties, which are available in your build script. The following
table lists afew of the commonly used ones.

Table 16.1. Project Properties

Name Type Default Value

pr oj ect Proj ect The Pr oj ect instance

name String The name of the project directory.

pat h String The absolute path of the project.
description String A description for the project.
projectDir File The directory containing the build script.
bui I dDi r File projectDir/build

group hj ect unspecified

version hj ect unspecified

ant Ant Bui | der ~ An Ant Bui | der instance

16.3. The Script API

When Gradle executes a script, it compiles the script into a class which implements Scr i pt . This means that
all of the properties and methods declared by the Scr i pt interface are available in your script.

16.4. Declaring variables

There are two kinds of variables that can be declared in a build script: local variables and extra properties.

16.4.1. Local variables

Local variables are declared with the def keyword. They are only visible in the scope where they have been
declared. Local variables are afeature of the underlying Groovy language.
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Example 16.2. Using local variables
buil d. gradl e

def dest = "dest"

task copy(type: Copy) {

from "source"
into dest

16.4.2. Extra properties

All enhanced objects in Gradle's domain model can hold extra user-defined properties. This includes, but is not
limited to, projects, tasks, and source sets. Extra properties can be added, read and set via the owning object's ext
property. Alternatively, an ext block can be used to add multiple properties at once.

Example 16.3. Using extra properties

bui I d. gradl e
apply plugin: "java"

ext {
springVersion = "3.1. 0. RELEASE"
emai | Notification = "buil d@master.org"

}

sourceSets. all { ext.purpose = null }

sourceSets {
mai n {
pur pose = "production®
}
test {
pur pose
}
plugin {
pur pose “production"

}

}

task printProperties << {
println springVersion
println enmail Notification
sourceSets. matching { it.purpose == "production” }.each { println it.name }

Output of gradl e -q printProperties

> gradle -qg printProperties
3. 1. 0. RELEASE

bui | d@master. org

mai n

pl ugi n
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In this example, an ext block adds two extra properties to the pr oj ect object. Additionally, a property
named pur pose is added to each source set by setting ext . pur pose to nul | (null is a permissible
value). Once the properties have been added, they can be read and set like predefined properties.

By requiring specia syntax for adding a property, Gradle can fail fast when an attempt is made to set a
(predefined or extra) property but the property is misspelled or does not exist. Extra properties can be accessed
from anywhere their owning object can be accessed, giving them a wider scope than local variables. Extra
properties on a project are visible from its subprojects.

For further details on extra properties and their API, seethe Ext r aPr oper t i esExt ensi on classinthe API
documentation.

16.5. Configuring arbitrary objects

Y ou can configure arbitrary objects in the following very readable way.

Example 16.4. Configuring arbitrary objects
buil d. gradl e

task configure << {
def pos = configure(new java.text.FieldPosition(10)) {
begi nl ndex = 1
endl ndex = 5

}
println pos. begi nl ndex
println pos. endl ndex

Output of gradl e -q configure
> gradle -q configure

1
5

16.6. Configuring arbitrary objects using an
external script

Y ou can aso configure arbitrary objects using an external script.

Page 94 of 547


http://www.gradle.org/docs/2.10/dsl/org.gradle.api.plugins.ExtraPropertiesExtension.html

Example 16.5. Configuring arbitrary objectsusing a script

bui I d. gradl e

task configure << {
def pos = new java.text.Fiel dPosition(10)
/1 Apply the script

apply from ‘'other.gradle', to: pos
println pos. begi nl ndex
println pos.endl ndex

ot her.gradl e

/| Set properties.

begi nl ndex = 1
endl ndex = 5

Output of gradl e -q configure
> gradle -q configure

1
5

16.7. Some Groovy basics

The Groovy language provides plenty of features for creating DSLs, and the Gradle build language takes
advantage of these. Understanding how the build language works will help you when you write your build

script, and in particular, when you start to write custom plugins and tasks.

16.7.1. Groovy JDK

Groovy adds lots of useful methods to the standard Java classes. For example, | t er abl e gets an each

method, which iterates over the elements of the | t er abl e:

Example 16.6. Groovy JDK methods
buil d. gradl e

/'l lterable gets an each() nethod

configurations.runtime.each { File f -> println f }

Have alook at http://groovy-lang.org/gdk.html for more details.

16.7.2. Property accessors

Groovy automatically converts a property reference into a call to the appropriate getter or setter method.
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Example 16.7. Property accessors

bui I d. gradl e

/1l Using a getter method
println project. buildDir
println getProject().getBuildDir()

/1l Using a setter method
project.buildDir = 'target'
getProject().setBuildDir('target')

16.7.3. Optional parentheses on method calls

Parentheses are optional for method calls.

Example 16.8. M ethod call without parentheses
buil d. gradl e

test.systenProperty 'sone.prop', 'value'
test.systenProperty(' sone. prop', 'value')

16.7.4. List and map literals

Groovy provides some shortcuts for defining Li st and Map instances. Both kinds of literals are
straightforward, but map literals have some interesting twists.

For instance, the “appl y” method (where you typicaly apply plugins) actually takes a map parameter.
However, when you have a line like “appl y pl ugi n:'java'”, you aren't actually using a map literal,
you're actually using “named parameters’, which have almost exactly the same syntax as a map literal (without
the wrapping brackets). That named parameter list gets converted to a map when the method is called, but it
doesn't start out as amap.

Example 16.9. List and map literals

buil d. gradl e

/1 List literal
test.includes = ['org/gradle/api/**", 'org/gradle/internal/**"]

List<String> list = new ArrayList<String>()
list.add(' org/gradle/api/**")

list.add(' org/gradle/internal/**")
test.includes = |ist

/1l NMap literal.
Map<String, String> map = [keyl:'val uel', key2: 'value2']

/1l Groovy will coerce named argunents
/1l into a single map ar gunment

apply plugin: 'java'
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16.7.5. Closures as the last parameter in a method

The Gradle DSL uses closures in many places. You can find out more about closures here. When the last
parameter of amethod is aclosure, you can place the closure after the method call:

Example 16.10. Closur e as method parameter

bui I d. gradl e

repositories {
println "in a cl osure"

}

repositories() { println "in a closure" }
repositories({ println "in a closure" })

16.7.6. Closure delegate

Each closure has adel egat e object, which Groovy uses to look up variable and method references which are
not local variables or parameters of the closure. Gradle usesthis for configuration closures, wherethe del egat e
object is set to the object to be configured.

Example 16.11. Closure delegates

buil d. gradl e

dependenci es {
assert del egate == proj ect.dependenci es
testConpile('junit:junit:4.12")

del egate.testConpile("junit:junit:4. 12")

16.8. Default imports

To make build scripts more concise, Gradle automatically adds a set of import statements to the Gradle scripts.
This meansthat instead of usingt hr ow new or g. gradl e. api . t asks. St opExecut i onExcepti on()
you canjust typet hr ow new St opExecuti onExcepti on() instead.

Listed below are the imports added to each script:

Figure 16.1. gradle-imports

*
.artifacts.*

.artifacts. cache. *
.artifacts. component. *

.artifacts.dsl.*
.artifacts.ivy.*
.artifacts. maven. *
.artifacts.query.*
.artifacts.repositories.*
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. api
. api
1ol
. api
. api
. api
1ol
.file.
.api .
. api .
. api
. j ava.
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. api .
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. api .
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. api .
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. api .
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. api .
.api .

. api

. api

. api
. api
. api

1ol
. tasks.
. t asks.
.t asks.
t asks.
. tasks.
. t asks.
.t asks.
t asks.
. tasks.

. api
. api
. api

1ol

. api
. api
. api

1ol

. api

artif

acts.result.*

conmponent . *
credentials.*

distr
distr
dsl . *
execu

initi
initi
i nvoc

| oggi
pl ugi
pl ugi
pl ugi
pl ugi
pl ugi
pl ugi
pl ugi
pl ugi
pl ugi
pl ugi
publ i
publ i
publ i
publ i
publ i
publ i
publ i
publ i
repor
r epor
r epor
r epor
repor
resou

specs.
t asks.
. t asks.
. t asks.
. tasks.

t asks

i bution.*
i buti on. pl ugi ns. *

tion.*

*

al i zation.*

alization.dsl.*

ation.*

ar chi ves. *

ng. *

ns.*

ns. announce. *

ns.antlr.*

ns. bui | dconpari son. gradl e. *
Ljetty.*

ns. osgi . *

ns.quality.*

ns.scal a. *

ns. sonar. *

ns. sonar . nodel . *

sh. *

sh.ivy.*

sh.ivy. pl ugi ns. *

sh.ivy.tasks.*

sh. maven. *

sh. maven. pl ugi ns. *

sh. maven. t asks. *

sh. pl ugi ns. *

ting.*

ting. component s. *

ti ng. dependenci es. *

ting. nodel . *

ting. pl ugi ns. *

rces.*

*

*

ant . *
application.*
bundl i ng. *
.conpile.*

di agnostics. *
incremental . *

j avadoc. *
scal a. *
testing.*
testing.junit.*
testing.testng.*
util.*

wr apper. *

aut henti cation. *

aut henti cation. http.*
bui I di ni t. pl ugi ns. *
buil dinit.tasks.*

ext ernal . j avadoc. *

i de.
i de.
i de.
i de

cdt. *
cdt.t

asks. *

vi sual studi o. *
vi sual st udi o. pl ugi ns. *
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.gradl e.i de. vi sual st udi o. t asks. *

.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
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.gradl e.
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.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.
.gradl e.

ivy.*
jvm *

jvm application.scripts.*
jvm application.tasks. *
jvmplatform*
j vm pl ugi ns. *
jvm tasks. *
jvmtasks. api.*
jvm t ool chai n. *

| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.
| anguage.

maven. *
nodel . *

assenbl er. *

assenbl er. pl ugi ns. *

assenbl er.t
base. *

asks. *

base. artifact.*
base. pl ugi ns. *
base. sour ces. *

c.*
c. pl ugi ns. *
c.tasks.*

cof feescript.*

cpp. *

cpp. pl ugi ns. *

cpp. t asks. *
java.*

java.artifact.*
j ava. pl ugi ns. *

j ava. t asks.
j avascri pt.
jvm *

*

*

jvm pl ugi ns. *

jvm t asks. *
nati vepl at f
nativepl at f
obj ecti vec.
obj ecti vec.
obj ecti vec.

orm *
ormtasks. *
*

pl ugi ns. *

t asks. *

obj ecti vecpp. *
obj ecti vecpp. pl ugi ns. *
obj ecti vecpp. t asks. *

rc.*

rc. pl ugi ns.
rc.tasks.*
routes.*
scal a. *
scal a. pl ug

*

ns. *

scal a. tasks. *
scal a. t ool chai n. *

twirl.*

nodel . col | ection. *
nati vepl at form *
nati vepl atform pl atform *
nati vepl at form pl ugi ns. *
nati vepl at form t asks. *
nativepl atformtest.
nati vepl atformtest.
nativepl atformtest.
nati vepl atformtest.
nativepl atformtest.

*

cunit.*

cuni t. plugins. *
cunit.tasks. *
googl et est . *
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nati vepl at form t est. googl et est. pl ugi ns. *
nati vepl atformtest. pl ugins. *
nativepl atformtest.tasks.*

nati vepl at f orm t ool chai n. *

nati vepl at f orm t ool chai n. pl ugi ns. *
pl at f or m base. *

pl at f or m base. bi nary. *

pl at f or m base. conponent . *

pl at f orm base. t est . *

pl ay. *

pl ay. di stri bution.*

play. platform *

pl ay. pl ugi ns. *

pl ay. t asks. *

pl ay. t ool chai n. *

pl ugi n. use. *

pl ugi ns. ear. *

pl ugi ns. ear. descriptor.*

pl ugi ns. i de. api . *

pl ugi ns. i de. ecl i pse. *

pl ugi ns. i de.i dea. *

pl ugi ns. j avascri pt . base. *

pl ugi ns. j avascri pt. cof f eescri pt. *
pl ugi ns. j avascri pt.envjs. *

pl ugi ns. j avascri pt. envj s. br owser . *
pl ugi ns. j avascri pt.envjs. http.*
pl ugi ns. javascript.envjs. http.sinple.*
pl ugi ns. j avascri pt.jshint.*

pl ugi ns. j avascri pt. rhino. *

pl ugi ns. j avascri pt. r hi no. wor ker . *
pl ugi ns. si gni ng. *

pl ugi ns. si gni ng. si gnatory. *

pl ugi ns. si gni ng. si gnat ory. pgp. *
pl ugi ns. si gni ng. type. *

pl ugi ns. si gni ng. t ype. pgp. *
process. *

sonar. runner. *

sonar . runner . pl ugi ns. *

sonar. runner. t asks. *
testing.jacoco. pl ugins. *
testing.jacoco.tasks. *
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i mport org.gradle.testkit.runner.*

inmport org.gradle.util.*

[6] Any language element except for statement labels.
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17

More about Tasks

In the introductory tutorial (Chapter 14, Build Script Basics) you learned how to create simple tasks. You also
learned how to add additional behavior to these tasks later on, and you learned how to create dependencies
between tasks. This was all about simple tasks, but Gradle takes the concept of tasks further. Gradle supports
enhanced tasks, which are tasks that have their own properties and methods. Thisis realy different from what
you are used to with Ant targets. Such enhanced tasks are either provided by you or built into Gradle.

17.1. Defining tasks

We have already seen how to define tasks using a keyword style in Chapter 14, Build Script Basics. There are a
few variations on this style, which you may need to use in certain situations. For example, the keyword style
does not work in expressions.

Example 17.1. Defining tasks

buil d. gradl e

task(hell o) << {
println "hello"

}

task(copy, type: Copy) {
fromfile(' srchDir'))
i nto(buil dDir)

Y ou can a'so use strings for the task names:

Example 17.2. Defining tasks - using strings for task names
buil d. gradl e

task(' hello') <<

{

println "hello"

}

task(' copy', type: Copy) {
from(file('srchDir'))
i nto(buildDir)
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Thereis an aternative syntax for defining tasks, which you may prefer to use:

Example 17.3. Defining tasks with alter native syntax
buil d. gradl e

tasks. create(nane: 'hello") << {
println "hello"

}

tasks. create(nane: 'copy', type: Copy) {
from(file( srcDir'))
into(buildbir)

Here we add tasksto thet asks collection. Have alook at TaskCont ai ner for more variations of thecr eat e(’
method.

17.2. Locating tasks

Y ou often need to locate the tasks that you have defined in the build file, for example, to configure them or use
them for dependencies. There are a number of ways of doing this. Firstly, each task is available as a property of
the project, using the task name as the property name:

Example 17.4. Accessing tasks as properties

buil d. gradl e

task hello

println hello.nane
println project. hello.nane

Tasks are also available through the t asks collection.

Example 17.5. Accessing tasks via tasks collection
buil d. gradl e

task hello

println tasks. hel |l o. name
println tasks['hello'].name

Y ou can access tasks from any project using the task's path using the t asks. get ByPat h() method. You can
call theget ByPat h() method with atask name, or arelative path, or an absolute path.
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Example 17.6. Accessing tasks by path
buil d. gradl e
project(':projectA) {

task hello

}

task hello

println tasks.getByPath(' hello').path

println tasks.getByPath(':hello').path

println tasks. getByPath(' projectA hello").path
println tasks.getByPath(':projectA hello').path

Output of gradl e -q hello

> gradle -q hello
chello

chello

:projectA hello
:projectA hello

Have alook at TaskCont ai ner for more options for locating tasks.

17.3. Configuring tasks

As an example, let's look at the Copy task provided by Gradle. To create a Copy task for your build, you can
declarein your build script:

Example 17.7. Creating a copy task

buil d. gradl e

task nyCopy(type: Copy)

This creates a copy task with no default behavior. The task can be configured using its API (see Copy). The
following examples show several different ways to achieve the same configuration.

Just to be clear, realize that the name of thistask is“myCopy”, but it is of type “Copy”. You can have multiple
tasks of the same type, but with different names. You'll find this gives you a lot of power to implement
cross-cutting concerns across all tasks of a particular type.

Example 17.8. Configuring a task - various ways

bui I d. gradl e

Copy nyCopy = task(nyCopy, type: Copy)
myCopy. from ' resour ces’

myCopy.into 'target’
myCopy.include(' **/*. txt', "**/*. xm"', "**/* properties')

Thisis similar to the way we would configure objects in Java. Y ou have to repeat the context (my Copy) in the
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configuration statement every time. Thisis aredundancy and not very nice to read.

There is another way of configuring a task. It also preserves the context and it is arguably the most readable. It
isusually our favorite.

Example 17.9. Configuring a task - with closure

bui I d. gradl e

task nmyCopy(type: Copy)

nmy Copy {
from ' resources'
into 'target’
include('**/*. txt', "**/*.xml', '"**/* properties')

Thisworks for any task. Line 3 of the example isjust a shortcut for the t asks. get ByNane() method. It is
important to note that if you pass a closure to the get ByName() method, this closure is applied to configure
the task, not when the task executes.

Y ou can a'so use a configuration closure when you define a task.

Example 17.10. Defining a task with closure

bui I d. gradl e

task copy(type: Copy) {
from'resources'

into 'target’
include('**/*.txt', "**/*.xnl"', '"**/* properties')

Don't forget about the

17.4. Adding dependenciestoa 4 phases

task

A task has both configuration and

There are several ways you can define the dependencies of a task. actions. When using the <<, you
In Section 14.5, “Task dependencies’ you were introduced to are simply using a shortcut to
defining dependencies using task names. Task names can refer to define an action. Code defined in
tasks in the same project as the task, or to tasks in other projects. the configuration section of your
To refer to a task in another project, you prefix the name of the task will get executed during the
task with the path of the project it belongs to. The following is an configuration phase of the build

examplewhlch adds a dependency from pr oj ect A: t askXto pr oj ect Begasdless of what task was
targeted. See Chapter 20, The

Build Lifecycle for more details
about the build lifecycle.
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Example 17.11. Adding dependency on task from another project
buil d. gradl e

project (' projectA) {
task taskX(dependsOn: ':projectB:taskY' ) << {
println 'taskX

}

}

project (' projectB) {
task taskY << {
println 'taskY

}

Output of gradl e -q taskX

> gradle -q taskX
taskY
taskX

Instead of using atask name, you can define a dependency using a Task object, as shown in this example:

Example 17.12. Adding dependency using task object
buil d. gradl e

task taskX << {
println 'taskX

}

task taskY << {
println 'taskY

}

t askX. dependsOn t askY

Output of gradl e -q taskX

> gradle -q taskX
taskyY
taskX

For more advanced uses, you can define a task dependency using a closure. When evaluated, the closure is
passed the task whose dependencies are being calculated. The closure should return asingle Task or collection
of Task objects, which are then treated as dependencies of the task. The following example adds a dependency
fromt askX to all the tasksin the project whose name startswith | i b:
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Example 17.13. Adding dependency using closure
buil d. gradl e

task taskX << {
println 'taskX

}

t askX. dependsOn {
tasks.findAll { task -> task.nane.startsWth('lib") }

}

task libl << {
println "libl
}

task lib2 << {
println 'lib2
}

task notALib << {
println 'not ALi b’

}

Output of gradl e -q taskX

> gradle -q taskX
libl

lib2

taskX

For more information about task dependencies, seethe Task API.

17.5. Ordering tasks

Task ordering is an incubating feature. Please be aware that this feature may change in later Gradle
versions.

In some cases it is useful to control the order in which 2 tasks will execute, without introducing an explicit
dependency between those tasks. The primary difference between atask ordering and atask dependency is that
an ordering rule does not influence which tasks will be executed, only the order in which they will be executed.

Task ordering can be useful in a number of scenarios:

* Enforce sequentia ordering of tasks: eg. 'build' never runs before ‘clean'.

* Run build validations early in the build: eg. validate | have the correct credentials before starting the work
for arelease build.

* Get feedback faster by running quick verification tasks before long verification tasks: eg. unit tests should
run before integration tests.

* A task that aggregates the results of all tasks of a particular type: eg. test report task combines the outputs of
all executed test tasks.
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There are two ordering rules available: “ must run after” and “ should run after”.

When you use the “must run after” ordering rule you specify that t askB must always run after t askA,
whenever both t askA and t askB will be run. Thisis expressed ast askB. nust RunAft er (t askA) . The
“should run after” ordering rule is similar but less strict as it will be ignored in two situations. Firstly if using
that rule introduces an ordering cycle. Secondly when using parallel execution and all dependencies of a task
have been satisfied apart from the “should run after” task, then this task will be run regardless of whether its
“should run after” dependencies have been run or not. Y ou should use “should run after” where the ordering is
helpful but not strictly required.

With these rules present it is still possible to executet ask A without t askB and vice-versa.

Example 17.14. Adding a 'must run after' task ordering
buil d. gradl e

task taskX << {
println 'taskX

}
task taskY << {

println 'taskyY

}
t askY. must RunAfter taskX

Output of gradl e -q taskY taskX

> gradle -qg taskY taskX
taskX
taskY

Example 17.15. Adding a 'should run after' task ordering
buil d. gradl e

task taskX << {
println 'taskX

}
task taskY << {

println 'taskyY

}
t askY. shoul dRunAfter taskX

Output of gradl e -q taskY taskX

> gradle -q taskY taskX
taskX
taskY

In the examples above, it is still possible to execute t askY without causingt ask X to run:
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Example 17.16. Task ordering does not imply task execution
Output of gradl e -q taskY

> gradle -q taskY
taskY

To specify a “must run after” or “should run after” ordering between 2 tasks, you use the
Task. must RunAfter () and Task.shoul dRunAfter () methods. These methods accept a task
instance, atask name or any other input accepted by Task. dependsOn() .

Note that “B. nust RunAfter(A)” or “B. shoul dRunAfter(A)” does not imply any execution
dependency between the tasks:

® |tispossibleto execute tasks A and B independently. The ordering rule only has an effect when both tasks
are scheduled for execution.
* Whenrunwith - - conti nue, itispossible for B to execute in the event that Afails.

Asmentioned before, the “should run after” ordering rule will beignored if it introduces an ordering cycle:

Example 17.17. A 'should run after' task ordering isignored if it introduces an ordering cycle
buil d. gradl e

task taskX << {
println 'taskX

}
task taskY << {

println 'taskY

}
task taskz << {

println 'taskZ

}
t askX. dependsOn t askY

taskY. dependsOn t askZz
t askZ. shoul dRunAfter taskX

Output of gradl e -q taskX
> gradle -q taskX
taskz

t askY
t askX

17.6. Adding a description to atask

Y ou can add a description to your task. This description is displayed when executing gr adl e t asks.
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Example 17.18. Adding a description to a task

bui I d. gradl e

task copy(type: Copy) {
description 'Copies the resource directory to the target directory.'

from'resources'

into 'target’
include('**/*. txt', "**/*.xml', '"**/* properties')

17.7. Replacing tasks

Sometimes you want to replace a task. For example, if you want to exchange a task added by the Java plugin
with a custom task of a different type. Y ou can achieve this with:

Example 17.19. Overwriting a task
buil d. gradl e

task copy(type: Copy)

task copy(overwite: true) << {
println('l amthe new one.")

}

Output of gradl e -qg copy

> gradle -q copy
| amthe new one.

This will replace atask of type Copy with the task you've defined, because it uses the same name. When you
define the new task, you have to set the over wr i t e property to true. Otherwise Gradle throws an exception,
saying that a task with that name already exists.

17.8. Skipping tasks

Gradle offers multiple ways to skip the execution of atask.

17.8.1. Using a predicate

You can use the onl yI f () method to attach a predicate to a task. The task's actions are only executed if the
predicate evaluates to true. You implement the predicate as a closure. The closure is passed the task as a
parameter, and should return true if the task should execute and false if the task should be skipped. The
predicate is evaluated just before the task is due to be executed.
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Example 17.20. Skipping atask using a predicate

bui I d. gradl e

task hello << {
println 'hello world

}

hell o.onlylf { !project.hasProperty('skipHello") }

Output of gr adl e hel | o - Pski pHel | o

> gradl e hello -PskipHello
:hel l o SKI PPED

BU LD SUCCESSFUL

Total tinme: 1 secs

17.8.2. Using StopExecutionException

If the logic for skipping a task can't be expressed with a predicate, you can use the
St opExecut i onExcept i on. If this exception is thrown by an action, the further execution of this action as
well as the execution of any following action of this task is skipped. The build continues with executing the next
task.

Example 17.21. Skipping tasks with StopExecutionException

buil d. gradl e

task conpile << {
println 'W are doing the conpile.'

}

conpi | e. doFirst {
/! Here you would put arbitrary conditions in real life.

/1 But this is used in an integration test so we want defi ned behavi or.
if (true) { throw new St opExecuti onException() }

}
task myTask(dependsOn: 'conpile') << {

println 'l am not affected'

}

Output of gradl e -q nyTask

> gradle -qg nyTask
| am not affected

Thisfeature is helpful if you work with tasks provided by Gradle. It allows you to add conditional execution of
the built-in actions of such atask. [7]
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17.8.3. Enabling and disabling tasks

Every task has an enabl ed flag which defaultsto t r ue. Setting it to f al se prevents the execution of any of
the task's actions.

Example 17.22. Enabling and disabling tasks

bui I d. gradl e

task di sabl eMe << {
println 'This should not be printed if the task is disabl ed.

}

di sabl eMe. enabl ed = fal se

Output of gr adl e di sabl eMe

> gradl e di sabl eMe
- di sabl eMe SKI PPED

BU LD SUCCESSFUL

Total tinme: 1 secs

17.9. Skipping tasks that are up-to-date

If you are using one of the tasks that come with Gradle, such as atask added by the Java plugin, you might have
noticed that Gradle will skip tasks that are up-to-date. This behaviour is also available for your tasks, not just for
built-in tasks.

17.9.1. Declaring atask's inputs and outputs

Let's have alook at an example. Here our task generates several output files from a source XML file. Let's run it
acouple of times.
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Example 17.23. A generator task

bui I d. gradl e

task transform {
ext.srcFile file(' mountains.xm")
ext.destDir new Fil e(buildDir, 'generated")
doLast {
println "Transform ng source file."
dest Di r. nmkdi rs()
def mountai ns = new Xm Parser (). parse(srcFile)

nmount ai ns. nount ai n. each { nmountain ->
def name = nountai n. nane[ 0] . t ext ()
def hei ght = nmountain. height[0].text()
def destFile = new File(destDir, "${nanme}.txt")
destFile.text = "$nane -> ${hei ght}\n"

Output of gr adl e transform

> gradl e transform
:transform
Transform ng source file.

Output of gr adl e transform

> gradle transform
:transform
Transform ng source file.

Notice that Gradle executes this task a second time, and does not skip the task even though nothing has changed.
Our example task was defined using an action closure. Gradle has no idea what the closure does and cannot
automatically figure out whether the task is up-to-date or not. To use Gradl€'s up-to-date checking, you need to
declare the inputs and outputs of the task.

Each task hasan i nput s and out put s property, which you use to declare the inputs and outputs of the task.
Below, we have changed our example to declare that it takes the source XML file as an input and produces
output to a destination directory. Let'srun it a couple of times.
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Example 17.24. Declaring the inputs and outputs of a task
buil d. gradl e

task transform {
ext.srcFile = file(' muntains. xnm ")
ext.destDir = new File(buildDir, 'generated')
inputs.file srcFile
outputs.dir destDir
doLast {
println "Transform ng source file."
destDir. nkdirs()

def mountains = new Xl Parser (). parse(srcFile)
nmount ai ns. nount ai n. each { nmountain ->
def name = nountai n. name[ 0] . t ext ()
def hei ght = nmountain. hei ght[0].text()
def destFile = new File(destDir, "${nanme}.txt")
destFile.text = "$nane -> ${hei ght}\n"

Output of gradl e transform
> gradle transform

:transform
Transform ng source file.

Output of gradl e transform

> gradl e transform
:transform UP- TO- DATE

Now, Gradle knows which files to check to determine whether the task is up-to-date or not.

Thetask'si nput s property isof type Taskl nput s. Thetask'sout put s property is of type TaskQut put s

A task with no defined outputs will never be considered up-to-date. For scenarios where the outputs of a task
are not files, or for more complex scenarios, the TaskQut put s. upToDat eWien() method allows you to
calculate programmatically if the tasks outputs should be considered up to date.

A task with only outputs defined will be considered up-to-date if those outputs are unchanged since the previous
build.

17.9.2. How does it work?

Before atask is executed for the first time, Gradle takes a snapshot of the inputs. This snapshot contains the set
of input files and a hash of the contents of each file. Gradle then executes the task. If the task completes
successfully, Gradle takes a snapshot of the outputs. This snapshot contains the set of output files and a hash of
the contents of each file. Gradle persists both snapshots for the next time the task is executed.

Each time after that, before the task is executed, Gradle takes a new snapshot of the inputs and outputs. If the
new snapshots are the same as the previous snapshots, Gradle assumes that the outputs are up to date and skips
the task. If they are not the same, Gradle executes the task. Gradle persists both snapshots for the next time the
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task is executed.

Note that if atask has an output directory specified, any files added to that directory since the last time it was
executed are ignored and will NOT cause the task to be out of date. This is so unrelated tasks may share an
output directory without interfering with each other. If this is not the behaviour you want for some reason,
consider using TaskQut put s. upToDat eWhen()

17.10. Task rules

Sometimes you want to have a task whose behavior depends on a large or infinite number value range of
parameters. A very nice and expressive way to provide such tasks are task rules:

Example 17.25. Task rule

buil d. gradl e

tasks. addRul e("Pattern: ping<ID>") { String taskName ->
if (taskNane.startsWth("ping")) {
task(taskNane) << {
println "Pinging: " + (taskNane - 'ping')

Output of gradl e -q pi ngServer1l

> gradle -q pingServerl
Pi ngi ng: Serverl

The String parameter is used as a description for the rule, which is shown with gr adl e t asks.

Rules are not only used when calling tasks from the command line. Y ou can also create dependsOn relations on
rule based tasks:
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Example 17.26. Dependency on rule based tasks
buil d. gradl e

t asks. addRul e("Pattern: ping<ID>") { String taskNane ->
if (taskNane.startsWth("ping")) {
task(taskNane) << {
println “Pinging: " + (taskNane - 'ping')

task groupPing {
dependsOn pi ngServer 1, pingServer2

}

Output of gradl e -q groupPi ng
> gradle -q groupPing

Pi ngi ng: Serverl
Pi ngi ng: Server2

If yourun“gradl e -q tasks” youwon't find atask named “pi ngSer ver 1” or “pi ngSer ver 2", but
this script is executing logic based on the request to run those tasks.

17.11. Finalizer tasks

Finalizers tasks are an incubating feature (see Section C.1.2, “Incubating”).

Finalizer tasks are automatically added to the task graph when the finalized task is scheduled to run.

Example 17.27. Adding a task finalizer
buil d. gradle

task taskX << {
println 'taskX

}
task taskY << {

println 'taskY

}

taskX. finalizedBy taskY

Output of gradl e -q taskX

> gradle -q taskX
taskX
taskY

Finalizer tasks will be executed even if the finalized task fails.
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Example 17.28. Task finalizer for afailing task
buil d. gradl e

task taskX << {

println 'taskX

t hrow new Runti neExcepti on()
}
task taskY << {

println 'taskY

}

taskX. finalizedBy taskY

Output of gradl e -q taskX

> gradle -q taskX
taskX
taskY

On the other hand, finalizer tasks are not executed if the finalized task didn't do any work, for example if it is
considered up to date or if a dependent task fails.

Finalizer tasks are useful in situations where the build creates a resource that has to be cleaned up regardless of
the build failing or succeeding. An example of such a resource is a web container that is started before an
integration test task and which should be always shut down, even if some of the tests fail.

To specify afinalizer task you use the Task. fi nal i zedBy() method. This method accepts a task instance,
atask name, or any other input accepted by Task. dependsOn() .

17.12. Summary

If you are coming from Ant, an enhanced Gradle task like Copy seems like a cross between an Ant target and an
Ant task. Although Ant's tasks and targets are really different entities, Gradle combines these notions into a
single entity. Simple Gradle tasks are like Ant's targets, but enhanced Gradle tasks also include aspects of Ant
tasks. All of Gradle's tasks share a common APl and you can create dependencies between them. These tasks
are much easier to configure than an Ant task. They make full use of the type system, and are more expressive
and easier to maintain.

[7] You might be wondering why there is neither an import for the St opExecut i onExcept i on nor do we
access it viaits fully qualified name. The reason is, that Gradle adds a set of default imports to your script (see
Section 16.8, “ Default imports”).
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18

Working With Files

Most builds work with files. Gradle adds some concepts and APIsto help you achieve this.

18.1. Locating files

Y ou can locate afile relative to the project directory using the Pr oj ect . fi | e() method.

Example 18.1. L ocating files
buil d. gradl e

/1 Using a relative path
File configFile = file('src/config.xm")

/1 Using an absol ute path

configFile = file(configFile.absol utePat h)

/1 Using a File object with a relative path
configFile = file(new File('src/config.xm"))

You can pass any object tothefi | e() method, and it will attempt to convert the value to an absolute Fi | e
object. Usually, you would passit a St ri ng or Fi | e instance. If this path is an absolute path, it is used to
construct a Fi | e instance. Otherwise, aFi | e instance is constructed by prepending the project directory path
to the supplied path. Thef i | e() method also understands URLSs, suchasfi | e: / sone/ pat h. xmi .

Using this method is a useful way to convert some user provided value into an absolute Fi | e. It is preferable to
using new Fil e(sonePath), asfile() aways evaluates the supplied path relative to the project
directory, which is fixed, rather than the current working directory, which can change depending on how the
user runs Gradle.

18.2. File collections

A file collection is simply a set of files. It is represented by the Fi | eCol | ect i on interface. Many objectsin
the Gradle API implement this interface. For example, dependency configurationsimplement Fi | eCol | ecti on

One way to obtain a Fi | eCol | ecti on instance isto use the Proj ect. fil es() method. You can pass
this method any number of objects, which are then converted into a set of Fi | e objects. Thefi | es() method
accepts any type of object asits parameters. These are evaluated relative to the project directory, asper thefi | e()
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method, described in Section 18.1, “Locating files”. You can also pass collections, iterables, maps and arrays to
thefil es() method. These are flattened and the contents converted to Fi | e instances.

Example 18.2. Creating afile collection

bui I d. gradl e

FileCol l ection collection = files('src/filel.txt’

new File('src/file2.txt"),
['src/file3.txt', "src/filed.txt"'])

A filecollection isiterable, and can be converted to a number of other types using the as operator. You can also
add 2 file collections together using the + operator, or subtract one file collection from another using the -
operator. Here are some examples of what you can do with afile collection.

Example 18.3. Using afile collection
buil d. gradl e

/'l lterate over the files in the collection
collection.each {File file ->
println file.name

}

/1 Convert the collection to various types
Set set = collection.files

Set set2 = collection as Set

List list = collection as List

String path = col |l ection. asPath
File file = collection.singleFile
File file2 = collection as File

/1 Add and subtract collections
def union = collection + files('src/file3.txt")
def different = collection - files('src/file3.txt")

You can aso passthefi | es() method aclosureor aCal | abl e instance. Thisis called when the contents of
the collection are queried, and its return value is converted to a set of Fi | e instances. The return value can be
an object of any of the types supported by the fi | es() method. This is a simple way to 'implement’ the
Fi | eCol | ecti on interface.
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Example 18.4. Implementing a file collection
buil d. gradl e

task list << {
File srcDr

/Il Create a file collection using a closure
collection = files { srcDir.listFiles() }

srcDir = file('src')

println "Contents of $srcDir.nane'
collection.collect { relativePath(it) }.sort().each { printlnit }

srcDir = file('src2")
println "Contents of $srcDir.nane'
collection.collect { relativePath(it) }.sort().each { println it }

Outputof gradle -q Ii st

> gradle -q list
Contents of src
src/dirl
src/filel.txt
Contents of src2
src2/dirl
src2/dir2

Some other types of thingsyou can passtofi |l es():

Fil eCol | ection
These are flattened and the contents included in the file collection.

Task
The output files of the task are included in the file collection.

TaskQut put s
The output files of the TaskOutputs are included in the file collection.

It is important to note that the content of afile collection is evaluated lazily, when it is needed. This means you
can, for example, createa Fi | eCol | ect i on that represents files which will be created in the future by, say,
some task.

18.3. Filetrees

A file tree is a collection of files arranged in a hierarchy. For example, a file tree might represent a directory
tree or the contents of a ZIP file. It is represented by the Fi | eTr ee interface. The Fi | eTr ee interface
extends Fi | eCol | ecti on, so you can treat afile tree exactly the same way as you would a file collection.
Severa objectsin Gradle implement the Fi | eTr ee interface, such as source sets.

Oneway to obtain aFi | eTr ee instanceistousethe Proj ect . fi |l eTree() method. ThiscreatesaFi | eTr et
defined with a base directory, and optionally some Ant-style include and exclude patterns.
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Example 18.5. Creating afiletree
buil d. gradl e

/Il Create a file tree with a base directory
FileTree tree = fileTree(dir: 'src/nmin')

/1l Add include and exclude patterns to the tree
tree.include '**/*. java'
tree. exclude ' **/ Abstract*'

/1l Create a tree using path
tree = fileTree('src').include('**/*.java')

/|l Create a tree using closure
tree = fileTree('src') {
include '**/* java'

eate a tree using a map

= fileTree(dir: 'src', include: '**/* java')
fileTree(dir: 'src', includes: ['**/*. java', "**/*.xnm"'])
fileTree(dir: '"src', include: '**/*. java', exclude: '**/*test*/**")

You use afile tree in the same way you use a file collection. You can also visit the contents of the tree, and
select a sub-tree using Ant-style patterns:

Example 18.6. Using afiletree
buil d. gradl e

/'l lterate over the contents of a tree
tree.each {File file ->
println file

}

/'l Filter a tree
FileTree filtered = tree. matching {
include 'org/gradl e/ api/**'

}

/1l Add trees together
FileTree sum = tree + fileTree(dir: 'src/test')

/1 Visit the elements of the tree
tree.visit {elenent ->
println "$el enent.rel ati vePath => $el enent.file"

}

18.4. Using the contents of an archive as afile tree

You can use the contents of an archive, such as a ZIP or TAR file, as afile tree. You do this using the
Proj ect. zipTree() and Proj ect.tar Tree() methods. These methods return a Fi | eTr ee instance
which you can use like any other file tree or file collection. For example, you can use it to expand the archive by
copying the contents, or to merge some archives into another.
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Example 18.7. Using an archive asafiletree
buil d. gradl e

/|l Create a ZIP file tree using path
FileTree zip = zipTree(' soneFile.zip")

/'l Create a TAR file tree using path
FileTree tar = tarTree(' soneFile.tar")

//tar tree attenpts to guess the conpression based on the file extension
/I however if you nust specify the conpression explicitly you can:
Fil eTree someTar = tarTree(resources.gzip(' soneTar.ext"))

18.5. Specifying a set of input files

Many objectsin Gradle have properties which accept a set of input files. For example, the JavaConpi | e task
has asour ce property, which defines the source files to compile. You can set the value of this property using
any of the types supported by the files() method, which was shown above. This means you can set the property
using, for example, a Fi | e, Stri ng, collection, Fi | eCol | ecti on or even a closure. Here are some
examples:

Usually, there is a method with the same name as the property, which appends to the set of files. Again, this
method accepts any of the types supported by the files() method.
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Example 18.8. Specifying a set of files
buil d. gradl e

/'l Use a File object to specify the source directory
conpi l e {
source = file('src/main/java')

}

/1l Use a String path to specify the source directory
conpi l e {
source = 'src/min/java

}

/1 Use a collection to specify multiple source directories

conpi l e {
sour ce ["src/nain/java', '../shared/java']

}

/'l Use a FileCollection (or FileTree in this case) to specify the source files
conpi l e {
source = fileTree(dir: 'src/main/java ).mtching { include 'org/gradle/api/**'

}

/1l Using a closure to specify the source files
conpi l e {
source = {
/1 Use the contents of each zip file in the src dir
file('src').listFiles().findAll {it.nane.endsWth('.zip')}.collect { zipTr

buil d. gradl e
conpi l e {
/1 Add sone source directories use String paths

source 'src/main/java', 'src/main/groovy

/1 Add a source directory using a File object

source file('../shared/java")

/1 Add some source directories using a closure
source { file('src/test/").listFiles() }

18.6. Copying files

Y ou can use the Copy task to copy files. The copy task is very flexible, and allows you to, for example, filter
the contents of the files as they are copied, and map to the file names.

To use the Copy task, you must provide a set of source files to copy, and a destination directory to copy the
filesto. You may also specify how to transform the files as they are copied. You do all thisusing a copy spec. A
copy spec is represented by the Copy Spec interface. The Copy task implements thisinterface. Y ou specify the
source files using the CopySpec. fronm() method. To specify the destination directory, use the
CopySpec. i nt o() method.
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Example 18.9. Copying files using the copy task

bui I d. gradl e

task copyTask(type: Copy) {
from ' src/ mai n/ webapp'

into 'buil d/ expl odedWar'

Thef r on() method accepts any of the arguments that the files() method does. When an argument resolves to a
directory, everything under that directory (but not the directory itself) is recursively copied into the destination
directory. When an argument resolves to a file, that file is copied into the destination directory. When an
argument resolves to a non-existing file, that argument isignored. If the argument is a task, the output files (i.e.
the files the task creates) of the task are copied and the task is automatically added as a dependency of the Copy
task. Thei nt o() acceptsany of the arguments that the file() method does. Here is another example:

Example 18.10. Specifying copy task sour ce filesand destination directory
buil d. gradl e

task anot her CopyTask(type: Copy) {
/| Copy everything under src/main/webapp
from ' src/ mai n/ webapp'
/1 Copy a single file
from' src/staging/index. htm'
/1 Copy the output of a task
from copyTask
/1 Copy the output of a task using Task outputs explicitly.
from copyTaskW t hPat t er ns. out put s
/1l Copy the contents of a Zip file
from zi pTree(' src/ mai n/ assets. zi p')
/1 Determine the destination directory |ater
into { getDestDir() }

Y ou can select the files to copy using Ant-style include or exclude patterns, or using a closure:

Example 18.11. Selecting the files to copy
buil d. gradle

task copyTaskWthPatterns(type: Copy) {
from ' src/ mai n/ webapp'
into 'buil d/ expl odedWar'
include '**/* html'

include '**/*. jsp'
exclude { details -> details.file.name.endsWth('.html"') &&
details.file.text.contains(' staging') }

You can also use the Pr oj ect . copy() method to copy files. It works the same way as the task with some
major limitations though. First, the copy() is not incremental (see Section 17.9, “Skipping tasks that are
up-to-date”).
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Example 18.12. Copying files using the copy() method without up-to-date check

bui I d. gradl e

task copyMet hod << {
copy {
from ' src/ main/ webapp
into 'buil d/ expl odedWar"’

include "**/* htm'
include '**/* . jsp'

Secondly, the copy () method can not honor task dependencies when atask is used as a copy source (i.e. asan
argument to f r om( ) ) because it's a method and not a task. As such, if you are using the copy() method as
part of atask action, you must explicitly declare al inputs and outputs in order to get the correct behavior.

Example 18.13. Copying files using the copy() method with up-to-date check
buil d. gradl e

task copyMet hodW t hExpl i ci t Dependenci es{
/'l up-to-date check for inputs, plus add copyTask as dependency
inputs.file copyTask
outputs.dir 'sone-dir' // up-to-date check for outputs
doLast {
copy {

/1 Copy the output of copyTask
from copyTask
into 'sone-dir'

It is preferable to use the Copy task wherever possible, asit supports incremental building and task dependency
inference without any extra effort on your part. The copy() method can be used to copy files as part of a
task's implementation. That is, the copy method is intended to be used by custom tasks (see Chapter 38, Writing
Custom Task Classes) that need to copy files as part of their function. In such a scenario, the custom task should
sufficiently declare the inputs/outputs relevant to the copy action.
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18.6.1. Renaming files

Example 18.14. Renaming files asthey are copied

bui I d. gradl e

task renane(type: Copy) {
from ' src/ mai n/ webapp'
into 'build/ expl odedWar'
/1l Use a closure to map the file nane
renane { String fil eName ->

fileName.replace('-staging-', '")
}
/1l Use a regular expression to map the file nane
renane '(.+)-staging-(.+)"', '$1$2
rename(/ (. +)-staging-(.+)/, '$1$2")

18.6.2. Filtering files

Example 18.15. Filtering filesasthey are copied
buil d. gradl e

i mport org.apache.tools.ant.filters. FixCrLfFilter
i mport org.apache.tools.ant.filters. Repl aceTokens

task filter(type: Copy) {
from ' src/ mai n/ webapp
into 'buil d/ expl odedWar'
/1 Substitute property tokens in files
expand(copyright: '2009', version: '2.3.1")
expand( proj ect. properti es)
/'l Use some of the filters provided by Ant
filter(FixCrLfFilter)

filter(Repl aceTokens, tokens: [copyright: '2009', version: '2.3.1'])
/1l Use a closure to filter each |ine
filter { String line ->

"[$line]"

}

/1 Use a closure to renove |ines
filter { String line ->
line.startsWth('-") ? null : line

}

When you use the Repl aceTokens class with the “filter” operation, the result is a template engine that
replaces tokens of the form “ @tokenName@” (the Apache Ant-style token) with a set of given values. The
“expand” operation does the same thing except it treats the source files as Groovy templates in which tokens
take the form “${ tokenName} ”. Be aware that you may need to escape parts of your source files when using this
option, for exampleiif it contains literal “$" or “<%" strings.
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18.6.3. Using the Copy Spec class

Copy specs form a hierarchy. A copy spec inherits its destination path, include patterns, exclude patterns, copy
actions, name mappings and filters.

Example 18.16. Nested copy specs

buil d. gradl e

task nestedSpecs(type: Copy) ({
into 'build/ expl odedWar'
excl ude ' **/*st agi ng*'
from('src/dist') {
include '**/* htm"'

}
into('libs") {
from configurations. runtime

}

18.7. Using the Sync task

The Sync task extends the Copy task. When it executes, it copies the source files into the destination directory,
and then removes any files from the destination directory which it did not copy. This can be useful for doing
things such as installing your application, creating an exploded copy of your archives, or maintaining a copy of
the project's dependencies.

Here is an example which maintains a copy of the project's runtime dependencies in the bui | d/ I i bs
directory.

Example 18.17. Using the Sync task to copy dependencies

buil d. gradl e

task libs(type: Sync) {
from configurations. runtime

into "$buildDir/libs"

18.8. Creating archives

A project can have as many JAR archives as you want. You can also add WAR, ZIP and TAR archives to your
project. Archives are created using the various archive tasks: Zi p, Tar, Jar , War , and Ear . They al work the
same way, o let'slook at how you create a ZIPfile.
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Example 18.18. Creating a ZI P archive

bui I d. gradl e

apply plugin: 'java'

task zip(type: Zip) {
from'src/dist'

into('libs") {
from configurations. runtime

}

The archive tasks all work exactly the same way as the Copy task,
and implement the same Copy Spec interface. As with the Copy
task, you specify the input files using the f r om() method, and
can optionally specify where they end up in the archive using thei nt o()

Why are you using
the Java plugin?

method. Y ou can filter the contents of file, renamefiles, and all the The Java plugin adds a number

other things you can do with a copy spec. of default values for the archive

tasks. You can use the archive

18.8.1. Archive naming tasks without using the Java

plugin, if you like. You will need

The format of proj ect Nane- version. type is used for to provide values for some
generated archive file names. For example: additional properties.

Example 18.19. Creation of ZIP archive

buil d. gradl e
apply plugin: 'java'
version = 1.0

task nmyZip(type: Zip) {
from' sonedir'’

}

println myZip. archi veNanme
println rel ati vePat h(nyZi p. desti nati onDir)
println rel ati vePat h(nyZi p. ar chi vePat h)

Output of gradl e -q nyZip

> gradle -q nyZip

zi pProject-1.0.zip

bui | d/ di stri butions

bui |l d/ di stributions/zipProject-1.0.zip

This adds a Zi p archive task with the name nyZi p which produces ZIP file zi pPr oj ect - 1. 0. zi p. Itis
important to distinguish between the name of the archive task and the name of the archive generated by the
archive task. The default name for archives can be changed with the ar chi vesBaseNane project property.
The name of the archive can aso be changed at any time later on.

There are a number of properties which you can set on an archive task. These are listed below in Table 18.1,
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“Archive tasks - naming properties’. Y ou can, for example, change the name of the archive:

Example 18.20. Configuration of archivetask - custom archive name

buil d. gradl e

apply plugin: 'java'
version = 1.0

task nyZip(type: Zip) {
from' sonedir'

baseNane = 'cust onmNane'

}

println myZp. archi veNanme

Output of gradl e -gq nmyZip

> gradle -q nyZip
cust omNanme- 1. 0. zi p

Y ou can further customize the archive names:

Example 18.21. Configuration of archivetask - appendix & classifier

bui I d. gradl e

apply plugin: 'java'
ar chi vesBaseName = 'gradl e
version = 1.0

task nyZip(type: Zp) {
appendi x = 'wrapper'
classifier = "src'
from' sonedir'

}

println myZ p.archi veName

Output of gradl e -q nyZip

> gradle -q nyZip
gradl e-w apper-1.0-src.zip
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Table 18.1. Archivetasks - naming properties

Property name Type Default value Description

ar chi veNane String baseName-appendi x-ver si on-cl assi fi er. eXhebasediie
If any of these properties is empty the trailing - is  name of the

not added to the name. generated
archive

ar chi vePat h File destinationDi r/ archi veNane The absolute
path of the
generated
archive.

destinationDir File Depends on the archive type. JARs and WARS go The
intoproj ect. buildDir/libraries.ZIPs directory to
and TARsgointo pr oj ect . bui | dDi r/ di st ri but gemesste the
archiveinto

baseNane String project.nanme The base
name portion
of the
archivefile
name.

appendi x String null The
appendix
portion of
the archive
file name.

version String project.version The version
portion of
the archive
file name.

classifier String null The
classifier
portion of
the archive
file name,

ext ensi on String  Dependson the archive type, and for TAR files, the The
compression typeaswell: zi p,j ar,war ,tar,t gz extension of
ortbz2. the archive
file name.

18.8.2. Sharing content between multiple archives

You can usethe Pr oj ect . copySpec() method to share content between archives.
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Often you will want to publish an archive, so that it is usable from another project. This processis described in
Chapter 30, Publishing artifacts
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19

Using Ant from Gradle

Gradle provides excellent integration with Ant. You can use individual Ant tasks or entire Ant builds in your
Gradle builds. In fact, you will find that it's far easier and more powerful using Ant tasks in a Gradle build
script, than it isto use Ant's XML format. You could even use Gradle ssimply as a powerful Ant task scripting
tool.

Ant can be divided into two layers. The first layer isthe Ant language. It provides the syntax for the bui | d. xm
file, the handling of the targets, specia constructs like macrodefs, and so on. In other words, everything except
the Ant tasks and types. Gradle understands this language, and allows you to import your Ant bui | d. xm
directly into a Gradle project. Y ou can then use the targets of your Ant build asif they were Gradle tasks.

The second layer of Ant isitswealth of Ant tasks and types, like j avac, copy or j ar . For this layer Gradle
provides integration simply by relying on Groovy, and the fantastic Ant Bui | der .

Finally, since build scripts are Groovy scripts, you can aways execute an Ant build as an external process. Y our
build script may contain statements like:" ant cl ean conpi | e". execut e() . [8

You can use Gradle's Ant integration as a path for migrating your build from Ant to Gradle. For example, you
could start by importing your existing Ant build. Then you could move your dependency declarations from the
Ant script to your build file. Finally, you could move your tasks across to your build file, or replace them with
some of Gradle's plugins. This process can be done in parts over time, and you can have aworking Gradle build
during the entire process.

19.1. Using Ant tasks and types in your build

In your build script, a property called ant is provided by Gradle. This is a reference to an Ant Bui | der
instance. This Ant Bui | der isused to access Ant tasks, types and properties from your build script. Thereisa
very simple mapping from Ant'sbui | d. xm format to Groovy, which is explained below.

You execute an Ant task by calling a method on the Ant Bui | der instance. You use the task name as the
method name. For example, you execute the Ant echo task by calling the ant . echo() method. The
attributes of the Ant task are passed as Map parameters to the method. Below is an example of the echo task.
Notice that we can also mix Groovy code and the Ant task markup. This can be extremely powerful.
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Example 19.1. Using an Ant task
buil d. gradl e

task hello << {
String greeting = 'hello from Ant'

ant . echo( nessage: greeting)

Output of gradl e hel | o
> gradle hello
“hello
[ant:echo] hello from Ant

BU LD SUCCESSFUL

Total tinme: 1 secs

Y ou pass nested text to an Ant task by passing it as a parameter of the task method call. In this example, we pass
the message for the echo task as nested text:

Example 19.2. Passing nested text to an Ant task

buil d. gradl e

task hello << {

ant. echo(' hello from Ant")

}

Output of gradl e hel | o

> gradle hello
“hello
[ant:echo] hello from Ant

BU LD SUCCESSFUL

Total tinme: 1 secs

Y ou pass nested elements to an Ant task inside a closure. Nested elements are defined in the same way as tasks,
by calling a method with the same name as the element we want to define.

Example 19.3. Passing nested elementsto an Ant task

buil d. gradl e

task zip << {
ant. zip(destfile: "archive.zip') {
fileset(dir: "src') {
i ncl ude(name: "**. xm")

excl ude(name: '**.java')
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You can access Ant types in the same way that you access tasks, using the name of the type as the method
name. The method call returns the Ant data type, which you can then use directly in your build script. In the
following example, we create an Ant pat h object, then iterate over the contents of it.

Example 19.4. Using an Ant type

buil d. gradl e

task list << {
def path = ant.path {
fileset(dir: '"libs', includes: "*.jar")

}
path.list().each {

println it

}

More information about Ant Bui | der can befound in'Groovy in Action' 8.4 or at the Groovy Wiki

19.1.1. Using custom Ant tasks in your build

To make custom tasks available in your build, you can use the t askdef (usually easier) or t ypedef Ant
task, just asyou would inabui | d. xm file. You can then refer to the custom Ant task as you would a built-in
Ant task.

Example 19.5. Using a custom Ant task
buil d. gradl e

task check << {

ant . t askdef (resource: 'checkstyl etask. properties') {

cl asspath {
fileset(dir: '"libs', includes: '"*.jar")

}

}

ant . checkstyl e(config: 'checkstyle. xm"') {
fileset(dir: '"src')

}

Y ou can use Gradl€'s dependency management to assemble the classpath to use for the custom tasks. To do this,
you need to define a custom configuration for the classpath, then add some dependencies to the configuration.
Thisis described in more detail in Section 23.4, “How to declare your dependencies’.

Example 19.6. Declaring the classpath for a custom Ant task

buil d. gradl e

configurations {
pnmd
}

dependenci es {
pnd group: 'pnd', nane: 'pnd', version: '4.2.5

}
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To use the classpath configuration, use the asPat h property of the custom configuration.

Example 19.7. Using a custom Ant task and dependency management together

bui I d. gradl e

task check << {
ant . t askdef (name: ' pnd',
cl assnane: 'net.sourceforge. pnd. ant. PMDTask' ,
cl asspat h: configurations. pnd. asPat h)
ant . pnd(short Fi | enanes: 'true',
failonrul eviolation: '"true',

rul esetfiles: file(' pnd-rules.xm').toURI().toString()) {
formatter(type: 'text', toConsole: 'true')
fileset(dir: '"src')

19.2. Importing an Ant build

You can use the ant . i nport Bui | d() method to import an Ant build into your Gradle project. When you
import an Ant build, each Ant target is treated as a Gradle task. This means you can manipulate and execute the
Ant targets in exactly the same way as Gradle tasks.

Example 19.8. Importing an Ant build

bui I d. gradl e

ant.inportBuild 'build. xm'

bui | d. xmi

<proj ect >
<target name="hello0">
<echo>Hel | o, from Ant</echo>

</target >
</ pr oj ect >

Output of gradl e hel | o

> gradle hello

“hello

[ant:echo] Hello, from Ant
BU LD SUCCESSFUL

Total tinme: 1 secs

Y ou can add atask which depends on an Ant target:
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Example 19.9. Task that depends on Ant target
buil d. gradl e

ant.inportBuild 'build. xm"

task intro(dependsOn: hello) << {

println 'Hello, from G adl e’

}

Output of gradl e intro

> gradle intro

thello

[ant:echo] Hello, from Ant
iintro

Hello, from Gradle

BU LD SUCCESSFUL

Total tinme: 1 secs

Or, you can add behaviour to an Ant target:

Example 19.10. Adding behaviour to an Ant target
buil d. gradl e

ant.inportBuild 'build. xm'

hello << {
println "Hello, from G adl e’

}

Output of gradl e hel | o
> gradle hello
chello
[ant:echo] Hello, from Ant
Hello, from Gradle
BU LD SUCCESSFUL

Total tinme: 1 secs

It isaso possible for an Ant target to depend on a Gradle task:
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Example 19.11. Ant tar get that depends on Gradle task

bui I d. gradl e

ant.inportBuild 'build. xm"

task intro << {
println 'Hello, from G adl e’

}

bui | d. xm

<pr oj ect >
<target name="hel | 0" depends="intro">

<echo>Hel | o, from Ant </ echo>
</target>
</ pr oj ect >

Output of gradl e hel | o
> gradle hello
intro
Hello, from G adle

chello
[ant:echo] Hello, from Ant

BU LD SUCCESSFUL

Total tinme: 1 secs

Sometimes it may be necessary to “rename” the task generated for an Ant target to avoid a naming collision
with existing Gradle tasks. To do this, usethe Ant Bui | der . i nport Bui | d() method.

Example 19.12. Renaming imported Ant targets

buil d. gradl e

ant . inportBuil d(' build.xm ") { antTargetName ->

"a-' + ant Tar get Nane

}

bui | d. xmi

<proj ect >
<target name="hello0">
<echo>Hel | o, from Ant </ echo>

</target >
</ pr oj ect >

Output of gradl e a-hell o
> gradle a-hello
sa-hello
[ant:echo] Hello, from Ant
BUI LD SUCCESSFUL

Total tine: 1 secs
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Note that while the second argument to this method should be a Tr ansf or ner , when programming in Groovy
we can simply use a closure instead of an anonymous inner class (or similar) due to Groovy's support for
automatically coercing closures to single-abstract-method types.

19.3. Ant properties and references

There are several ways to set an Ant property, so that the property can be used by Ant tasks. You can set the
property directly on the Ant Bui | der instance. The Ant properties are also available as a Map which you can
change. You can also use the Ant pr oper t y task. Below are some examples of how to do this.

Example 19.13. Setting an Ant property

buil d. gradl e

.buildDir = buildDr
.properties.buildDir = buildDir

.properties['buildDir'] = buildDir
.property(name: 'buildDir', location: buildDir)

bui | d. xm

<echo>bui | dDi r = ${bui |l dDi r} </ echo>

Many Ant tasks set properties when they execute. There are several ways to get the value of these properties.
You can get the property directly from the Ant Bui | der instance. The Ant properties are also available as a

Map. Below are some examples.

Example 19.14. Getting an Ant property
bui I d. xm

<property nane="ant Prop" val ue="a property defined in an Ant build"/>

bui I d. gradl e

println ant.antProp
println ant.properties.antProp
println ant.properties['antProp']

There are several waysto set an Ant reference:

Example 19.15. Setting an Ant reference
buil d. gradl e

ant.path(id: 'classpath', location: 'libs")
ant . references. cl asspath = ant.path(location: 'libs")
ant.references[' classpath'] = ant.path(location: "libs")

bui | d. xni

<pat h refid="cl asspath"/>
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There are several waysto get an Ant reference:

Example 19.16. Getting an Ant reference

bui | d. xm

<pat h id="antPath" |ocation="1ibs"/>

bui I d. gradl e

println ant.references. antPath

println ant.references['antPath']

19.4. API

The Ant integration is provided by Ant Bui | der .

[8] In Groovy you can execute Strings. To learn more about executing external processes with Groovy have a
look in 'Groovy in Action' 9.3.2 or at the Groovy wiki
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20

TheBuild Lifecycle

We said earlier that the core of Gradle is a language for dependency based programming. In Gradle terms this
means that you can define tasks and dependencies between tasks. Gradle guarantees that these tasks are
executed in the order of their dependencies, and that each task is executed only once. These tasks form a

Directed Acyclic Graph. There are build tools that build up such a dependency graph as they execute their tasks.
Gradle builds the complete dependency graph before any task is executed. Thislies at the heart of Gradle and
makes many things possible which would not be possible otherwise.

Your build scripts configure this dependency graph. Therefore they are strictly speaking build configuration
scripts.

20.1. Build phases

A Gradle build has three distinct phases.

Initialization
Gradle supports single and multi-project builds. During the initialization phase, Gradle determines which
projects are going to take part in the build, and creates a Pr oj ect instance for each of these projects.

Configuration
During this phase the project objects are configured. The build scripts of all projects which are part of the
build are executed. Gradle 1.4 introduced an incubating opt-in feature called configuration on demand. In
this mode, Gradle configures only relevant projects (see Section 24.1.1.1, “Configuration on demand”).

Execution
Gradle determines the subset of the tasks, created and configured during the configuration phase, to be
executed. The subset is determined by the task name arguments passed to the gradle command and the
current directory. Gradle then executes each of the selected tasks.

20.2. Settingsfile

Beside the build script files, Gradle defines a settings file. The settings file is determined by Gradle via a
naming convention. The default name for this file is set ti ngs. gr adl e. Later in this chapter we explain
how Gradle looks for a settings file.

The settings file is executed during the initialization phase. A multiproject build must haveaset t i ngs. gradl e
filein the root project of the multiproject hierarchy. It is required because the settings file defines which projects
are taking part in the multi-project build (see Chapter 24, Multi-project Builds). For a single-project build, a
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settings file is optional. Besides defining the included projects, you might need it to add libraries to your build
script classpath (see Chapter 41, Organizing Build Logic). Let's first do some introspection with a single project
build:

Example 20.1. Single project build

settings.gradle

println 'This is executed during the initialization phase.

buil d. gradl e

println 'This is executed during the configuration phase.

task configured {
println 'This is al so executed during the configuration phase.

}

task test << {
println 'This is executed during the execution phase.

}

task testBoth {
doFirst {
println 'This is executed first during the execution phase.
}
doLast {
println 'This is executed |ast during the execution phase.

}

println 'This is executed during the configuration phase as well.

Output of gr adl e test testBoth

> gradle test testBoth

This is executed during the initialization phase.

This is executed during the configuration phase.

This is also executed during the configuration phase.
This is executed during the configuration phase as well.
jtest

This is executed during the execution phase.

:testBoth

This is executed first during the execution phase.

This is executed |ast during the execution phase.

BU LD SUCCESSFUL

Total tinme: 1 secs

For a build script, the property access and method calls are delegated to a project object. Similarly property
access and method calls within the settings file is delegated to a settings object. Look at the Set t i ngs classin
the APl documentation for more information.
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20.3. Multi-project builds

A multi-project build is a build where you build more than one project during a single execution of Gradle. You
have to declare the projects taking part in the multiproject build in the settings file. There is much more to say
about multi-project buildsin the chapter dedicated to this topic (see Chapter 24, Multi-project Builds).

20.3.1. Project locations

Multi-project builds are always represented by a tree with a single root. Each element in the tree represents a
project. A project has a path which denotes the position of the project in the multi-project build tree. In most
cases the project path is consistent with the physical location of the project in the file system. However, this
behavior is configurable. The project tree is created in the set ti ngs. gr adl e file. By default it is assumed
that the location of the settings file is also the location of the root project. But you can redefine the location of
the root project in the settings file.

20.3.2. Building the tree

In the settings file you can use a set of methods to build the project tree. Hierarchical and flat physical layouts
get special support.

20.3.2.1. Hierarchical layouts

Example 20.2. Hierar chical layout

settings.gradle

include 'projectl', 'project2:child , 'project3:childl

Thei ncl ude method takes project paths as arguments. The project path is assumed to be equal to the relative
physica file system path. For example, a path 'services.api' is mapped by default to a folder 'services/api’
(relative from the project root). Y ou only need to specify the leaves of the tree. This means that the inclusion of
the path 'services:hotels.api' will result in creating 3 projects: 'services, 'services.hotels and 'services:hotels:api'.

20.3.2.2. Flat layouts

Example 20.3. Flat layout
settings.gradle

i ncl udeFl at 'project3', 'projectd

Thei ncl udeFl at method takes directory names as an argument. These directories need to exist as siblings
of the root project directory. The location of these directories are considered as child projects of the root project
in the multi-project tree.
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20.3.3. Modifying elements of the project tree

The multi-project tree created in the settings file is made up of so called project descriptors. You can modify
these descriptorsin the settings file at any time. To access a descriptor you can do:

Using this descriptor you can change the name, project directory and build file of a project.

Example 20.4. M odification of elements of the project tree

settings.gradle

println rootProject.nanme

println project(':projectA ). nane

settings.gradle

root Proj ect.name = ' nain'

project(':projectA).projectDir = new File(settingsDir, '../ny-project-a')
project(':projectA).buildFileName = 'projectA gradle'

Look at the Pr oj ect Descri pt or classinthe APl documentation for more information.

20.4. Initialization

How does Gradle know whether to do a single or multiproject build? If you trigger a multiproject build from a
directory with a settings file, things are easy. But Gradle also alows you to execute the build from within any
subproject taking part in the build. (9 1 you execute Gradle from within aproject withno set ti ngs. gradl e
file, Gradle looksfor aset ti ngs. gr adl e filein the following way:

® |tlooksin adirectory called mast er which hasthe same nesting level as the current dir.

® |f not found yet, it searches parent directories.

¢ [f not found yet, the build is executed as a single project build.

* |f asettings.gradl e fileis found, Gradle checks if the current project is part of the multiproject
hierarchy defined in the found set t i ngs. gr adl e file. If not, the build is executed as a single project
build. Otherwise a multiproject build is executed.

What is the purpose of this behavior? Gradle needs to determine whether the project you are in is a subproject of
a multiproject build or not. Of course, if it is a subproject, only the subproject and its dependent projects are
built, but Gradle needs to create the build configuration for the whole multiproject build (see Chapter 24,

Multi-project Builds). Y ou can use the - u command line option to tell Gradle not to look in the parent hierarchy
forasettings. gradl e file. The current project is then always built as a single project build. If the current
project containsaset ti ngs. gr adl e file, the - u option has no meaning. Such a build is always executed as:

® asingle project build, if theset t i ngs. gr adl e file does not define amultiproject hierarchy
* amultiproject build, if theset t i ngs. gr adl e file does define amultiproject hierarchy.

The automatic search for a settings. gradl e file only works for multi-project builds with a physical
hierarchical or flat layout. For aflat layout you must additionally follow the naming convention described above
(“mast er "). Gradle supports arbitrary physical layouts for a multiproject build, but for such arbitrary layouts
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you need to execute the build from the directory where the settings file is located. For information on how to run
partial builds from the root see Section 24.4, “Running tasks by their absolute path”.

Gradle creates a Project object for every project taking part in the build. For a multi-project build these are the
projects specified in the Settings object (plus the root project). Each project object has by default a name equal
to the name of its top level directory, and every project except the root project has a parent project. Any project
may have child projects.

20.5. Configuration and execution of asingle
project build

For a single project build, the workflow of the after initialization phases are pretty simple. The build script is
executed against the project object that was created during the initialization phase. Then Gradle looks for tasks
with names equal to those passed as command line arguments. If these task names exist, they are executed as a
separate build in the order you have passed them. The configuration and execution for multi-project builds is
discussed in Chapter 24, Multi-project Builds.

20.6. Responding to the lifecycle in the build script

Your build script can receive notifications as the build progresses through its lifecycle. These notifications
generally take two forms: Y ou can either implement a particular listener interface, or you can provide a closure
to execute when the natification is fired. The examples below use closures. For details on how to use the listener
interfaces, refer to the APl documentation.

20.6.1. Project evaluation

Y ou can receive a notification immediately before and after a project is evaluated. This can be used to do things
like performing additional configuration once all the definitions in a build script have been applied, or for some
custom logging or profiling.

Below isan examplewhich adds at est task to each project which hasahasTest s property value of true.
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Example 20.5. Adding of test task to each project which has certain property set

bui I d. gradl e

al | projects {
after Eval uate { project ->
if (project.hasTests) {
println "Adding test task to $project”
project.task('test') << {

println "Running tests for $project"

proj ect A gradl e

hasTests = true

Output of gradl e -q test

> gradle -q test
Adding test task to project ':projectA
Running tests for project ':projectA

This example uses method Pr oj ect . af t er Eval uat e() to add a closure which is executed after the
project is evaluated.

It is also possible to receive notifications when any project is evaluated. This example performs some custom
logging of project evaluation. Notice that the af t er Pr oj ect notification is received regardless of whether
the project evaluates successfully or fails with an exception.

Example 20.6. Notifications

bui I d. gradl e

gradl e. afterProj ect {project, projectState ->
if (projectState.failure) {
println "Eval uati on of $project FAlILED'

} else {
println "Eval uati on of $project succeeded"

}

Output of gradl e -q test
> gradle -q test
Eval uation of root project 'buildProjectEval uateEvents' succeeded

Eval uation of project ':projectA succeeded
Eval uation of project ':projectB FAILED

You canaso add aPr oj ect Eval uati onLi st ener tothe G adl e to receive these events.
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20.6.2. Task creation

You can receive a notification immediately after a task is added to a project. This can be used to set some

default values or add behaviour before the task is made available in the build file.

The following example setsthe sr cDi r property of each task asit is created.

Example 20.7. Setting of certain property to all tasks

bui I d. gradl e

t asks. whenTaskAdded { task ->
task.ext.srcDir = 'src/main/java'

}

task a

println "source dir is $a.srcDr"

Outputof gradle -q a

> gradle -q a
source dir is src/main/java

Youcan asoadd an Acti on toaTaskCont ai ner to receive these events.

20.6.3. Task execution graph ready

Y ou can receive a notification immediately after the task execution graph has been populated. We have seen this

already in Section 14.13, “Configure by DAG”.

You can also add a TaskExecut i onGr aphLi st ener to the TaskExecut i onG aph to receive these

events.

20.6.4. Task execution

Y ou can receive a naotification immediately before and after any task is executed.

The following example logs the start and end of each task execution. Notice that the af t er Task notification is

received regardless of whether the task compl etes successfully or fails with an exception.
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Example 20.8. Logging of start and end of each task execution
buil d. gradl e

task ok

task broken(dependsOn: ok) << {
t hrow new Runti meExcepti on(' broken")

}

gradl e. t askG aph. bef oreTask { Task task ->
println "executing $task ..."

}

gradl e. t askG aph. af ter Task { Task task, TaskState state ->
if (state.failure) {
println "FAl LED'
}
el se {
println "done"

}

Output of gr adl e -qg broken

> gradle -qg broken
executing task ':ok'
done

executing task ':broken'
FAI LED

YoucanasouseaTaskExecuti onlLi st ener tothe TaskExecut i onG aph to receive these events.

[9] Gradle supports partial multiproject builds (see Chapter 24, Multi-project Builds).
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21

Wrapper Plugin

The wrapper plugin is currently incubating. Please be aware that the DSL and other configuration may
changein later Gradle versions.

The Gradle wrapper plugin alows the generation of Gradle wrapper files by adding a W apper task, that
generates all files needed to run the build using the Gradle Wrapper. Details about the Gradle Wrapper can be
found in Chapter 5, The Gradle Wrapper.

21.1. Usage

Without modifying the bui | d. gr adl e file, the wrapper plugin can be auto-applied to the root project of the
current build by running “gr adl e wr apper” from the command line. This applies the plugin if no task
named wr apper isalready defined in the build.

21.2. Tasks

The wrapper plugin adds the following tasks to the project:

Table 21.1. Wrapper plugin - tasks

Task name Dependson  Type Description

wr apper - W apper Generates Gradle wrapper files.
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22
L ogging

Thelog isthe main 'Ul' of abuild tool. If it istoo verbose, real warnings and problems are easily hidden by this.
On the other hand you need relevant information for figuring out if things have gone wrong. Gradle defines 6
log levels, as shown in Table 22.1, “Log levels’. There are two Gradle-specific log levels, in addition to the
ones you might normally see. Those levels are QUIET and LIFECYCLE. The latter isthe default, and is used to
report build progress.

Table22.1. Log levels

Level Used for
ERROR Error messages
QUIET Important information messages

WARNING Warning messages
LIFECYCLE Progress information messages
INFO Information messages
DEBUG Debug messages

22.1. Choosing alog level

You can use the command line switches shown in Table 22.2, “Log level command-line options’ to choose
different log levels. In Table 22.3, “ Stacktrace command-line options’ you find the command line switches
which affect stacktrace logging.

Table 22.2. Log level command-line options

Option OutputsLog L evels

no logging options  LIFECY CLE and higher
-qor--quiet QUIET and higher

-i or--info INFO and higher

-dor--debug DEBUG and higher (that is, all log messages)
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Table 22.3. Stacktrace command-line options
Option Meaning

No stacktrace options No stacktraces are printed to the console in case of abuild error (e.g. a
compile error). Only in case of internal exceptions will stacktraces be printed.
If the DEBUG log level is chosen, truncated stacktraces are always printed.

-sor--stacktrace Truncated stacktraces are printed. We recommend this over full stacktraces.
Groovy full stacktraces are extremely verbose (Due to the underlying dynamic
invocation mechanisms. Y et they usually do not contain relevant information
for what has gone wrong in your code.)

-Sor--full-stacktrackhefull stacktraces are printed out.

22.2. \Writing your own log messages

A simple option for logging in your build file is to write messages to standard output. Gradle redirects anything
written to standard output to it's logging system at the QUI ET log level.

Example 22.1. Using stdout to write log messages

bui I d. gradl e

println 'A nessage which is | ogged at QU ET | evel"

Gradle also provides a | ogger property to a build script, which is an instance of Logger . This interface
extends the SLF4J Logger interface and adds afew Gradle specific methods to it. Below is an example of how
thisis used in the build script:

Example 22.2. Writing your own log messages

buil d. gradl e

.quiet('An info | og nmessage which is always | ogged.")
.error('An error |og nessage.')

.warn(' A warni ng | og nessage. ")
.lifecycle('Alifecycle info | og nessage."')

.info('An info | og nmessage."')
. debug("' A debug | og nessage. ')
.trace(' A trace | og nessage. ')

Y ou can aso hook into Gradle's logging system from within other classes used in the build (classes from the bui | d
directory for example). Simply use an SLFA4J logger. You can use this logger the same way as you use the
provided logger in the build script.
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Example 22.3. Using SL F4J to write log messages
buil d. gradl e

i mport org.slf4j.Logger
i mport org.slf4j.LoggerFactory

Logger sl f4jLogger = LoggerFactory. getlLogger (' some-| ogger')
sl f4j Logger.info(' An info | og nessage | ogged using SLF4j"')

22.3. Logging from external tools and libraries

Internally, Gradle uses Ant and lvy. Both have their own logging system. Gradle redirects their logging output
into the Gradle logging system. There is a 1:1 mapping from the Ant/lvy log levels to the Gradle log levels,
except the Ant/lvy TRACE log level, which is mapped to Gradle DEBUG log level. This means the default
Gradle log level will not show any Ant/lvy output unlessit is an error or awarning.

There are many tools out there which still use standard output for logging. By default, Gradle redirects standard
output to the QUI ET log level and standard error to the ERROR level. This behavior is configurable. The project
object provides a Loggi ngManager , which allows you to change the log levels that standard out or error are
redirected to when your build script is evaluated.

Example 22.4. Configuring standard output capture

buil d. gradl e

| oggi ng. capt ur eSt andar dCut put LogLevel . | NFO

println 'A nessage which is | ogged at | NFO | evel '

To change the log level for standard out or error during task execution, tasks also provide a
Loggi ngManager .

Example 22.5. Configuring standard output capture for atask

buil d. gradl e

task loglnfo {
| oggi ng. capt ur eSt andar dOut put LogLevel . | NFO
doFirst {

println 'A task nmessage which is | ogged at |INFO | evel'

}

Gradle also provides integration with the Java Util Logging, Jakarta Commons Logging and Log4j logging
toolkits. Any log messages which your build classes write using these logging toolkits will be redirected to
Gradl€'s logging system.
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22.4. Changing what Gradle logs

You can replace much of Gradle's logging Ul with your own. You might do this, for example, if you want to
customize the Ul in some way - to log more or less information, or to change the formatting. Y ou replace the
logging using the Gr adl e. uselLogger () method. Thisis accessible from a build script, or an init script, or
via the embedding API. Note that this completely disables Gradle's default output. Below is an example init
script which changes how task execution and build completion is logged.
Example 22.6. Customizing what Gradlelogs
init.gradle

uselLogger (new Cust omEvent Logger ())

cl ass CustonEvent Logger extends Buil dAdapter inplenents TaskExecutionLi stener {

public void beforeExecute(Task task) {
println "[$task. nane]"

}

public void afterExecute(Task task, TaskState state) {

println()

}

public void buil dFi ni shed(Bui |l dResult result) {
println "build conpleted
if (result.failure !'= null) {
result.failure.printStackTrace()

Outputof gradle -1 init.gradle build
> gradle -1 init.gradle build
[ conpi | e]

conpi ling source

[test Conpil €]
conpi ling test source

[test]
running unit tests

[ bui | d]

buil d conpl et ed

Your logger can implement any of the listener interfaces listed below. When you register a logger, only the
logging for the interfaces that it implements is replaced. Logging for the other interfaces is left untouched. Y ou
can find out more about the listener interfaces in Section 20.6, “ Responding to the lifecycle in the build script”.

® Bui |l dLi st ener
® Project Eval uati onLi st ener

Page 152 of 547


http://www.gradle.org/docs/2.10/dsl/org.gradle.api.invocation.Gradle.html#org.gradle.api.invocation.Gradle:useLogger(java.lang.Object)
http://www.gradle.org/docs/2.10/javadoc/org/gradle/BuildListener.html
http://www.gradle.org/docs/2.10/javadoc/org/gradle/api/ProjectEvaluationListener.html

®* TaskExecuti onG aphLi st ener
® TaskExecuti onLi st ener
®* TaskActi onLi st ener
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23

Dependency M anagement

23.1. Introduction

Dependency management is a critical feature of every build, and Gradle has placed an emphasis on offering
first-class dependency management that is both easy to understand and compatible with a wide variety of
approaches. If you are familiar with the approach used by either Maven or Ivy you will be delighted to learn that
Gradle is fully compatible with both approaches in addition to being flexible enough to support
fully-customized approaches.

Here are the major highlights of Gradle's support for dependency management:

* Transitive dependency management: Gradle gives you full control of your project's dependency tree.

* Support for non-managed dependencies: If your dependencies are simply filesin version control or a shared
drive, Gradle provides powerful functionality to support this.

* Support for custom dependency definitions.: Gradle's Module Dependencies give you the ability to describe
the dependency hierarchy in the build script.

¢ A fully customizable approach to Dependency Resolution: Gradle provides you with the ability to customize
resolution rules making dependency substitution easy.

* Full Compatibility with Maven and Ivy: If you have defined dependenciesin a Maven POM or an vy file,
Gradle provides seamless integration with arange of popular build tools.

® |ntegration with existing dependency management infrastructure: Gradle is compatible with both Maven
and vy repositories. If you use Archiva, Nexus, or Artifactory, Gradle is 100% compatible with all
repository formats.

With hundreds of thousands of interdependent open source components each with a range of versions and
incompatibilities, dependency management has a habit of causing problems as builds grow in complexity. When
a build's dependency tree becomes unwieldy, your build tool shouldn't force you to adopt a single, inflexible
approach to dependency management. A proper build system has to be designed to be flexible, and Gradle can
handle any situation.
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23.1.1. Flexible dependency management for migrations

Dependency management can be particularly challenging during a migration from one build system to another.
If you are migrating from atool like Ant or Maven to Gradle, you may be faced with some difficult situations.
For example, one common pattern is an Ant project with version-less jar files stored in the filesystem. Other
build systems require a wholesale replacement of this approach before migrating. With Gradle, you can adapt
your new build to any existing source of dependencies or dependency metadata. This makes incremental
migration to Gradle much easier than the aternative. On most large projects, build migrations and any change to
development process is incremental because most organizations can't afford to stop everything and migrate to a
build tool's idea of dependency management.

Even if your project is using a custom dependency management system or something like an Eclipse .classpath
file as master data for dependency management, it is very easy to write a Gradle plugin to use this data in
Gradle. For migration purposes this is a common technique with Gradle. (But, once you've migrated, it might be
agood ideato move away from a.classpath file and use Gradle's dependency management features directly.)

23.1.2. Dependency management and Java

It isironic that in alanguage known for its rich library of open source components that Java has no concept of
libraries or versions. In Java, there is no standard way to tell the VM that you are using version 3.0.5 of
Hibernate, and there is no standard way to say that f oo- 1. 0. j ar dependsonbar - 2. 0. j ar . Thishasled to
external solutions often based on build tools. The most popular ones at the moment are Maven and Ivy. While
Maven provides a complete build system, Ivy focuses solely on dependency management.

Both tools rely on descriptor XML files, which contain information about the dependencies of a particular jar.
Both also use repositories where the actua jars are placed together with their descriptor files, and both offer
resolution for conflicting jar versions in one form or the other. Both have emerged as standards for solving
dependency conflicts, and while Gradle originally used Ivy under the hood for its dependency management.
Gradle has replaced this direct dependency on lvy with a native Gradle dependency resolution engine which
supports a range of approaches to dependency resolution including both POM and Ivy descriptor files.

23.2. Dependency Management Best Practices

While Gradle has strong opinions on dependency management, the tool gives you a choice between two options:
follow recommended best practices or support any kind of pattern you can think of. This section outlines the
Gradle project's recommended best practices for managing dependencies.

No matter what the language, proper dependency management is important for every project. From a complex
enterprise application written in Java depending on hundreds of open source libraries to the ssmplest Clojure
application depending on a handful of libraries, approaches to dependency management vary widely and can
depend on the target technology, the method of application deployment, and the nature of the project. Projects
bundled as reusable libraries may have different requirements than enterprise applications integrated into much
larger systems of software and infrastructure. Despite this wide variation of requirements, the Gradle project
recommends that all projects follow this set of corerules:
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23.2.1. Put the Version in the Filename (Version the jar)

The version of alibrary must be part of the filename. While the version of ajar is usually in the Manifest file, it
isn't readily apparent when you are inspecting a project. If someone asks you to look at a collection of 20 jar
files, which would you prefer? A collection of files with names like conmons- beanutil s-1.3.jar ora
collection of files with names like spri ng. j ar ? If dependencies have file names with version humbers you
can quickly identify the versions of your dependencies.

If versions are unclear you can introduce subtle bugs which are very hard to find. For example there might be a
project which uses Hibernate 2.5. Think about a developer who decides to install version 3.0.5 of Hibernate on
her machine to fix acritical security bug but forgets to notify othersin the team of this change. She may address
the security bug successfully, but she also may have introduced subtle bugs into a codebase that was using a
now-deprecated feature from Hibernate. Weeks later there is an exception on the integration machine which
can't be reproduced on anyone's machine. Multiple developers then spend days on this issue only finally
realising that the error would have easy to uncover if they knew that Hibernate had been upgraded from 2.5 to
3.0.5.

Versions in jar names increase the expressiveness of your project and make them easier to maintain. This
practice also reduces the potential for error.

23.2.2. Manage transitive dependencies

Transitive dependency management is a technique that enables your project to depend on libraries which, in
turn, depend on other libraries. This recursive pattern of transitive dependencies resultsin atree of dependencies
including your project's first-level dependencies, second-level dependencies, and so on. If you don't model your
dependencies as a hierarchical tree of first-level and second-level dependenciesit is very easy to quickly lose
control over an assembled mess of unstructured dependencies. Consider the Gradle project itself, while Gradle
only has a few direct, first-level dependencies, when Gradle is compiled it needs more than one hundred
dependencies on the classpath. On a far larger scale, Enterprise projects using Spring, Hibernate, and other
libraries, alongside hundreds or thousands of internal projects, can result in very large dependency trees.

When these large dependency trees need to change, you'll often have to solve some dependency version
conflicts. Say one open source library needs one version of alogging library and a another uses an aternative
version. Gradle and other build tools all have the ability to resolve conflicts, but what differentiates Gradle is the
control it gives you over transitive dependencies and conflict resolution.

While you could try to manage this problem manually, you will quickly find that this approach doesn't scale. If
you want to get rid of afirst level dependency you really can't be sure which other jars you should remove. A
dependency of afirst level dependency might also be afirst level dependency itself, or it might be a transitive
dependency of yet another first level dependency. If you try to manage transitive dependencies yourself, the end
of the story is that your build becomes brittle: no one dares to change your dependencies because the risk of
breaking the build is too high. The project classpath becomes a complete mess, and, if a classpath problem
arises, hell on earth invites you for aride.

NOTE:In one project, we found a mystery LDAP related jar in the classpath. No code referenced this jar
and there was no connection to the project. No one could figure out what the jar was for, until it was
removed from the build and the application suffered massive performance problems whenever it
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attempted to authenticate to LDAP. This mystery jar was a necessary transitive, fourth-level dependency
that was easy to miss because no one had bothered to use managed transitive dependencies.

Gradle offers you different ways to express first-level and transitive dependencies. With Gradle you can mix
and match approaches; for example, you could store your jars in an SCM without XML descriptor files and still
use transitive dependency management.

23.2.3. Resolve version conflicts

Conflicting versions of the same jar should be detected and either resolved or cause an exception. If you don't
use transitive dependency management, version conflicts are undetected and the often accidental order of the
classpath will determine what version of a dependency will win. On a large project with many developers
changing dependencies, successful builds will be few and far between as the order of dependencies may directly
affect whether a build succeeds or fails (or whether a bug appears or disappears in production).

If you haven't had to deal with the curse of conflicting versions of jars on a classpath, here is a small anecdote of
the fun that awaits you. In alarge project with 30 submodules, adding a dependency to a subproject changed the
order of a classpath, swapping Spring 2.5 for an older 2.4 version. While the build continued to work,
devel opers were starting to notice all sorts of surprising (and surprisingly awful) bugs in production. Worse yet,
this unintentional downgrade of Spring introduced several security vulnerabilities into the system, which now
required a full security audit throughout the organization.

In short, version conflicts are bad, and you should manage your transitive dependencies to avoid them. You
might also want to learn where conflicting versions are used and consolidate on a particular version of a
dependency across your organization. With a good conflict reporting tool like Gradle, that information can be
used to communicate with the entire organization and standardize on a single version. If you think version
conflicts don't happen to you, think again. It is very common for different first-level dependenciesto rely on a
range of different overlapping versions for other dependencies, and the VM doesn't yet offer an easy way to
have different versions of the same jar in the classpath (see Section 23.1.2, “ Dependency management and Java’

).

Gradle offers the following conflict resolution strategies:

* Newest: The newest version of the dependency is used. Thisis Gradle's default strategy, and is often an
appropriate choice as long as versions are backwards-compatible.

® Fail: A version conflict resultsin abuild failure. This strategy requires all version conflicts to be resolved
explicitly in the build script. See Resol ut i onSt r at egy for details on how to explicitly choose a
particular version.

While the strategies introduced above are usually enough to solve most conflicts, Gradle provides more
fine-grained mechanisms to resolve version conflicts:

* Configuring afirst level dependency as forced. This approach is useful if the dependency in conflict is
aready afirst level dependency. See examplesin DependencyHandl er .

® Configuring any dependency (transitive or not) as forced. This approach is useful if the dependency in
conflict is atransitive dependency. It also can be used to force versions of first level dependencies. See
examplesin Resol uti onStr at egy

® Dependency resolve rules are an incubating feature introduced in Gradle 1.4 which give you fine-grained
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control over the version selected for a particular dependency.

To deal with problems due to version conflicts, reports with dependency graphs are also very helpful. Such
reports are another feature of dependency management.

23.2.4. Use Dynamic Versions and Changing Modules

There are many situations when you want to use the latest version of a particular dependency, or the latest in a
range of versions. This can be a requirement during development, or you may be developing a library that is
designed to work with a range of dependency versions. You can easily depend on these constantly changing
dependencies by using a dynamic version. A dynamic version can be either aversion range (e.g. 2. +) or it can
be a placeholder for the latest version available (e.g. | at est . i nt egrati on).

Alternatively, sometimes the module you reguest can change over time, even for the same version. An example
of this type of changing module is a Maven SNAPSHOT module, which aways points at the latest artifact
published. In other words, a standard Maven snapshot is a module that never stands still so to speak, it is a
“changing modul€e”.

The main difference between a dynamic version and a changing module is that when you resolve a dynamic
version, you'll get the real, static version as the module name. When you resolve a changing module, the
artifacts are named using the version you requested, but the underlying artifacts may change over time.

By default, Gradle caches dynamic versions and changing modules for 24 hours. Y ou can override the default
cache modes using command line options. You can change the cache expiry times in your build using the
resolution strategy (see Section 23.9.3, “Fine-tuned control over dependency caching”).

23.3. Dependency configurations

In Gradle dependencies are grouped into configurations. Configurations have a name, a number of other
properties, and they can extend each other. Many Gradle plugins add pre-defined configurations to your project.
The Java plugin, for example, adds some configurations to represent the various classpaths it needs. see
Section 45.5, “Dependency management” for details. Of course you can add custom configurations on top of
that. There are many use cases for custom configurations. This is very handy for example for adding
dependencies not needed for building or testing your software (e.g. additional JDBC drivers to be shipped with
your distribution).

A project's configurations are managed by a confi gurati ons object. The closure you pass to the
configurations object is applied against its API. To learn more about this APl have a look at
Confi gur ati onCont ai ner.

To define a configuration:

Example 23.1. Definition of a configuration

bui | d. gradl e

configurations {

conpi |l e
}
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To access a configuration:;

Example 23.2. Accessing a configuration

buil d. gradl e

println configurations. conpil e. nanme

println configurations[' conpile'].name

To configure a configuration:

Example 23.3. Configuration of a configuration
buil d. gradl e

configurations {
conpi l e {
description = 'conpil e cl asspath'
transitive = true
}
runtine {
ext endsFrom conpi |l e
}
}

configurations. conpile {
description = 'conpile classpath'

}

23.4. How to declare your dependencies

There are several different types of dependencies that you can declare:
Table 23.1. Dependency types

Type Description

External module dependency
Project dependency
File dependency

Client module dependency

Gradle API dependency

Local Groovy dependency

A dependency on an external module in some repository.
A dependency on another project in the same build.
A dependency on a set of files on the local filesystem.

A dependency on an external module, where the artifacts are located in
some repository but the module meta-datais specified by the local build.

Y ou use thiskind of dependency when you want to override the meta-data
for the module.

A dependency on the API of the current Gradle version. Y ou use this kind
of dependency when you are devel oping custom Gradle plugins and task
types.

A dependency on the Groovy version used by the current Gradle version.

Y ou use this kind of dependency when you are developing custom Gradle
plugins and task types.
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23.4.1. External module dependencies

External module dependencies are the most common dependencies. They refer to a module in an external
repository.

Example 23.4. M odule dependencies
buil d. gradl e

dependenci es {
runtime group: 'org.springframework', name: 'spring-core', version: '2.5
runtine 'org.springframework: spring-core: 2.5
"org. springframewor k: spring-aop: 2. 5'
runti me(
[group: 'org.springframework', name: 'spring-core', version: '2.5],
[group: 'org.springframework', nane: 'spring-aop', version: '2.5']

)
runtime(' org. hi bernate: hi bernate: 3.0.5") {
transitive = true
}
runtine group: 'org.hibernate', nanme: 'hibernate', version:
runtime(group: 'org.hibernate', name: 'hibernate', version:
transitive = true

}

Seethe DependencyHandl er classinthe APl documentation for more examples and a compl ete reference.

Gradle provides different notations for module dependencies. There is a string notation and a map notation. A
module dependency has an APl which allows further configuration. Have a look at
Ext er nal Modul eDependency to learn all about the API. This API provides properties and configuration
methods. Viathe string notation you can define a subset of the properties. With the map notation you can define
al properties. To have access to the complete API, either with the map or with the string notation, you can
assign a single dependency to a configuration together with a closure.

If you declare a module dependency, Gradle looks for a module descriptor file (pom xm ori vy. xm ) in the
repositories. If such amodule descriptor file exists, it is parsed and the artifacts of thismodule (e.g. hi ber nat e- 3
) as well asits dependencies (e.g. cglib) are downloaded. If no such module descriptor file exists, Gradle looks
for afilecalled hi ber nat e- 3. 0. 5. j ar to retrieve. In Maven, a module can have one and only one artifact.

In Gradle and Ivy, amodule can have multiple artifacts. Each artifact can have a different set of dependencies.

23.4.1.1. Depending on modules with multiple artifacts

Asmentioned earlier, a Maven module has only one artifact. Hence, when your project depends on a Maven
module, it's obvious what its artifact is. With Gradle or Ivy, the case is different. Ivy's dependency descriptor (i vy. .
) can declare multiple artifacts. For more information, see the Ivy referencefor i vy. xmi . In Gradle, when you
declare adependency on an Ivy module, you actually declare a dependency on the def aul t configuration of
that module. So the actual set of artifacts (typically jars) you depend on is the set of artifacts that are associated
with the def aul t configuration of that module. Here are some situations where this matters:

* Thedef aul t configuration of a module contains undesired artifacts. Rather than depending on the whole

configuration, a dependency on just the desired artifacts is declared.
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* Thedesired artifact belongs to a configuration other than def aul t . That configuration is explicitly named
as part of the dependency declaration.

There are other situations where it is necessary to fine-tune dependency declarations. Please see the
DependencyHandl er classinthe APl documentation for examples and a complete reference for declaring
dependencies.

23.4.1.2. Artifact only notation

As said above, if no module descriptor file can be found, Gradle by default downloads a jar with the name of the
module. But sometimes, even if the repository contains module descriptors, you want to download only the
artifact jar, without the dependencies. [10] And sometimes you want to download a zip from a repository, that
does not have module descriptors. Gradle provides an artifact only notation for those use cases - simply prefix
the extension that you want to be downloaded with' @ sign:

Example 23.5. Artifact only notation
buil d. gradle

dependenci es {
runtime "org.groovy:groovy:2.2.0@ar"

runtime group: 'org.groovy', nane: 'groovy', version: '2.2.0",

An artifact only notation creates a module dependency which downloads only the artifact file with the specified
extension. Existing module descriptors are ignored.

23.4.1.3. Classifiers

The Maven dependency management has the notion of classifiers. 11 Gradle supports this. To retrieve
classified dependencies from a Maven repository you can write:

Example 23.6. Dependency with classifier

buil d. gradl e

conpile "org.gradle.test.classifiers:service:1.0:jdkl5@ar"

ot her Conf group: 'org.gradle.test.classifiers', name: 'service', version:

As can be seen in thefirst line above, classifiers can be used together with the artifact only notation.

It is easy to iterate over the dependency artifacts of a configuration:
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Example 23.7. Iterating over a configuration
buil d. gradl e

task listJars << {
configurations.conpile.each { File file -> println file.nanme }

}

Outputof gradl e -q listJars

> gradle -q listJars

hi bernate-core-3.6.7.Final.jar
antlr-2.7.6.jar

conmons-col | ections-3.1.jar

domdj-1.6.1.jar

hi ber nat e- cormons-annotati ons-3.2.0.Final.jar
hi bernate-jpa-2.0-api-1.0.1.Final.jar
jta-1.1.jar

slfd4j-api-1.6.1.jar

23.4.2. Client module dependencies

Client module dependencies allow you to declare transitive dependencies directly in the build script. They area
replacement for a module descriptor in an external repository.

Example 23.8. Client module dependencies - transitive dependencies
buil d. gradl e

dependenci es {
runti me nmodul e("org. codehaus. groovy: groovy: 2. 4. 4") {
dependency(" commons-cli:comons-cli:1.0") {
transitive = fal se

}

nmodul e(group: 'org.apache.ant', nane: 'ant', version: '1.9.4") {
dependenci es "org. apache. ant: ant-| auncher: 1.9.4@ar",
"org.apache. ant:ant-junit:1.9. 4"

This declares a dependency on Groovy. Groovy itself has dependencies. But Gradle does not ook for an XML
descriptor to figure them out but gets the information from the build file. The dependencies of a client module
can be normal module dependencies or artifact dependencies or another client module. Also look at the API
documentation for the Cl i ent Mbdul e class.

In the current release client modules have one limitation. Let's say your project is a library and you want this
library to be uploaded to your company's Maven or |vy repository. Gradle uploads the jars of your project to the
company repository together with the XML descriptor file of the dependencies. If you use client modules the
dependency declaration in the XML descriptor file is not correct. We will improve this in a future release of
Gradle.
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23.4.3. Project dependencies

Gradle distinguishes between external dependencies and dependencies on projects which are part of the same
multi-project build. For the latter you can declare Project Dependencies.

Example 23.9. Project dependencies

buil d. gradl e

dependenci es {
conpi l e project(':shared")

}

For more information see the APl documentation for Pr oj ect Dependency.

Multi-project builds are discussed in Chapter 24, Multi-project Builds.

23.4.4. File dependencies

File dependencies alow you to directly add a set of files to a configuration, without first adding them to a
repository. This can be useful if you cannot, or do not want to, place certain files in a repository. Or if you do
not want to use any repositories at all for storing your dependencies.

To add some files as a dependency for a configuration, you simply pass a file collection as a dependency:

Example 23.10. File dependencies

bui I d. gradl e

dependenci es {
runtine files('libs/a.jar', 'libs/b.jar")

runtime fileTree(dir: '"libs', include: "*.jar")

File dependencies are not included in the published dependency descriptor for your project. However, file
dependencies are included in transitive project dependencies within the same build. This means they cannot be
used outside the current build, but they can be used with the same build.

Y ou can declare which tasks produce the files for afile dependency. Y ou might do this when, for example, the
files are generated by the build.
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Example 23.11. Generated file dependencies
buil d. gradl e

dependenci es {
conmpile files("$buildDir/classes") {
builtBy 'conpil e’
}

}

task conpile << {
println 'conpiling classes’

}

task |ist(dependsOn: configurations.conpile) << {
println "classpath = ${configurations.conpile.collect {File file -> file.nane}

}

Outputof gradle -q Ii st
> gradle -q |ist

conpi | i ng cl asses
cl asspath = [cl asses]

23.4.5. Gradle APl Dependency

You can declare a dependency on the APl of the current version of Gradle by using the
DependencyHandl er. gradl eApi () method. This is useful when you are developing custom Gradle
tasks or plugins.

Example 23.12. Gradle API dependencies

bui I d. gradl e

dependenci es {
conpi | e gradl eApi ()

}

23.4.6. Local Groovy Dependency

You can declare a dependency on the Groovy that is distributed with Gradle by using the
DependencyHandl er. | ocal Groovy() method. This is useful when you are developing custom Gradle
tasks or plugins in Groovy.

Example 23.13. Gradl€e's Groovy dependencies

bui I d. gradl e

dependenci es {
conpi |l e | ocal G oovy()

}
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23.4.7. Excluding transitive dependencies

Y ou can exclude a transitive dependency either by configuration or by dependency:

Example 23.14. Excluding transitive dependencies
buil d. gradl e

configurations {
conpi | e. excl ude nodul e: ' conmons
al | *. exclude group: 'org.gradle.test.excludes', nodule: 'reports'

}

dependenci es {
conpil e("org. gradl e.test.excludes:api:1.0") {
excl ude nodul e: ' shared

}

If you define an exclude for a particular configuration, the excluded transitive dependency will be filtered for all
dependencies when resolving this configuration or any inheriting configuration. If you want to exclude a
transitive dependency from all your configurations you can use the Groovy spread-dot operator to express this
in a concise way, as shown in the example. When defining an exclude, you can specify either only the
organization or only the module name or both. Also look at the API documentation of the Dependency and
Conf i gur ati on classes.

Not every transitive dependency can be excluded - some transitive dependencies might be essential for correct
runtime behavior of the application. Generally, one can exclude transitive dependencies that are either not
required by runtime or that are guaranteed to be available on the target environment/platform.

Should you exclude per-dependency or per-configuration? It turns out that in the majority of cases you want to
use the per-configuration exclusion. Here are some typical reasons why one might want to exclude a transitive
dependency. Bear in mind that for some of these use cases there are better solutions than exclusions!

® The dependency is undesired due to licensing reasons.

® The dependency is not available in any remote repositories.

® The dependency is not needed for runtime.

® The dependency has aversion that conflicts with a desired version. For that use case please refer to
Section 23.2.3, “Resolve version conflicts’ and the documentation on Resol ut i onSt r at egy for a
potentially better solution to the problem.

Basically, in most of the cases excluding the transitive dependency should be done per configuration. This way
the dependency declaration is more explicit. It is also more accurate because a per-dependency exclude rule
does not guarantee the given transitive dependency does not show up in the configuration. For example, some
other dependency, which does not have any exclude rules, might pull in that unwanted transitive dependency.

Other examples of dependency exclusions can be found in the reference for the Modul eDependency or
DependencyHandl er classes.
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23.4.8. Optiona attributes

All attributes for a dependency are optional, except the name. Which attributes are required for actually finding
dependencies in the repository will depend on the repository type. See Section 23.6, “Repositories’. For
example, if you work with Maven repositories, you need to define the group, name and version. If you work
with filesystem repositories you might only need the name or the name and the version.

Example 23.15. Optional attributes of dependencies

buil d. gradl e

dependenci es {
runtinme ":junit:4.12", ":testng"

runti me name: 'testng'

Y ou can aso assign collections or arrays of dependency notations to a configuration:

Example 23.16. Collections and arrays of dependencies
bui I d. gradl e

Li st groovy = ["org.codehaus. groovy: groovy-all:2. 4. 4@ar",
"commons-cli:comons-cli: 1. 0@ar",
"org.apache.ant:ant: 1. 9. 4@ar"]

Li st hi bernate = ['org. hi bernate: hi bernate: 3.0.5@ar",

' sonegroup: soneorg: 1. 0@ar ' ]
dependenci es {
runti ne groovy, hibernate

}

23.4.9. Dependency configurations

In Gradle a dependency can have different configurations (as your project can have different configurations). If
you don't specify anything explicitly, Gradle uses the default configuration of the dependency. For dependencies
from a Maven repository, the default configuration is the only possibility anyway. If you work with Ivy
repositories and want to declare a non-default configuration for your dependency you have to use the map
notation and declare:

Example 23.17. Dependency configurations
buil d. gradl e

dependenci es {
runtime group: 'org.somegroup', nane: 'sonedependency', version: '1.0', config

}

To do the same for project dependencies you need to declare:
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Example 23.18. Dependency configurations for project
buil d. gradl e

dependenci es {

conpil e project(path: ':api', configuration: 'spi')

}

23.4.10. Dependency reports

Y ou can generate dependency reports from the command line (see Section 4.6.4, “Listing project dependencies”
). With the help of the Project report plugin (see Chapter 27, The Project Report Plugin) such a report can be
created by your build.

Since Gradle 1.2 there is also a new programmatic APl to access the resolved dependency information. The
dependency reports (see the previous paragraph) are using this API under the covers. The API lets you walk the
resolved dependency graph and provides information about the dependencies. In future releases the API will
grow to provide more information about the resolution result. For more information about the API please refer
to the Javadocs on Resol vabl eDependenci es. get Resol uti onResul t (). Potential usages of the
Resol uti onResul t API:

® Creation of advanced dependency reports tailored to your use case.
* Enabling the build logic to make decisions based on the content of the dependency graph.

23.5. Working with dependencies

For the exampl es below we have the following dependencies setup:

Example 23.19. Configur ation.copy
buil d. gradle

configurations {
sealife
alllife

}

dependenci es {
sealife "sea. manmal s:orca: 1. 0", "sea.fish:shark:1.0", "sea.fish:tuna:1.0"
alllife configurations.sealife
alllife "air.birds: al batross: 1. 0"

The dependencies have the following transitive dependencies:
shark-1.0 -> seal-2.0, tuna-1.0
orca-1.0 -> seal-1.0

tuna-1.0 -> herring-1.0
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Y ou can use the configuration to access the declared dependencies or a subset of those:

Example 23.20. Accessing declared dependencies

buil d. gradl e

task dependenci es << {
configurations.alllife.dependencies.each { dep -> println dep.nane }
println()
configurations.alllife.all Dependenci es.each { dep -> println dep. nane }

println()
configurations.alllife.all Dependencies.findAll { dep -> dep.nane != 'orca' }
.each { dep -> println dep.nane }

Output of gr adl e -q dependenci es

> gradl e -qg dependencies
al batross

al batross
orca
shar k
tuna

al bat ross
shar k
tuna

The dependenci es task returns only the dependencies belonging explicitly to the configuration. The
al | Dependenci es task includes the dependencies from extended configurations.

To get the library files of the configuration dependencies you can do:

Example 23.21. Configuration.files
buil d. gradl e

task all Files << {
configurations.sealife.files.each { file ->
println file.nanme

}

Outputof gradle -q allFiles

> gradle -q allFiles
orca-1.0.jar
shark-1.0.jar
tuna-1.0.jar
herring-1.0.jar
seal-2.0.jar

Sometimes you want the library files of a subset of the configuration dependencies (e.g. of a single
dependency).
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Example 23.22. Configuration.fileswith spec

bui I d. gradl e

task files << {
configurations.sealife.files { dep -> dep.name == 'orca' }.each { file ->

println file.name

}

Outputof gradle -q files

> gradle -q files
orca-1.0.jar
seal -2.0.jar

The Confi guration. fil es method always retrieves al artifacts of the whole configuration. It then filters
the retrieved files by specified dependencies. As you can see in the example, transitive dependencies are
included.

You can also copy a configuration. You can optionally specify that only a subset of dependencies from the
original configuration should be copied. The copying methods come in two flavors. The copy method copies
only the dependencies belonging explicitly to the configuration. The copyRecur si ve method copies all the
dependencies, including the dependencies from extended configurations.

Example 23.23. Configuration.copy

bui I d. gradl e

task copy << {
configurations.alllife.copyRecursive { dep -> dep.nane != '"orca' }
.al | Dependenci es. each { dep -> println dep. nane }

println()
configurations.alllife.copy().allDependencies
.each { dep -> println dep. nane }

Output of gr adl e -qg copy

> gradle -qg copy
al batross

shar k

tuna

al batross

It isimportant to note that the returned files of the copied configuration are often but not always the same than
the returned files of the dependency subset of the original configuration. In case of version conflicts between
dependencies of the subset and dependencies not belonging to the subset the resolve result might be different.
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Example 23.24. Configuration.copy vs. Configuration.files
buil d. gradl e

task copyVsFiles << {
configurations. sealife.copyRecursive { dep -> dep.name == 'orca' }
.each { file -> println file.nane }

println()
configurations.sealife.files { dep -> dep.nane == 'orca' }
.each { file -> println file.name }

Output of gr adl e -q copyVsFil es

> gradle -q copyVsFiles
orca-1.0.jar
seal-1.0.jar

orca-1.0.jar
seal-2.0.jar

In the example above, or ca has a dependency on seal - 1. 0 whereas shar k has a dependency on
seal - 2. 0. The origina configuration has therefore a version conflict which is resolved to the newer
seal - 2. 0 version. Thef i | es method therefore returns seal - 2. 0 as atransitive dependency ofor ca. The
copied configuration only has or ca as a dependency and therefore there is no version conflict and seal - 1. 0
isreturned as atransitive dependency.

Once a configuration is resolved it is immutable. Changing its state or the state of one of its dependencies will
cause an exception. You can always copy a resolved configuration. The copied configuration is in the
unresolved state and can be freshly resolved.

To learn more about the API of the configuration class see the APl documentation: Conf i gur ati on.

23.6. Repositories

Gradle repository management, based on Apache Ivy, gives you a lot of freedom regarding repository layout
and retrieval policies. Additionally Gradle provides various convenience method to add pre-configured
repositories.

You may configure any number of repositories, each of which is treated independently by Gradle. If Gradle
finds a module descriptor in a particular repository, it will attempt to download all of the artifacts for that
module from the same repository. Although module meta-data and modul e artifacts must be located in the same
repository, it is possible to compose a single repository of multiple URLS, giving multiple locations to search for
meta-data files and jar files.

There are several different types of repositories you can declare:
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Table 23.2. Repository types

Type Description
Maven central repository A pre-configured repository that looks for dependenciesin Maven Central.

Maven JCenter repository A pre-configured repository that looks for dependenciesin Bintray's JCenter.

Maven local repository A pre-configured repository that looks for dependencies in the local Maven
repository.

Maven repository A Maven repository. Can be located on the local filesystem or at some remote
location.

Ivy repository An lvy repository. Can be located on the local filesystem or at some remote
location.

Flat directory repository A simple repository on the local filesystem. Does not support any meta-data
formats.

23.6.1. Maven central repository

To add the central Maven 2 repository (http://repol.maven.org/maven2) simply add this to your build script:

Example 23.25. Adding central Maven repository
buil d. gradl e

repositories {
mavenCentral ()

}

Now Gradle will look for your dependenciesin this repository.

Warning: Be aware that the central Maven 2 repository isHTTP only and HTTPS is not supported. If you need
a public HTTPS enabled central repository, you can use the JCenter public repository (see Section 23.6.2,
“Maven JCenter repository”).

23.6.2. Maven JCenter repository

Bintray's JCenter is an up-to-date collection of al popular Maven OSS artifacts, including artifacts published
directly to Bintray.

To add the JCenter Maven repository (https://jcenter.bintray.com) simply add this to your build script:

Example 23.26. Adding Bintray's JCenter Maven repository
buil d. gradl e

repositories {

jcenter()

}

Now Gradle will ook for your dependencies in the JCenter repository. jcenter() uses HTTPS to connect to the
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repository. If you want to use HTTP you can configurej cent er () :

Example 23.27. Using Bintrays's JCenter with HTTP

buil d. gradl e

repositories {
jcenter {

url "http://jcenter.bintray.com"

}

23.6.3. Local Maven repository

To use the local Maven cache as arepository you can do:

Example 23.28. Adding the local Maven cache asarepository
buil d. gradl e

repositories {
mavenLocal ()

}

Gradle uses the same logic as Maven to identify the location of your local Maven cache. If alocal repository
locationisdefinedinaset ti ngs. xnl , thislocation will beused. Theset ti ngs. xm in USER_HOVE/ . nP
takes precedence over the set ti ngs. xm in M2_HOVE/ conf . If nosettings. xm isavailable, Gradle
uses the default location USER_HQOVE/ . 2/ r eposi tory.

23.6.4. Maven repositories

For adding a custom Maven repository you can do:

Example 23.29. Adding custom Maven repository
buil d. gradl e
repositories {

maven {
url "http://repo. myconpany. conl maven2"

}

Sometimes a repository will have the POMs published to one location, and the JARs and other artifacts
published at another location. To define such arepository, you can do:
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Example 23.30. Adding additional Maven repositoriesfor JAR files

bui I d. gradl e

repositories {
maven {
// Look for POVE and artifacts, such as JARs, here
url "http://repo2. nyconpany. conl maven2"

/'l Look for artifacts here if not found at the above | ocation
artifactWls "http://repo. nyconpany. com j ars"
artifactUls "http://repo. nyconpany. conij ars2"

Gradle will look at the first URL for the POM and the JAR. If the JAR can't be found there, the artifact URLs
are used to look for JARS.

23.6.4.1. Accessing password protected Maven repositories

To access a Maven repository which uses basic authentication, you specify the username and password to use
when you define the repository:

Example 23.31. Accessing password protected Maven repository
buil d. gradl e

repositories {
maven {
credentials {
user nane ' user'
password ' password'

}

url "http://repo. nyconpany. conl maven2"

It is advisable to keep your username and password in gr adl e. pr operti es rather than directly in the build
file

23.6.5. Flat directory repository

If you want to use a (flat) filesystem directory as arepository, simply type:

Example 23.32. Flat repository resolver
buil d. gradl e

repositories {
flatDir {
dirs "Iib
}

flatDir {
dirs '1ibl, 'lib2

}
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This adds repositories which look into one or more directories for finding dependencies. Note that this type of
repository does not support any meta-data formats like lvy XML or Maven POM files. Instead, Gradle will
dynamically generate a module descriptor (without any dependency information) based on the presence of
artifacts. However, as Gradle prefers to use modules whose descriptor has been created from real meta-data
rather than being generated, flat directory repositories cannot be used to override artifacts with real meta-data
from other repositories. So, for example, if Gradle finds only j nxri-1.2.1.jar in a flat directory
repository, but j mxri-1. 2. 1. pomin another repository that supports meta-data, it will use the second
repository to provide the module. For the use case of overriding remote artifacts with local ones consider using
an lvy or Maven repository instead whose URL points to alocal directory. If you only work with flat directory
repositories you don't need to set al attributes of a dependency. See Section 23.4.8, “Optional attributes’.

23.6.6. lvy repositories

23.6.6.1. Defining an vy repository with a standard layout

Example 23.33. vy repository
bui I d. gradl e

repositories {
ivy {
url "http://repo. myconpany. conirepo"

}

23.6.6.2. Defining a named layout for an vy repository

Y ou can specify that your repository conformsto the vy or Maven default layout by using a named layout.

Example 23.34. | vy repository with named layout
buil d. gradl e
repositories {

ivy {
url "http://repo. myconpany. conirepo"

| ayout "nmaven"

Valid named layout values are ' gr adl e' (the default), ' maven', 'ivy' and 'pattern'. See
IvyArtifact Repository. | ayout () inthe APl documentation for details of these named layouts.

23.6.6.3. Defining custom pattern layout for an vy repository

To define an lvy repository with a non-standard layout, you can define a 'pattern’ layout for the repository:
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Example 23.35. I vy repository with pattern layout

bui I d. gradl e

repositories {
vy {
url "http://repo. myconpany. com repo"
| ayout "pattern", {

artifact "[nodule]/[revision]/[type]/[artifact].[ext]"

To define an lvy repository which fetches lvy files and artifacts from different locations, you can define separate
patterns to use to locate the lvy files and artifacts:

Eacharti fact ori vy specified for arepository adds an additional pattern to use. The patterns are used in
the order that they are defined.

Example 23.36. vy repository with multiple custom patterns
buil d. gradl e

repositories {
vy {
url "http://repo. myconpany. com repo"
| ayout "pattern", {
artifact "3rd-party-artifacts/[organi sation]/[nodule]/[revision]/[arti/f
artifact "conpany-artifacts/[organisation]/[nodule]/[revision]/[artifad
ivy "ivy-files/[organisation]/[nodule]/[revision]/ivy.xm"

Optionally, arepository with pattern layout can have its ‘organisation’ part laid out in Maven style, with forward
slashes replacing dots as separators. For example, the organisation my. conpany would then be represented as ny/

Example 23.37. lvy repository with Maven compatible layout
buil d. gradl e

repositories {
vy {
url "http://repo. myconpany. com repo"
| ayout "pattern", {
artifact "[organisation]/[nodule]/[revision]/[artifact]-[revision].[ex

n2conpati ble = true
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23.6.6.4. Accessing password protected Ivy repositories

To access an |vy repository which uses basic authentication, you specify the username and password to use
when you define the repository:

Example 23.38. vy repository
bui I d. gradl e

repositories {
vy {
url "http://repo. nyconpany. com
credentials {
user nane ' user'

password ' password'

23.6.7. Supported repository transport protocols

Maven and lvy repositories support the use of various transport protocols. At the moment the following
protocols are supported:

Table 23.3. Repository transport protocols

Type Credential types
file none

http username/password
htt ps username/password
sftp username/password
s3 access key/secret key

To define a repository use the r eposi t ori es configuration block. Within the r eposi t ori es closure, a
Maven repository is declared with maven. An lvy repository is declared with i vy. The transport protocol is
part of the URL definition for a repository. The following build script demonstrates how to create a
HTTP-based Maven and lvy repository:
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Example 23.39. Declaring a Maven and I vy repository
buil d. gradl e
repositories {

maven {
url "http://repo. nyconpany. conl maven2"

}

ivy {
url "http://repo. myconpany. com repo"

}

If authentication is required for a repository, the relevant credentials can be provided. The following example
shows how to provide username/password-based authentication for SFTP repositories:

Example 23.40. Providing credentialsto a Maven and | vy repository
buil d. gradl e

repositories {
maven {
url "sftp://repo. myconpany. com 22/ maven2"
credentials {
user nane 'user'
password ' password'

}

ivy {
url "sftp://repo. myconpany. com 22/ repo"
credentials {
user nane 'user'
password ' password'

When using an AWS S3 backed repository you need to authenticate using AwsCr edent i al s, providing
access-key and a private-key. The following example shows how to declare a S3 backed repository and
providing AWS credentials:
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Example 23.41. Declaring a S3 backed Maven and vy repository
buil d. gradl e

repositories {
maven {
url "s3://nmyConpanyBucket/ maven2"
credential s(AwsCredential s) {
accessKey "soneKey"
secret Key "soneSecret"

}

vy {
url "s3://myConpanyBucket/ivyrepo"
credential s(AwsCredential s) {
accessKey "soneKey"
secret Key "soneSecret"

23.6.7.1. S3 configuration properties

The following system properties can be used to configure the interactions with s3 repositories:

Table 23.4. S3 Configuration Properties

Property Description

org.gradle.s3.endpoint Used to override the AWS S3 endpoint when using anon AWS, S3 AP
compatible, storage service.

org.gradle.s3.maxErrorRetry  Specifies the maximum number of timesto retry arequest in the event that
the S3 server responds with a HTTP 5xx status code. When not specified a
default value of 3 isused.

23.6.7.2. S3 URL formats

S3 URL's are ‘virtual-hosted-style' and must be in the following format s3: / / <bucket Nane>[ . <r egi onSpec
eg.s3:// nmyBucket . s3. eu-central - 1. amazonaws. conl maven/rel ease

* nyBucket isthe AWS S3 bucket name.
® s3.eu-central - 1. amazonaws. comisthe optional region specific endpoint.
* /maven/r el ease isthe AWS S3 key (unique identifier for an object within a bucket)

23.6.7.3. S3 proxy settings

A proxy for S3 can be configured using the following system properties:
® https. proxyHost
® https. proxyPort

® https. proxyUser
® https. proxyPassword
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® https. nonProxyHosts

If the 'org.gradle.s3.endpoint' property has been specified with a http (not https) URI the following system proxy
settings can be used:

® http. proxyHost
® http. proxyPort
® http. proxyUser
® http. proxyPassword
® http. nonProxyHosts

23.6.7.4. AWS S3 V4 Signatures (AWS4-HM A C-SHA 256)

Some of the AWS S3 regions (eu-central-1 - Frankfurt) require that all HTTP requests are signed in accordance
with AWS's signature version 4. It is recommended to specify S3 URL's containing the region specific endpoint
when using buckets that require V4 signatures. e.g. s3: / / sonebucket . s3. eu-central - 1. amazonaws. ci

NOTE: When aregion-specific endpoint is not specified for buckets requiring V4 Signatures, Gradle will
use the default AWS region (us-east-1) and the following warning will appear on the console;

Attempting to re-send the request to .... with AWS V4 authentication. To avoid this warning in the future,
please use region-specific endpoint to access buckets located in regions that require V4 signing.

Failing to specify the region-specific endpoint for buckets requiring V4 signatures means:

® 3 round-trips to AW5, as opposed to one, for every file upload and downl o
® Depending on location - increased network | atencies and sl ower buil ds.
® Increased likelihood of transmi ssion failures.

23.6.7.5. Configuring HT TP authentication schemes

When configuring a repository using HTTP or HTTPS transport protocols, multiple authentication schemes are
available. By default, Gradle will attempt to use all schemes that are supported by the Apache HttpClient
library, documented here. In some cases, it may be preferable to explicitly specify which authentication schemes
should be used when exchanging credential s with aremote server. When explicitly declared, only those schemes
are used when authenticating to a remote repository. The following example show how to configure a repository
to use only digest authentication:
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Example 23.42. Configurerepository to use only digest authentication
buil d. gradl e

repositories {
maven {
url 'https://repo. myconpany. conl naven2
credentials {
user name 'user'
password ' password'

}

aut henti cati on {
di gest (Di gest Aut henti cati on)

Currently supported authentication schemes are:

Table 23.5. Authentication schemes

Type Description

Basi cAut henti cati on Basic access authentication over HTTP. When using this scheme,
credentials are sent preemptively.

Di gest Aut henti cati on  Digest access authentication over HTTP.

23.6.7.6. Using preemptive authentication

Gradl€e's default behavior is to only submit credentials when a server responds with an authentication challenge
in the form of a HTTP 401 response. In some cases, the server will respond with a different code (ex. for
repositories hosted on GitHub a 404 is returned) causing dependency resolution to fail. To get around this
behavior, credentials may be sent to the server preemptively. To enable preemptive authentication simply
configure your repository to explicitly use the Basi cAut hent i cat i on scheme:

Example 23.43. Configurerepository to use preemptive authentication
buil d. gradl e

repositories {
maven {
url 'https://repo. myconpany. com nmaven2'
credentials {
user nane 'user'
password ' password'

}

aut henti cation {
basi c(Basi cAut henti cati on)

23.6.8. Working with repositories

To access arepository:
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Example 23.44. Accessing a repository

bui I d. gradl e

println repositories.|ocal Repository. nane

println repositories['|ocal Repository'].nane

To configure arepository:

Example 23.45. Configuration of arepository
buil d. gradl e

repositories {
flatDir {
nane ' | ocal Repository

}
}
repositories {
| ocal Repository {
dirs "lib'
}
}

repositories.|ocal Repository {
dirs "Iib
}

23.6.9. More about Ivy resolvers

Gradleis extremely flexible regarding repositories:

® There are many options for the protocol to communicate with the repository (e.g. filesystem, http, ssh, sftp
)

® The protocol sftp currently only supports username/password-based authentication.
¢ Each repository can have its own layout.

Let's say, you declare adependency onthej uni t: j uni t: 3. 8. 2 library. Now how does Gradle find it in the
repositories? Somehow the dependency information has to be mapped to a path. In contrast to Maven, where
this path is fixed, with Gradle you can define a pattern that defines what the path will look like. Here are some
examples: [12]

/1 Maven2 layout (if a repository is marked as Maven2 conpati bl e, the organization
somer oot /[ organi sation] /[ nodul e]/[revision]/[nodul e]-[revision].[ext]

/1 Typical layout for an Ivy repository (the organization is not split into subfol
soner oot/ [organi sation]/[nmodul e]/[revision]/[type]s/[artifact].[ext]

/1 Sinmple layout (the organization is not used, no nested folders.)
soneroot/[artifact]-[revision].[ext]

To add any kind of repository (you can pretty easy write your own ones) you can do:
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Example 23.46. Definition of a custom repository

bui I d. gradl e

repositories {
ivy {
i vyPattern "$projectDir/repo/[organisation]/[nodul e]-ivy-[revision].xm"

artifactPattern "$projectDir/repo/[organisation]/[nodul e]-[revision](-[clag

An overview of which Resolvers are offered by Ivy and thus also by Gradle can be found here. With Gradle you
just don't configure them via XML but directly viatheir API.

23.7. How dependency resolution works

Gradle takes your dependency declarations and repository definitions and attempts to download all of your
dependencies by a process called dependency resolution. Below is a brief outline of how this process works.

® Given a required dependency, Gradle first attempts to resolve the module for that dependency. Each
repository is inspected in order, searching first for a module descriptor file (POM or Ivy file) that indicates
the presence of that module. If nho module descriptor is found, Gradle will search for the presence of the
primary module artifact file indicating that the module exists in the repository.
¢ |f the dependency is declared as a dynamic version (like 1. +), Gradle will resolve this to the newest
available static version (like 1. 2) in the repository. For Maven repositories, thisis done using the maven- n
file, while for Ivy repositories thisis done by directory listing.
® |f the module descriptor is a POM file that has a parent POM declared, Gradle will recursively attempt to
resolve each of the parent modules for the POM.
® Once each repository has been inspected for the module, Gradle will choose the 'best' one to use. Thisis
done using the following criteria:
® For adynamic version, a'higher' static version is preferred over a'lower’ version.
® Modules declared by a module descriptor file (Ivy or POM file) are preferred over modules that have an
artifact file only.
® Modulesfrom earlier repositories are preferred over modulesin later repositories.
When the dependency is declared by a static version and a module descriptor file is found in a repository,
there is no need to continue searching later repositories and the remainder of the process is short-circuited.
® All of the artifacts for the module are then regquested from the same repository that was chosen in the
process above.

23.8. Fine-tuning the dependency resolution
process

In most cases, Gradle's default dependency management will resolve the dependencies that you want in your
build. In some cases, however, it can be necessary to tweak dependency resolution to ensure that your build
receives exactly the right dependencies.

There are anumber of ways that you can influence how Gradle resolves dependencies.
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23.8.1. Forcing a particular module version

Forcing a module version tells Gradle to always use a specific version for given dependency (transitive or not),
overriding any version specified in a published module descriptor. This can be very useful when tackling
version conflicts - for more information see Section 23.2.3, “Resolve version conflicts’.

Force versions can also be used to deal with rogue metadata of transitive dependencies. If a transitive
dependency has poor quality metadata that leads to problems at dependency resolution time, you can force
Gradle to use a newer, fixed version of this dependency. For an example, see the Resol uti onSt r at egy
classin the APl documentation. Note that 'dependency resolve rules (outlined below) provide a more powerful
mechanism for replacing a broken module dependency. See Section 23.8.2.3, “Blacklisting a particular version
with areplacement”.

23.8.2. Using dependency resolve rules

A dependency resolve ruleis executed for each resolved dependency, and offers a powerful api for manipulating
a requested dependency prior to that dependency being resolved. This feature is incubating, but currently offers
the ability to change the group, name and/or version of a requested dependency, allowing a dependency to be
substituted with a completely different module during resol ution.

Dependency resolve rules provide a very powerful way to control the dependency resolution process, and can be
used to implement all sorts of advanced patterns in dependency management. Some of these patterns are
outlined below. For more information and code samples see the Resol uti onSt r at egy class in the AP
documentation.

23.8.2.1. Modelling releaseable units

Often an organisation publishes a set of libraries with a single version; where the libraries are built, tested and
published together. These libraries form a 'releasable unit’, designed and intended to be used as awhole. It does
not make sense to use libraries from different releasable units together.

But it is easy for transitive dependency resolution to violate this contract. For example:

* nodul e- adependsonr el easabl e-unit: part-one: 1.0
®* nodul e- b dependsonr el easabl e-unit:part-two: 1.1

A build depending on both nodul e- a and nodul e- b will obtain different versions of libraries within the
releasable unit.

Dependency resolve rules give you the power to enforce releasable unitsin your build. Imagine areleasable unit
defined by all libraries that have 'org.gradle’ group. We can force all of these libraries to use a consistent
version:
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Example 23.47. Forcing consistent version for a group of libraries

bui I d. gradl e

configurations.all {
resol uti onStrat egy. eachDependency { DependencyResol veDetails details ->
if (details.requested.group == 'org.gradle') {

detail s.useVersion '1.4'

23.8.2.2. Implement a custom versioning scheme

In some corporate environments, the list of module versions that can be declared in Gradle builds is maintained
and audited externally. Dependency resolve rules provide a neat implementation of this pattern:

® In the build script, the developer declares dependencies with the module group and name, but uses a
placeholder version, for example: 'def aul t .

* The'default' version isresolved to a specific version via a dependency resolve rule, which looks up the
version in a corporate catalog of approved modules.

This rule implementation can be neatly encapsulated in a corporate plugin, and shared across al builds within
the organisation.

Example 23.48. Using a custom ver sioning scheme
buil d. gradl e

configurations.all {
resol uti onStrat egy. eachDependency { DependencyResol veDetails details ->
if (details.requested.version == "default') {
def version = findDefaultVersionlnCatal og(details.requested. group, det3
detai |l s. useVersi on version

def findDefaul tVersionlnCatal og(String group, String nane) ({
//some custom | ogic that resolves the default version into a specific version
"1 o

23.8.2.3. Blacklisting a particular version with a replacement

Dependency resolve rules provide a mechanism for blacklisting a particular version of a dependency and
providing areplacement version. This can be useful if a certain dependency version is broken and should not be
used, where a dependency resolve rule causes this version to be replaced with a known good version. One
example of a broken module is one that declares a dependency on a library that cannot be found in any of the
public repositories, but there are many other reasons why a particular module version is unwanted and a
different version is preferred.
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In example below, imagine that version 1. 2. 1 contains important fixes and should always be used in
preference to 1. 2. The rule provided will enforce just this: any time version 1. 2 is encountered it will be
replaced with 1. 2. 1. Note that this is different from a forced version as described above, in that any other
versions of this module would not be affected. This means that the 'newest' conflict resolution strategy would
still select version 1. 3 if this version was also pulled transitively.

Example 23.49. Blacklisting a version with a replacement

bui I d. gradl e

configurations.all {
resol uti onStrat egy. eachDependency { DependencyResol veDetails details ->
if (details.requested.group == 'org.software’ && detail s.requested. name ==
[l prefer different version which contains some necessary fixes

details.useVersion '1.2.1'

23.8.2.4. Substituting a dependency module with a compatible replacement

At times a completely different module can serve as a replacement for a requested module dependency.
Examplesinclude using 'gr oovy"' in place of 'gr oovy-al | ', or using 'l og4j - over - sl f 4j "instead of 'l 0g4j
', Starting with Gradle 1.5 you can make these substitutions using dependency resolve rules:

Example 23.50. Changing dependency group and/or name at the resolution
buil d. gradl e

configurations.all {
resol uti onStrat egy. eachDependency { DependencyResol veDetails details ->
if (details.requested. nane == 'groovy-all"') {
/I prefer 'groovy' over 'groovy-all':
detail s. useTarget group: details.requested. group, nane: 'groovy', versi

}

if (details.requested.nane == '|lo0g4]"') {
/I prefer 'log4j-over-slf4j' over 'log4j', with fixed version:
detail s.useTarget "org.slf4j:1og4j-over-slf4j:1.7.10"

23.8.3. Dependency Substitution Rules

Dependency substitution rules work similarly to dependency resolve rules. In fact, many capabilities of
dependency resolve rules can be implemented with dependency substitution rules. They allow project and
module dependencies to be transparently substituted with specified replacements. Unlike dependency resolve
rules, dependency substitution rules allow project and module dependencies to be substituted interchangeably.

NOTE: Adding a dependency substitution rule to a configuration changes the timing of when that
configuration is resolved. Instead of being resolved on first use, the configuration is instead resolved
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when the task graph is being constructed. This can have unexpected consequences if the configuration is
being further modified during task execution, or if the configuration relies on modules that are published
during execution of another task.

To explain:

®* A Confi gurati on canbedeclared as an input to any Task, and that configuration can include
project dependencies when it is resolved.
* |f aproject dependency isan input to a Task (viaa configuration), then tasks to built the project
artifacts must be added to the task dependencies.
® |n order to determine the project dependencies that are inputs to a task, Gradle needs to resolve the Conf i gu
inputs.
* Because the Gradle task graph is fixed once task execution has commenced, Gradle needs to perform
this resolution prior to executing any tasks.

In the absence of dependency substitution rules, Gradle knows that an external module dependency will
never transitively reference a project dependency. This makes it easy to determine the full set of project
dependencies for a configuration through simple graph traversal. With this functionality, Gradle can no
longer make this assumption, and must perform a full resolve in order to determine the project
dependencies.

23.8.3.1. Substituting an external module dependency with a project dependency

One use case for dependency substitution is to use alocally developed version of a module in place of one that
is downloaded from an externa repository. This could be useful for testing a local, patched version of a
dependency.

The module to be replaced can be declared with or without a version specified.

Example 23.51. Substituting a module with a project
buil d. gradl e

configurations.all {
resol uti onStrat egy. dependencySubstitution {
substitute nmodul e("org.utils:api”) with project(":api")

substitute nodul e("org.utils:util:2.5") with project(":util")

Note that a project that is substituted must be included in the multi-project build (via settings.gradle).
Dependency substitution rules take care of replacing the module dependency with the project dependency and
wiring up any task dependencies, but do not implicitly include the project in the build.

23.8.3.2. Substituting a project dependency with a module replacement

Another way to use substitution rules is to replace a project dependency with a module in a multi-project build.
This can be useful to speed up development with alarge multi-project build, by allowing a subset of the project
dependencies to be downloaded from a repository rather than being built.

Page 186 of 547



The module to be used as a replacement must be declared with a version specified.

Example 23.52. Substituting a project with a module

buil d. gradl e

configurations.all {
resol uti onStrat egy. dependencySubstitution {
substitute project(":api”) with nodul e("org.utils:api:1.3")

}

When a project dependency has been replaced with a module dependency, that project is still included in the
overall multi-project build. However, tasks to build the replaced dependency will not be executed in order to
build the resolve the depending Conf i gur ati on.

23.8.3.3. Conditionally substituting a dependency

A common use case for dependency substitution is to allow more flexible assembly of sub-projects within a
multi-project build. This can be useful for developing a local, patched version of an external dependency or for
building a subset of the modules within alarge multi-project build.

The following example uses a dependency substitution rule to replace any module dependency with the group
"org.example”, but only if alocal project matching the dependency name can be located.

Example 23.53. Conditionally substituting a dependency
buil d. gradl e

configurations.all {
resol uti onStrat egy. dependencySubstitution.all { DependencySubstitution depende
i f (dependency. requested instanceof Mdul eComponent Sel ect or && dependency.
def targetProject = findProject(": ${dependency. request ed. nodul e} ")
if (targetProject !'= null) {

dependency. useTar get target Proj ect

Note that a project that is substituted must be included in the multi-project build (via settings.gradle).
Dependency substitution rules take care of replacing the module dependency with the project dependency, but
do not implicitly include the project in the build.

23.8.4. Specifying default dependencies for a configuration

A configuration can be configured with default dependencies to be used if no dependencies are explicitly set for
the configuration. A primary use case of this functionality is for developing plugins that make use of versioned
tools that the user might override. By specifying default dependencies, the plugin can use a default version of
the tool only if the user has not specified a particular version to use.
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Example 23.54. Specifying default dependencies on a configuration
buil d. gradl e
configurations {

pl ugi nTool {
def aul t Dependenci es { dependenci es ->

dependenci es. add(t hi s. proj ect. dependenci es. create("org. gradl e: ny-util:

23.8.5. Enabling Ivy dynamic resolve mode

Gradle's Ivy repository implementations support the equivalent to Ivy's dynamic resolve mode. Normally,
Gradle will use the r ev attribute for each dependency definition included in an'i vy. xm file. In dynamic
resolve mode, Gradle will instead prefer the r evConst r ai nt attribute over the r ev attribute for a given
dependency definition. If ther evConst r ai nt attribute is not present, ther ev attribute is used instead.

To enable dynamic resolve mode, you need to set the appropriate option on the repository definition. A couple
of examples are shown below. Note that dynamic resolve mode is only available for Gradl€'s vy repositories. It
isnot available for Maven repositories, or custom lvy DependencyResol ver implementations.

Example 23.55. Enabling dynamic resolve mode

bui I d. gradl e

/1l Can enabl e dynami c resol ve node when you define the repository
repositories {
vy {
url "http://repo. myconpany. conirepo"
resol ve. dynam cMode = true

}

/1 Can use a rule instead to enable (or disable) dynam c resolve node for all repoj
repositories.withType(lvyArtifact Repository) {
resol ve. dynam cMode = true

}

23.8.6. Component metadata rules

Each module (also called component) has metadata associated with it, such as its group, name, version,
dependencies, and so on. This metadata typically originates in the modul€'s descriptor. Metadata rules allow
certain parts of a module's metadata to be manipulated from within the build script. They take effect after a
module's descriptor has been downloaded, but before it has been selected among all candidate versions. This
makes metadata rules another instrument for customizing dependency resolution.

One piece of module metadata that Gradle understands is a module's status scheme. This concept, also known
from lvy, models the different levels of maturity that a module transitions through over time. The default status
scheme, ordered from least to most mature status, isi nt egr ati on, m | est one, r el ease. Apart from a
status scheme, a module also has a (current) status, which must be one of the values in its status scheme. If not
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specified in the (Ivy) descriptor, the status defaults to i nt egr at i on for vy modules and Maven snapshot
modules, and r el ease for Maven modules that aren't snapshots.

A modul€e's status and status scheme are taken into consideration when al at est version selector is resolved.
Specifically, | at est . someSt at us will resolve to the highest module version that has status sone St at us
or a more mature status. For example, with the default status scheme in place, | at est . i nt egrati on will
select the highest module version regardless of its status (because i nt egr at i on is the least mature status),
whereas | at est . rel ease will select the highest module version with status r el ease. Here is what this
looks likein code:

Example 23.56. 'L atest' version selector

bui I d. gradl e

dependenci es {
configl "org.sanple:client:latest.integration"
config2 "org.sanple:client:|atest.rel ease"

}

task listConfigs << {
configurations. configl.each { println it.name }
println()
configurations. config2.each { println it.nane}

Output of gradl e -q |istConfigs

> gradle -qg listConfigs
client-1.5.jar

client-1.4.jar

The next example demonstrates | at est selectors based on a custom status scheme declared in a component
metadata rule that appliesto al modules:

Example 23.57. Custom status scheme
buil d. gradl e

dependenci es {
config3 "org.sanple:api:|latest.silver"
conponent s {
all { Conponent Met adat aDetails details ->
if (details.id.group == "org.sanple" & details.id.nane == "api ") {

detail s.statusSchene = ["bronze", "silver", "gold", "platinuni]

Component metadata rules can be applied to a specified module. Modules must be specified in the form of
"group:module”.
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Example 23.58. Custom status scheme by module

bui I d. gradl e

dependenci es {
config4 "org.sanple:lib:|atest. prod"
conponent s {
wi t hModul e(* org. sanple: i b") { Conponent MetadataDetails details ->

details.statusSchene = ["int", "rc", "prod"]

Gradle can also create component metadata rules utilizing Ivy-specific metadata for modules resolved from an
Ivy repository. Values from the Ivy descriptor are made available viathe | vyModul eDescr i pt or interface.

Example 23.59. vy component metadata rule
buil d. gradl e

dependenci es {
config6 "org.sanple:lib:latest.rc"
conponents {
wi t hModul e("org. sanpl e: i b") { Conponent Met adataDetails details, |vyMdul el
if (ivyModul e.branch == "testing') ({

details.status = "rc"

Note that any rule that declares specific arguments must always include a Conponent Met adat aDet ai | s
argument as the first argument. The second vy metadata argument is optional .

Component metadata rules can also be defined using a rule source object. A rule source object is any object that
contains exactly one method that defines the rule action and is annotated with @t at e.

This method:

® must return void.
* must have Conponent Met adat aDet ai | s asthe first argument.
* may have an additional parameter of type| vyModul eDescri pt or.
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Example 23.60. Rule sour ce component metadatarule

bui I d. gradl e

dependenci es {
config5 "org.sanpl e: api: | atest. gol d"
conponent s {
wi t hMbdul e(" org. sanpl e: api ', new Custontt at usRul e())

}
}

cl ass CustonttatusRul e {
@t at e
voi d set St at usSchene( Conponent Met adat aDetail s details) {
detail s. statusScheme = ["bronze", "silver", "gold", "platinuni]

}

23.8.7. Component Selection Rules

Component selection rules may influence which component instance should be selected when multiple versions
are available that match a version selector. Rules are applied against every available version and allow the
version to be explicitly rejected by rule. This allows Gradle to ignore any component instance that does not
satisfy conditions set by the rule. Examples include:

® For adynamic version like '1.+' certain versions may be explicitly rejected from selection
® For astatic version like '1.4' an instance may be rejected based on extra component metadata such as the Ivy
branch attribute, allowing an instance from a subsequent repository to be used.

Rules are configured via the Conponent Sel ect i onRul es object. Each rule configured will be called with
a Conponent Sel ecti on object as an argument which contains information about the candidate version
being considered. Calling Conponent Sel ecti on. rej ect () causes the given candidate version to be
explicitly rejected, in which case the candidate will not be considered for the selector.

The following example shows a rule that disallows a particular version of a module but alows the dynamic
version to choose the next best candidate.

Page 191 of 547


http://www.gradle.org/docs/2.10/dsl/org.gradle.api.artifacts.ComponentSelectionRules.html
http://www.gradle.org/docs/2.10/dsl/org.gradle.api.artifacts.ComponentSelection.html
http://www.gradle.org/docs/2.10/dsl/org.gradle.api.artifacts.ComponentSelection.html#org.gradle.api.artifacts.ComponentSelection:reject(java.lang.String)

Example 23.61. Component selection rule
buil d. gradl e

configurations {
rejectConfig {
resol utionStrategy {
conponent Sel ecti on {

/'l Accept the highest version matching the requested version that i

all { Conponent Sel ecti on sel ection ->
if (selection.candidate.group == 'org.sanple' && sel ection. can(
selection.reject("version 1.5 is broken for 'org.sanple: api

}

dependenci es {
rej ectConfig "org. sanpl e: api : 1. +"

}

Note that version selection is applied starting with the highest version first. The version selected will be the first
version found that all component selection rules accept. A version is considered accepted no rule explicitly
rejectsit.

Similarly, rules can be targeted at specific modules. Modules must be specified in the form of "group:module”.

Example 23.62. Component selection rule with module tar get
buil d. gradl e

configurations {
target Config {
resol utionStrategy {
conponent Sel ecti on {
wi t hModul e("or g. sanpl e: api ") { Conponent Sel ection sel ection ->
if (selection.candidate.version == "1.5") {
selection.reject("version 1.5 is broken for 'org.sanple: api

}

Component selection rules can also consider component metadata when selecting a version. Possible metadata
arguments that can be considered are Conponent Met adat a and | vyModul eDescri pt or.
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Example 23.63. Component selection rule with metadata
buil d. gradl e

configurations {
met adat aRul esConfi g {
resol utionStrategy {
conponent Sel ecti on {

/'l Reject any versions with a status of 'experinental’
all { Conponent Sel ecti on sel ecti on, Conmponent Met adata net adata ->
if (selection.candidate.group == 'org.sanple' && netadata. stat
selection.reject("don't use experinental candidates from'

}
}

/'l Accept the highest version with either a "rel ease" branch
wi t hMbdul e(* org. sanpl e: api ') { Conponent Sel ecti on sel ecti on

if (descriptor.branch != "rel ease" && netadata.status !=

sel ection.reject ("' org. sanpl e: api' nust have testing

}

Note that a Conponent Sel ecti on argument is always required as the first parameter when declaring a
component selection rule with additional vy metadata parameters, but the metadata parameters can be declared
in any order.

Lastly, component selection rules can aso be defined using a rule source object. A rule source object is any
object that contains exactly one method that defines the rule action and is annotated with @vut at e.

This method:

® must return void.
* must have Conponent Sel ect i on asthefirst argument.
* may have additional parameters of type Corponent Met adat a and/or | vyModul eDescri pt or.
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Example 23.64. Component selection rule using a rule sour ce object
buil d. gradl e

cl ass Rej ect Test Branch {
@t at e
voi d eval uat eRul e( Conponent Sel ecti on sel ection, |vyMdul eDescriptor ivy) {
if (ivy.branch == "test") {
sel ection.reject("reject test branch")

configurations {
rul eSour ceConfi g {
resol uti onStrategy {
conponent Sel ecti on {
all new Rej ect Test Branch()

23.8.8. Module replacement rules

Module replacement rules allow a build to declare that alegacy library has been replaced by a new one. A good
example when a new library replaced a legacy one is the "google-collections' -> "guava' migration. The team
that created google-collections decided to change the module name from
"com.google.collections.google-collections’ into "com.google.guava:guava'. This a legal scenario in the
industry: teams need to be able to change the names of products they maintain, including the module
coordinates. Renaming of the module coordinates has impact on conflict resolution.

To explain the impact on conflict resolution, let's consider the "google-collections' -> "guava' scenario. It may
happen that both libraries are pulled into the same dependency graph. For example, "our" project depends on
guava but some of our dependencies pull in a legacy version of google-collections. This can cause runtime
errors, for example during test or application execution. Gradle does not automatically resolve the
google-collections VS guava conflict because it is not considered as a "version conflict”. It's because the module
coordinates for both libraries are completely different and conflict resolution is activated when "group” and
"name" coordinates are the same but there are different versions available in the dependency graph (for more
info, please refer to the section on conflict resolution). Traditional remedies to this problem are:

® Declare exclusion rule to avoid pulling in "google-collections' to graph. It is probably the most popular
approach.

* Avoid dependenciesthat pull in legacy libraries.

* Upgrade the dependency version if the new version no longer pullsin alegacy library.

® Downgrade to "google-collections'. It's not recommended, just mentioned for completeness.

Traditional approaches work but they are not general enough. For example, an organisation wants to resolve the
google-collections VS guava conflict resolution problem in all projects. Starting from Gradle 2.2 it is possible to
declare that certain module was replaced by other. This enables organisations to include the information about
module replacement in the corporate plugin suite and resolve the problem holistically for all Gradle-powered
projectsin the enterprise.
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Example 23.65. Declaring module r eplacement

bui I d. gradl e

dependenci es {
modul es {
modul e(" com googl e. col | ecti ons: googl e-col | ections") {

repl acedBy( " com googl e. guava: guava")

For more examples and detailed API, please refer to the DSL reference for Conrponent Met adat aHandl er .

What happens when we declare that "google-collections" are replaced by "guava'? Gradle can use this
information for conflict resolution. Gradle will consider every version of "guava' newer/better than any version
of "google-collections'. Also, Gradle will ensure that only guava jar is present in the classpath / resolved file
list. Please note that if only "google-collections' appears in the dependency graph (e.g. no "guava') Gradle will
not eagerly replace it with "guava'. Module replacement is an information that Gradle uses for resolving
conflicts. If there is no conflict (e.g. only "google-collections' or only "guava' in the graph) the replacement
information is not used.

Currently it is not possible to declare that certain modules is replaced by a set of modules. However, it is
possible to declare that multiple modules are replaced by a single module.

23.9. The dependency cache

Gradle contains a highly sophisticated dependency caching mechanism, which seeks to minimise the number of
remote requests made in dependency resolution, while striving to guarantee that the results of dependency
resolution are correct and reproducible.

The Gradle dependency cache consists of 2 key types of storage:

® A file-based store of downloaded artifacts, including binaries like jars as well as raw downloaded meta-data
like POM files and lvy files. The storage path for a downloaded artifact includes the SHA1 checksum,
meaning that 2 artifacts with the same name but different content can easily be cached.

® A binary store of resolved module meta-data, including the results of resolving dynamic versions, module
descriptors, and artifacts.

Separating the storage of downloaded artifacts from the cache metadata permits us to do some very powerful
things with our cache that would be difficult with a transparent, file-only cache layout.

The Gradle cache does not allow the local cache to hide problems and create other mysterious and difficult to
debug behavior that has been a challenge with many build tools. This new behavior is implemented in a
bandwidth and storage efficient way. In doing so, Gradle enables reliable and reproducible enterprise builds.
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23.9.1. Key features of the Gradle dependency cache

23.9.1.1. Separate metadata cache

Gradle keeps arecord of various aspects of dependency resolution in binary format in the metadata cache. The
information stored in the metadata cache includes:

® Theresult of resolving adynamic version (e.g. 1. +) to aconcreteversion (e.g. 1. 2).

® The resolved module metadata for a particular module, including module artifacts and module dependencies.

* Theresolved artifact metadata for a particular artifact, including a pointer to the downloaded artifact file.

® The absence of a particular module or artifact in a particular repository, eliminating repeated attempts to
access aresource that does not exist.

Every entry in the metadata cache includes a record of the repository that provided the information as well as a
timestamp that can be used for cache expiry.

23.9.1.2. Repository caches are independent

As described above, for each repository there is a separate metadata cache. A repository is identified by its
URL, type and layout. If a module or artifact has not been previously resolved from this repository, Gradle will
attempt to resolve the module against the repository. This will always involve a remote lookup on the
repository, however in many cases no download will be required (seeSection 23.9.1.3, “Artifact reuse”, below).

Dependency resolution will fail if the required artifacts are not available in any repository specified by the build,
even if the local cache has a copy of this artifact which was retrieved from a different repository. Repository
independence allows builds to be isolated from each other in an advanced way that no build tool has done
before. Thisis akey feature to create builds that are reliable and reproducible in any environment.

23.9.1.3. Artifact reuse

Before downloading an artifact, Gradle tries to determine the checksum of the required artifact by downloading
the sha file associated with that artifact. If the checksum can be retrieved, an artifact is not downloaded if an
artifact already exists with the same id and checksum. If the checksum cannot be retrieved from the remote
server, the artifact will be downloaded (and ignored if it matches an existing artifact).

As well as considering artifacts downloaded from a different repository, Gradle will also attempt to reuse
artifacts found in the local Maven Repository. If a candidate artifact has been downloaded by Maven, Gradle
will usethis artifact if it can be verified to match the checksum declared by the remote server.

23.9.1.4. Checksum based storage

It is possible for different repositories to provide a different binary artifact in response to the same artifact
identifier. Thisis often the case with Maven SNAPSHOT artifacts, but can also be true for any artifact which is
republished without changing it's identifier. By caching artifacts based on their SHA1 checksum, Gradle is able
to maintain multiple versions of the same artifact. This means that when resolving against one repository Gradle
will never overwrite the cached artifact file from a different repository. This is done without requiring a separate
artifact file store per repository.
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23.9.1.5. Cache Locking

The Gradle dependency cache uses file-based locking to ensure that it can safely be used by multiple Gradle
processes concurrently. The lock is held whenever the binary meta-data store is being read or written, but is
released for slow operations such as downloading remote artifacts.

23.9.2. Command line options to override caching

23.9.2.1. Offline

The - - of f1 i ne command line switch tells Gradle to always use dependency modules from the cache,
regardiess if they are due to be checked again. When running with offline, Gradle will never attempt to access

the network to perform dependency resolution. If required modules are not present in the dependency cache,
build execution will fail.

23.9.2.2. Refresh

At times, the Gradle Dependency Cache can be out of sync with the actual state of the configured repositories.
Perhaps a repository was initially misconfigured, or perhaps a “non-changing” module was published
incorrectly. To refresh all dependencies in the dependency cache, use the - - r ef r esh- dependenci es
option on the command line.

The - -refresh- dependenci es option tells Gradle to ignore all cached entries for resolved modules and
artifacts. A fresh resolve will be performed against al configured repositories, with dynamic versions
recalculated, modules refreshed, and artifacts downloaded. However, where possible Gradle will check if the
previously downloaded artifacts are valid before downloading again. This is done by comparing published
SHA1 valuesin the repository with the SHA1 values for existing downloaded artifacts.

23.9.3. Fine-tuned control over dependency caching

Y ou can fine-tune certain aspects of caching using the Resol ut i onSt r at egy for a configuration.

By default, Gradle caches dynamic versions for 24 hours. To change how long Gradle will cache the resolved
version for adynamic version, use:

Example 23.66. Dynamic version cache control

buil d. gradl e

configurations.all {
resol uti onStrat egy. cacheDynani cVer si onsFor 10, 'm nutes’

}

By default, Gradle caches changing modules for 24 hours. To change how long Gradle will cache the meta-data
and artifacts for a changing module, use:
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Example 23.67. Changing module cache control
buil d. gradl e

configurations.all {

resol uti onStrat egy. cacheChangi nghvbdul esFor 4, 'hours'

}

For more details, take alook at the APl documentation for Resol ut i onSt r at egy.

23.10. Strategies for transitive dependency
management

Many projects rely on the Maven Central repository. Thisis not without problems.

® The Maven Central repository can be down or can be slow to respond.

* The POM files of many popular projects specify dependencies or other configuration that are just plain
wrong (for instance, the POM file of the “commons- ht t pcl i ent - 3. 0” module declares JUnit as a
runtime dependency).

® For many projects thereis not one right set of dependencies (as more or less imposed by the POM format).

If your project relies on the Maven Central repository you are likely to need an additional custom repository,
because:

® You might need dependencies that are not uploaded to Maven Central yet.

® Youwant to deal properly with invalid metadatain a Maven Central POM file.

® You don't want to expose people to the downtimes or slow response of Maven Central, if they just want to
build your project.

It is not a big deal to set-up a custom repository, [13] put it can be tedious to keep it up to date. For a new
version, you always have to create the new XML descriptor and the directories. Your custom repository is
another infrastructure element which might have downtimes and needs to be updated. To enable historical
builds, you need to keep all the past libraries, not to mention a backup of these. It is another layer of indirection.
Another source of information you have to lookup. All this is not really a big deal but in its sum it has an
impact. Repository managers like Artifactory or Nexus make this easier, but most open source projects don't
usually have a host for those products. This is changing with new services like Bintray that let devel opers host
and distribute their release binaries using a self-service repository platform. Bintray also supports sharing
approved artifacts though the JCenter public repository to provide a single resolution address for all popular
OSS Java artifacts (see Section 23.6.2, “Maven JCenter repository”).

This is a common reason why many projects prefer to store their libraries in their version control system. This
approach is fully supported by Gradle. The libraries can be stored in a flat directory without any XML module
descriptor files. Yet Gradle offers complete transitive dependency management. You can use either client
module dependencies to express the dependency relations, or artifact dependencies in case a first level
dependency has no transitive dependencies. People can check out such a project from your source code control
system and have everything necessary to build it.

If you are working with a distributed version control system like Git you probably don't want to use the version
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control system to store libraries as people check out the whole history. But even here the flexibility of Gradle
can make your life easier. For example, you can use a shared flat directory without XML descriptors and yet
you can have full transitive dependency management, as described above.

You could also have a mixed strategy. If your main concern is bad metadata in the POM file and maintaining
custom XML descriptors, then Client Modules offer an alternative. However, you can still use a Maven2 repo or
your custom repository as a repository for jars only and still enjoy transitive dependency management. Or you
can only provide client modules for POMs with bad metadata. For the jars and the correct POMs you still use
the remote repository.

23.10.1. Implicit transitive dependencies

There is another way to deal with transitive dependencies without XML descriptor files. You can do this with
Gradle, but we don't recommend it. We mention it for the sake of completeness and comparison with other build
tools.

The trick is to use only artifact dependencies and group them in lists. This will directly express your first level
dependencies and your transitive dependencies (see Section 23.4.8, “Optional attributes’). The problem with
this is that Gradle dependency management will see this as specifying al dependencies as first level
dependencies. The dependency reports won't show your real dependency graph and the conpi | e task uses all
dependencies, not just the first level dependencies. All in all, your build is less maintainable and reliable than it
could be when using client modules, and you don't gain anything.

[10] Gradle supports partial multiproject builds (see Chapter 24, Multi-project Builds).
[11] http://books.sonatype.com/mvnref-book/reference/pom-rel ationshi ps-sect-proj ect-rel ationships.html
[12] At http://ant.apache.org/ivy/history/latest-mil estone/concept.html you can learn more about ivy patterns.

[13] If you want to shield your project from the downtimes of Maven Central things get more complicated. You
probably want to set-up a repository proxy for this. In an enterprise environment this is rather common. For an
open source project it looks like overkill.

Page 199 of 547


http://books.sonatype.com/mvnref-book/reference/pom-relationships-sect-project-relationships.html
http://ant.apache.org/ivy/history/latest-milestone/concept.html

24

Multi-project Builds

The powerful support for multi-project builds is one of Gradle's unique selling points. Thistopic is also the most
intellectually challenging.

A multi-project build in gradle consists of one root project, and one or more subprojects that may also have
subprojects.

24.1. Cross project configuration

While each subproject could configure itself in complete isolation of the other subprojects, it is common that
subprojects share common traits. It is then usually preferable to share configurations among projects, so the
same configuration affects several subprojects.

Let's start with a very simple multi-project build. Gradle is a general purpose build tool at its core, so the
projects don't have to be Java projects. Our first examples are about marine life.

24.1.1. Configuration and execution

Section 20.1, “Build phases’ describes the phases of every Gradle build. Let's zoom into the configuration and
execution phases of a multi-project build. Configuration here means executing the bui | d. gr adl e file of a
project, which implies e.g. downloading all plugins that were declared using 'appl y pl ugi n'. By default, the
configuration of all projects happens before any task is executed. This means that when a single task, from a
single project is requested, all projects of multi-project build are configured first. The reason every project
needs to be configured is to support the flexibility of accessing and changing any part of the Gradle project
model.

24.1.1.1. Configuration on demand

The Configuration injection feature and access to the complete project model are possible because every project
is configured before the execution phase. Yet, this approach may not be the most efficient in a very large
multi-project build. There are Gradle builds with a hierarchy of hundreds of subprojects. The configuration time
of huge multi-project builds may become noticeable. Scalability is an important requirement for Gradle. Hence,
starting from version 1.4 a new incubating ‘configuration on demand' mode is introduced.

Configuration on demand mode attempts to configure only projects that are relevant for requested tasks, i.e. it
only executes the bui | d. gradl e file of projects that are participating in the build. This way, the
configuration time of a large multi-project build can be reduced. In the long term, this mode will become the
default mode, possibly the only mode for Gradle build execution. The configuration on demand feature is
incubating so not every build is guaranteed to work correctly. The feature should work very well for
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multi-project builds that have decoupled projects (Section 24.9, “Decoupled Projects’). In “configuration on
demand” mode, projects are configured as follows:

® Theroot project is always configured. Thisway the typical common configuration is supported (allprojects
or subprojects script blocks).

® The project in the directory where the build is executed is also configured, but only when Gradle is executed
without any tasks. Thisway the default tasks behave correctly when projects are configured on demand.

* The standard project dependencies are supported and makes relevant projects configured. If project A hasa
compile dependency on project B then building A causes configuration of both projects.

® Thetask dependencies declared viatask path are supported and cause relevant projects to be configured.
Example: someTask.dependsOn(":someOtherProject:someOther Task™)

* A task requested viatask path from the command line (or Tooling API) causes the relevant project to be
configured. For example, building 'projectA:projectB:someTask' causes configuration of projectB.

Eager to try out this new feature? To configure on demand with every build run see Section 11.1, “Configuring
the build environment via gradle.properties’. To configure on demand just for a given build please see
Appendix D, Gradle Command Line.

24.1.2. Defining common behavior
Let's look at some examples with the following project tree. This is a multi-project build with a root project
named wat er and a subproject named bl uewhal e.
Example 24.1. Multi-project tree - water & bluewhale projects
Build layout

wat er/
bui | d. gradl e

settings. gradl e
bl uewhal e/

Note: The code for this example can be found at sanpl es/ user gui de/ mul ti proj ect/firstExanpl
inthe ‘-all’ distribution of Gradle.

settings.gradle

i ncl ude ' bl uewhal e’

And where is the build script for the bl uewhal e project? In Gradle build scripts are optional. Obviously for a
single project build, a project without a build script doesn't make much sense. For multiproject builds the
situation is different. Let'slook at the build script for the wat er project and execute it:
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Example 24.2. Build script of water (parent) project
buil d. gradl e

Closure cl = { task -> println "I'm $task. proj ect.nane" }
task hello << cl
project (' :bluewhale") {

task hello << cl

}

Output of gradl e -q hell o

> gradle -q hello
I'' mwat er
1" m bl uewhal e

Gradle allows you to access any project of the multi-project build from any build script. The Project API
provides amethod called pr oj ect () , which takes a path as an argument and returns the Project object for this
path. The capability to configure a project build from any build script we call cross project configuration.

Gradle implements this via configuration injection.

We are not that happy with the build script of the wat er project. It isinconvenient to add the task explicitly for
every project. We can do better. Let'sfirst add another project called kri | | to our multi-project build.
Example 24.3. M ulti-project tree - water, bluewhale & krill projects

Build layout

wat er /
bui | d. gradl e

settings. gradl e
bl uewhal e/
krill/

Note: The code for this example can be found at sanpl es/ user gui de/ mul ti proj ect/addKrill/wa
inthe*-al’ distribution of Gradle.

settings.gradle

i ncl ude ' bl uewhale', "krill'

Now we rewrite the wat er build script and boil it down to asingleline.
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Example 24.4. Water project build script

bui I d. gradl e

al | projects {
task hello << { task -> println "I'm $task. proj ect. nane" }

}

Output of gradl e -q hello

> gradle -q hello
I'''m wat er

"' m bl uewhal e
I"mkrill

Is this cool or is this cool? And how does this work? The Project APl provides a property al | pr oj ects
which returns a list with the current project and all its subprojects underneath it. If you call al | proj ects
with a closure, the statements of the closure are delegated to the projects associated with al | pr oj ect s. You
could also do aniteration viaal | pr oj ect s. each, but that would be more verbose.

Other build systems use inheritance as the primary means for defining common behavior. We also offer
inheritance for projects as you will see later. But Gradle uses configuration injection as the usual way of
defining common behavior. We think it provides a very powerful and flexible way of configuring multiproject
builds.

Another possibilty for sharing configuration is to use a common external script. See Section 41.3, “Configuring
the project using an external build script” for more information.

24.2. Subproject configuration

The Project API also provides a property for accessing the subprojects only.

24.2.1. Defining common behavior

Example 24.5. Defining common behavior of all projects and subpr ojects

buil d. gradl e

al | projects {
task hello << {task -> println "I'm $task. proj ect. nane" }

}
subproj ects {
hello << {println “- | depend on water"}

}

Output of gradl e -qg hello

> gradle -q hello
I'"'mwat er

1" m bl uewhal e

- | depend on water
I"mkrill

- | depend on water
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Y ou may notice that there are two code snippets referencing the “hel | 0” task. Thefirst one, which usesthe “t ask
" keyword, constructs the task and provides it's base configuration. The second piece doesn't use the “t ask”
keyword, as it is further configuring the existing “hel | 0” task. You may only construct a task once in a
project, but you may add any number of code blocks providing additional configuration.

24.2.2. Adding specific behavior

Y ou can add specific behavior on top of the common behavior. Usually we put the project specific behavior in
the build script of the project where we want to apply this specific behavior. But as we have already seen, we
don't have to do it thisway. We could add project specific behavior for the bl uewhal e project like this:
Example 24.6. Defining specific behaviour for particular project

buil d. gradl e

al | projects {
task hello << {task -> println "I'm $task. proj ect. nane" }

}
subproj ects {
hello << {println "- | depend on water"}

}

proj ect (':bluewhale').hello << {
println "- I'"'mthe |argest animal that has ever lived on this planet."

}

Output of gradl e -q hello

> gradle -q hello

I''mwat er

' m bl uewhal e

- | depend on water

- I"'mthe largest aninmal that has ever lived on this planet.
I*mkrill

| depend on water

As we have said, we usually prefer to put project specific behavior into the build script of this project. Let's
refactor and also add some project specific behavior tothe kri | | project.
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Example 24.7. Defining specific behaviour for project krill

Build layout

wat er/
buil d. gradl e
settings.gradle
bl uewhal e/

bui | d. gradl e
krill/
bui | d. gradl e

Note: The code for this example can be found at sanpl es/ user gui de/ mul t i proj ect/ spreadSpeci
inthe ‘-all’ distribution of Gradle.

settings.gradle

i ncl ude ' bluewhale', "krill"

bl uewhal e/ bui | d. gradl e

hel | 0. doLast {
println "- I'"'mthe |largest aninmal that has ever lived on this planet."

}

krill/build.gradle

hel | 0. doLast {
println "- The weight of nmy species in summer is twice as heavy as all human bei

}

buil d. gradl e

al | projects {

task hello << {task -> println "I'm $task. proj ect. nane" }
}
subproj ects {

hello << {println "- | depend on water"}

}

Output of gradl e -q hello

> gradle -q hello

I'''m wat er

"' m bl uewhal e

- | depend on water

- I"'mthe largest aninal that has ever lived on this planet.

I"mkrill

| depend on water

- The weight of ny species in sumer is twice as heavy as all human bei ngs.

24.2.3. Project filtering

To show more of the power of configuration injection, let's add another project called t r opi cal Fi sh and add
more behavior to the build via the build script of the wat er project.
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24.2.3.1. Filtering by name

Example 24.8. Adding custom behaviour to some projects (filtered by project name)

Build layout

wat er/
buil d. gradl e
settings.gradle
bl uewhal e/

bui | d. gradl e
krill/

bui | d. gradl e
tropi cal Fi sh/

Note: The code for this example can be found at sanpl es/ user gui de/ mul ti proj ect/ addTr opi cal
inthe‘-all’ distribution of Gradle.

settings.gradle

i nclude 'bluewhale', "krill', '"tropical Fish

bui I d. gradl e

al | projects {
task hello << {task -> println "I'm $task. proj ect. nane" }
}
subproj ects {
hello << {println "- | depend on water"}
}
configure(subprojects.findAll {it.name != "tropical Fish'}) {
hello << {println '- | love to spend tinme in the arctic waters."}

}

Output of gradl e -q hell o

> gradle -q hello

I'"'mwat er

1" m bl uewhal e

- | depend on water

- | love to spend time in the arctic waters.

- I"'mthe largest animal that has ever lived on this planet.
I"mkrill

| depend on water

I love to spend time in the arctic waters.

- The weight of ny species in sumer is twice as heavy as all human bei ngs.
I"mtropical Fi sh

| depend on water

Theconf i gure() method takesalist as an argument and applies the configuration to the projectsin thislist.

24.2.3.2. Filtering by properties

Using the project name for filtering is one option. Using extra project properties is another. (See Section 16.4.2,
“Extra properties’ for more information on extra properties.)
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Example 24.9. Adding custom behaviour to some projects (filtered by project properties)

Build layout

wat er/
buil d. gradl e
settings.gradle
bl uewhal e/

bui | d. gradl e
krill/

bui | d. gradl e
tropi cal Fi sh/

bui | d. gradl e

Note: The code for this example can be found at sanpl es/ user gui de/ mul ti proj ect/tropical Wt
inthe‘-al’ distribution of Gradle.

settings.gradle

i ncl ude 'bluewhale', "krill', 'tropical Fish'

bl uewhal e/ bui | d. gradl e

ext.arctic = true
hel | 0. doLast {
println "- I'mthe |argest animal that has ever lived on this planet."

}

krill/build.gradle

ext.arctic = true
hel | 0. doLast {
println "- The weight of nmy species in sumer is twice as heavy as all hunman b{

}

tropi cal Fi sh/ buil d. gradl e

ext.arctic = fal se

bui I d. gradl e

al | projects {
task hello << {task -> println "I'm $task. proj ect. nane" }
}
subproj ects {
hell o {
doLast {println "- | depend on water"}

after Eval uate { Project project ->
if (project.arctic) { doLast ({
println '- | love to spend tine in the arctic waters.' }

Output of gradl e -qg hell o
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\%

gradle -q hello

''m wat er

''m bl uewhal e

| depend on water

I"'mthe | argest animal that has ever lived on this planet.
I love to spend tinme in the arctic waters.

"mkrill

| depend on water

The wei ght of nmy species in summer is twice as heavy as all human bei ngs.
I love to spend tinme in the arctic waters.

"mtropical Fi sh

| depend on water

In the build file of the wat er project weuse an af t er Eval uat e notification. This means that the closure we
are passing gets evaluated after the build scripts of the subproject are evaluated. Asthe property ar ct i c isset

in those build scripts, we haveto do it thisway. You will find more on thistopic in Section 24.6, “ Dependencies
- Which dependencies?’

24.3. Execution rules for multi-project builds

When we executed the hel | o task from the root project dir, things behaved in an intuitive way. All the hel | o
tasks of the different projects were executed. Let's switch to the bl uewhal e dir and see what happens if we
execute Gradle from there.

Example 24.10. Running build from subpr oject

Output of gradl e -q hello

> gradle -q hello

' m bl uewhal e

- | depend on water

- I"'mthe largest aninmal that has ever lived on this planet.
- 1 love to spend tine in the arctic waters.

The basic rule behind Gradl€'s behavior is simple. Gradle looks down the hierarchy, starting with the current
dir, for tasks with the name hel | 0 and executes them. One thing is very important to note. Gradle always
evaluates every project of the multi-project build and creates all existing task objects. Then, according to the
task name arguments and the current dir, Gradle filters the tasks which should be executed. Because of Gradle's
cross project configuration every project has to be evaluated before any task gets executed. We will have a
closer look at thisin the next section. Let's now have our last marine example. Let's add atask to bl uewhal e
andkrill.
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Example 24.11. Evaluation and execution of projects

bl uewhal e/ bui | d. gradl e

ext.arctic = true
hello << { println "- I'mthe |argest aninal that

task di stanceTol ceberg << {
println '20 nautical niles'

}

krill/build.gradle

ext.arctic = true
hello << {
println "- The weight of my species in sumer

}

task di stanceTol ceberg << {
println '5 nautical mles'

}

Output of gradl e -q di stanceTol ceberg
> gradl e -q distanceTol ceberg

20 nautical mles
5 nautical mles

Here's the output without the - g option:

Example 24.12. Evaluation and execution of projects
Output of gr adl e di st anceTol ceberg

> gradl e distanceTol ceberg

: bl uewhal e: di st anceTol ceberg
20 nautical mles
ckrill:distanceTol ceberg

5 nautical niles

BU LD SUCCESSFUL

Total tinme: 1 secs

has ever lived on this planet."

is twice as heavy as all human b{

The build is executed from the wat er project. Neither wat er nor t r opi cal Fi sh have atask with the name
di st anceTol ceber g. Gradle does not care. The simple rule mentioned aready above is: Execute all tasks
down the hierarchy which have this name. Only complain if thereis no such task!

24.4. Running tasks by their absolute path

As we have seen, you can run a multi-project build by entering any subproject dir and execute the build from
there. All matching task names of the project hierarchy starting with the current dir are executed. But Gradle
also offers to execute tasks by their absolute path (see also Section 24.5, “Project and task paths’):
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Example 24.13. Running tasks by their absolute path
Outputof gradle -q :hello :krill:hello hello

> gradle -q :hello :krill:hello hello

I''' m wat er

I*mkrill

- | depend on water

- The weight of ny species in sumer is twice as heavy as all human bei ngs.
I love to spend tine in the arctic waters.

I"mtropical Fi sh

| depend on water

The build is executed from thet r opi cal Fi sh project. We execute the hel | o tasks of thewat er , thekri | |
and the t r opi cal Fi sh project. The first two tasks are specified by their absolute path, the last task is
executed using the name matching mechanism described above.

24.5. Project and task paths

A project path has the following pattern: It starts with an optional colon, which denotes the root project. The
root project is the only project in a path that is not specified by its name. The rest of a project path is a
colon-separated sequence of project names, where the next project is a subproject of the previous project.

The path of atask is simply its project path plus the task name, like “: bl uewhal e: hel | 0”. Within a project
you can address atask of the same project just by its name. Thisis interpreted as arelative path.

24.6. Dependencies - Which dependencies?

The examples from the last section were special, as the projects had no Execution Dependencies. They had only
Configuration Dependencies. The following sections illustrate the differences between these two types of
dependencies.
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24.6.1. Execution dependencies

24.6.1.1. Dependencies and execution order

Example 24.14. Dependencies and execution order

Build layout

nmessages/
settings. gradl e
consuner/

bui | d. gradl e
producer/
buil d. gradl e

Note: The code for this example can be found at sanpl es/ user gui de/ mul ti proj ect/ dependenci e
inthe*-all’ distribution of Gradle.

settings.gradle

i ncl ude 'consuner', 'producer'’

consuner/ buil d. gradl e

task action << {
printl n("Consun ng nmessage: ${root Project.producer Message}")

}

producer/bui |l d. gradl e

task action << {
println "Produci ng nessage:"

r oot Proj ect. producer Message = 'Watch the order of execution.

Output of gradl e -qg acti on

> gradle -qg action
Consum ng nessage: nul
Produci ng nessage:

This didn't quite do what we want. If nothing else is defined, Gradle executes the task in aphanumeric order.
Therefore, Gradle will execute “: consuner : acti on” before “: producer: acti on”. Let's try to solve
thiswith a hack and rename the producer project to “aPr oducer ”.
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Example 24.15. Dependencies and execution order

Build layout

messages/
settings. gradl e
aPr oducer/

bui | d. gradl e
consuner /
buil d. gradl e

settings.gradle

i ncl ude ' consuner', 'aProducer'

aProducer/buil d. gradl e

task action << {
println "Produci ng nessage:"
root Proj ect. producer Message = 'VWatch the order of execution.

consuner/ buil d. gradl e

task action << {

println("Consunm ng nmessage: ${root Project.producer Message}")

}

Output of gradl e -q acti on
> gradle -q action

Produci ng nessage:
Consumi ng nessage: Watch the order of execution

We can show where this hack doesn't work if we now switch to the consuner dir and execute the build.

Example 24.16. Dependencies and execution order
Output of gradl e -q acti on

> gradle -qg action
Consumi ng nessage: nul

The problem is that the two “act i on” tasks are unrelated. If you execute the build from the “nessages”
project Gradle executes them both because they have the same name and they are down the hierarchy. In the last
example only one “act i on” task was down the hierarchy and therefore it was the only task that was executed.
We need something better than this hack.
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24.6.1.2. Declaring dependencies

Example 24.17. Declaring dependencies

Build layout

nmessages/
settings.gradle
consuner/

bui | d. gradl e
producer/
bui | d. gradl e

Note: The code for this example can be found at sanpl es/ user gui de/ mul t i proj ect/ dependenci €
inthe ‘-all’ distribution of Gradle.

settings.gradle

i ncl ude 'consuner', ' producer’

consuner/ buil d. gradl e

task action(dependsOn: ":producer:action”) << {
println("Consum ng nessage: ${rootProject.producer Message}")

}

producer/buil d. gradl e

task action << {
println "Produci ng nessage:"

r oot Proj ect. producer Message = 'Watch the order of execution.'

Output of gradl e -q action

> gradle -q action
Produci ng nessage:
Consumi ng nessage: Watch the order of execution.

Running thisfrom the consumer directory gives.

Example 24.18. Declaring dependencies
Output of gradl e -q action

> gradle -q action
Produci ng nessage:
Consunmi ng nessage: Watch the order of execution.

This is now working better because we have declared that the “act i on” task in the “consuner ” project has
an execution dependency onthe“act i on” task inthe “pr oducer ” project.
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24.6.1.3. The nature of cross project task dependencies

Of course, task dependencies across different projects are not limited to tasks with the same name. Let's change
the naming of our tasks and execute the build.

Example 24.19. Cross project task dependencies

consuner/build. gradl e

task consune(dependsOn: ': producer: produce') << {

println("Consum ng nessage: ${rootProject.producer Message}")

}

producer/ bui |l d. gradl e

task produce << {
println "Produci ng nmessage: "

r oot Proj ect. producer Message = 'Watch the order of execution.'

Output of gradl e -gq consune
> gradl e -q consune

Produci ng nessage:
Consum ng nessage: Watch the order of execution.

24.6.2. Configuration time dependencies

Let's see one more example with our producer-consumer build before we enter Java land. We add a property to
the“pr oducer ” project and create a configuration time dependency from “consuner ” to “pr oducer .
Example 24.20. Configuration time dependencies

consuner/buil d. gradl e

def message = root Proj ect. producer Message

task consunme << {

println("Consunm ng nessage: " + message)

}

producer/bui |l d. gradl e

root Proj ect. producer Message = 'Watch the order of evaluation.'

Output of gr adl e -g consune

> gradle -qg consume
Consum ng nessage: null

The default evaluation order of projectsis alphanumeric (for the same nesting level). Therefore the“consuner
" project is evaluated before the “pr oducer ” project and the “pr oducer Message” value is set after itis
read by the “consuner ” project. Gradle offers asolution for this.
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Example 24.21. Configuration time dependencies - evaluationDependsOn

consuner/build. gradl e

eval uati onDependsOn( ' : pr oducer ')

def message = root Proj ect. producer Message

task consunme << {
println("Consunm ng nessage: " + message)

}

Output of gr adl e -g consune

> gradle -q consune
Consum ng nessage: Watch the order of eval uation.

The use of the “eval uati onDependsOn” command results in the evaluation of the “pr oducer” project
before the “consuner ” project is evaluated. This example is a bit contrived to show the mechanism. In this
case there would be an easier solution by reading the key property at execution time.

Example 24.22. Configuration time dependencies
consuner/ buil d. gradl e

task consunme << {
printl n("Consuni ng nmessage: ${root Project.producer Message}")

}

Output of gradl e -g consune

> gradl e -q consune
Consumi ng nessage: Watch the order of eval uation.

Configuration dependencies are very different from execution dependencies. Configuration dependencies are
between projects whereas execution dependencies are always resolved to task dependencies. Also note that all
projects are always configured, even when you start the build from a subproject. The default configuration order
istop down, which is usually what is needed.

To change the default configuration order to “bottom up”, use the “eval uat i onDependsOnChi | dren()”
method instead.

On the same nesting level the configuration order depends on the alphanumeric position. The most common use
case is to have multi-project builds that share a common lifecycle (e.g. al projects use the Java plugin). If you
declare with dependsOn a execution dependency between different projects, the default behavior of this
method is to also create a configuration dependency between the two projects. Therefore it is likely that you
don't have to define configuration dependencies explicitly.

24.6.3. Redl life examples

Gradle's multi-project features are driven by real life use cases. One good example consists of two web
application projects and a parent project that creates a distribution including the two web applications. [1#! For
the example we use only one build script and do cross project configuration.
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Example 24.23. Dependencies - real life example - crossproject configuration

Build layout

webDi st/
settings. gradl e
bui | d. gradl e
dat e/
src/ mai n/ j aval/

or g/ gradl e/ sanpl e/
Dat eServl et . j ava
hel | o/
src/ mai n/ j aval/
or g/ gradl e/ sanpl e/
Hel | oServl et . java

Note: The code for this example can be found at sanpl es/ user gui de/ mul t i proj ect/ dependenci €
inthe ‘-all’ distribution of Gradle.

settings.gradle

include 'date', 'hello'

buil d. gradl e

al | projects {
apply plugin: 'java'
group = 'org.gradl e.sanpl e
version = '1. 0

}

subproj ects {
apply plugin: '"war'
repositories {
mavenCentral ()
}
dependenci es {
conpi l e "javax. servl et:servl et-api:2.5"
}
}

task expl odedDi st (type: Copy) {
into "$buil dDi r/ expl odedDi st "
subproj ects {
from tasks. wit hType(War)

}

We have an interesting set of dependencies. Obviously the dat e and hel | o projects have a configuration
dependency on webDi st , asall the build logic for the webapp projectsisinjected by webDi st . The execution
dependency isin the other direction, aswebDi st depends on the build artifacts of dat e and hel | o. Thereis
even athird dependency. webDi st has a configuration dependency on dat e and hel | o because it needs to
know the ar chi vePat h. But it asks for this information at execution time. Therefore we have no circular
dependency.

Such dependency patterns are daily bread in the problem space of multi-project builds. If a build system does
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not support these patterns, you either can't solve your problem or you need to do ugly hacks which are hard to
maintain and massively impair your productivity as a build master.

24.7. Project lib dependencies

What if one project needs the jar produced by another project in its compile path, and not just the jar but also the
transitive dependencies of this jar? Obviously thisis a very common use case for Java multi-project builds. As
aready mentioned in Section 23.4.3, “Project dependencies’, Gradle offers project lib dependencies for this.

Example 24.24. Project lib dependencies
Build layout

j aval
settings.gradle
bui | d. gradl e
api /
src/ mai n/ j aval
or g/ gr adl e/ sanpl e/
api /
Person. j ava
api | npl /
Per sonl npl . j ava
servi ces/ personServi ce/
src/
mai n/ j ava/
or g/ gr adl e/ sanpl e/ servi ces/
Per sonServi ce. j ava
test/javal
or g/ gradl e/ sanpl e/ servi ces/
Per sonServi ceTest . j ava
shar ed/
src/ mai n/ j aval
or g/ gradl e/ sanpl e/ shar ed/
Hel per.j ava

Note: The code for this example can be found at sanpl es/ user gui de/ mul t i proj ect/ dependenci €
inthe ‘-all’ distribution of Gradle.

We have the projects “shar ed”, “api " and “per sonSer vi ce”. The“per sonSer vi ce” project hasalib
dependency on the other two projects. The “api ” project hasalib dependency on the“shar ed” project. (1]
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Example 24.25. Project lib dependencies

settings.gradle

include 'api', 'shared', 'services:personService

buil d. gradl e

subprojects {
apply plugin: 'java
group = 'org.gradle.sanple
version = '1. 0
repositories {
mavenCentral ()
}
dependenci es {
testConpile “junit:junit:4. 12"
}
}

project(':api') {
dependenci es {
conpil e project(':shared")
}
}

proj ect (' :services: personService') {
dependenci es {
conpi l e project(':shared" ), project(':api")

}

All the build logic isin the “bui | d. gr adl e” file of the root project. [16] A «lib” dependency is a special
form of an execution dependency. It causes the other project to be built first and adds the jar with the classes of
the other project to the classpath. It also adds the dependencies of the other project to the classpath. So you can
enter the “api ” directory and trigger a“gr adl e conpi | e”. First the “shar ed” project is built and then the
“api " project is built. Project dependencies enable partial multi-project builds.

If you come from Maven land you might be perfectly happy with this. If you come from lvy land, you might
expect some more fine grained control. Gradle offers this to you:
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Example 24.26. Fine grained control over dependencies
buil d. gradl e

subproj ects {
apply plugin: 'java
group = 'org.gradl e.sanpl e
version = '1. 0

}

project(':api') {
configurations {
spi
}
dependenci es {
conpi l e project(':shared")
}
task spiJdar(type: Jar) {
baseNane = ' api - spi
dependsOn cl asses
from sour ceSet s. mai n. out put
i ncl ude(' org/ gradl e/ sanpl e/ api /**")
}
artifacts {
spi spiJar
}
}

proj ect (' :services: personService') {
dependenci es {
conpi l e project(':shared")
conpi l e project(path: ':api', configuration
testConpile "junit:junit:4. 12", project(':api

The Java plugin adds per default ajar to your project libraries which contains all the classes. In this example we
create an additional library containing only the interfaces of the “api " project. We assign this library to a new
dependency configuration. For the person service we declare that the project should be compiled only against

the “api " interfaces but tested with all classes from “api ”.

24.7.1. Disabling the build of dependency projects

Sometimes you don't want depended on projects to be built when doing a partial build. To disable the build of

the depended on projects you can run Gradle with the - a option.

24.8. Parallel project execution

With more and more CPU cores available on developer desktops and Cl servers, it isimportant that Gradle is
ableto fully utilise these processing resources. More specifically, the parallel execution attempts to:

® Reduce total build time for a multi-project build where execution is 1O bound or otherwise does not

consume all available CPU resources.

® Provide faster feedback for execution of small projects without awaiting completion of other projects.
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Although Gradle aready offers parallel test execution via Test . set MaxPar al | el For ks() the feature
described in this section is parallel execution at a project level. Parallel execution is an incubating feature.
Please useit and let us know how it works for you.

Parallel project execution allows the separate projects in a decoupled multi-project build to be executed in
parallel (see also: Section 24.9, “Decoupled Projects’). While parallel execution does not strictly require
decoupling at configuration time, the long-term goal is to provide a powerful set of features that will be
available for fully decoupled projects. Such features include:

® Section 24.1.1.1, “Configuration on demand”.

® Configuration of projectsin parallel.

® Re-use of configuration for unchanged projects.

* Project-level up-to-date checks.

® Using pre-built artifacts in the place of building dependent projects.

How does parallel execution work? First, you need to tell Gradle to use the parallel mode. Y ou can use the
command line argument (Appendix D, Gradle Command Line) or configure your build environment (
Section 11.1, “Configuring the build environment via gradle.properties’). Unless you provide a specific number
of paralel threads Gradle attempts to choose the right number based on available CPU cores. Every parallel
worker exclusively owns a given project while executing a task. This means that 2 tasks from the same project
are never executed in parallel. Therefore only multi-project builds can take advantage of parallel execution.
Task dependencies are fully supported and parallel workers will start executing upstream tasks first. Bear in
mind that the alphabetical scheduling of decoupled tasks, known from the sequential execution, does not really
work in parallel mode. You need to make sure the task dependencies are declared correctly to avoid ordering
issues.

24.9. Decoupled Projects

Gradle allows any project to access any other project during both the configuration and execution phases. While
this provides a great deal of power and flexibility to the build author, it also limits the flexibility that Gradle has
when building those projects. For instance, this effectively prevents Gradle from correctly building multiple
projects in paralel, configuring only a subset of projects, or from substituting a pre-built artifact in place of a
project dependency.

Two projects are said to be decoupled if they do not directly access each other's project model. Decoupled
projects may only interact in terms of declared dependencies. project dependencies (Section 23.4.3, “Project
dependencies’) and/or task dependencies (Section 14.5, “Task dependencies’). Any other form of project
interaction (i.e. by modifying another project object or by reading a value from another project object) causes
the projects to be coupled. The consequence of coupling during the configuration phase is that if gradle is
invoked with the ‘configuration on demand' option, the result of the build can be flawed in several ways. The
consequence of coupling during execution phase is that if gradle isinvoked with the parallel option, one project
task runs too late to influence a task of a project building in parallel. Gradle does not attempt to detect coupling
and warn the user, as there are too many possibilities to introduce coupling.

A very common way for projects to be coupled is by using configuration injection (Section 24.1, “ Cross project
configuration”). It may not be immediately apparent, but using key Gradle featureslikethe al | pr oj ect s and
subpr oj ect s keywords automatically cause your projects to be coupled. This is because these keywords are
used in abui | d. gr adl e file, which defines a project. Often thisis a“root project” that does nothing more
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than define common configuration, but as far as Gradle is concerned this root project is still a fully-fledged
project, and by using al | pr oj ect s that project is effectively coupled to all other projects. Coupling of the
root project to subprojects does not impact ‘configuration on demand', but usingthe al | pr oj ect s and subpr 0j ¢
in any subproject'sbui | d. gr adl e file will have an impact.

This means that using any form of shared build script logic or configuration injection (al | pr oj ect s, subpr oj e
, etc.) will cause your projects to be coupled. As we extend the concept of project decoupling and provide
features that take advantage of decoupled projects, we will also introduce new features to help you to solve
common use cases (like configuration injection) without causing your projects to be coupled.

In order to make good use of cross project configuration without running into issues for parallel and
‘configuration on demand' options, follow these recommendations:

* Avoid asubproject'sbui | d. gr adl e referencing other subprojects; prefering cross configuration from the
root project.
® Avoid changing the configuration of other projects at execution time.

24.10. Multi-Project Building and Testing

The bui | d task of the Java plugin is typically used to compile, test, and perform code style checks (if the
CodeQuality plugin is used) of a single project. In multi-project builds you may often want to do all of these
tasks across arange of projects. The bui | dNeeded and bui | dDependent s tasks can help with this.

Look at Example 24.25, “Project lib dependencies’. In this example, the “: ser vi ces: per sonservi ce”
project depends on both the “: api ” and “: shar ed” projects. The“: api ” project also dependson the“: shar ed
" project.

Assume you are working on a single project, the “: api ” project. Y ou have been making changes, but have not
built the entire project since performing a clean. You want to build any necessary supporting jars, but only
perform code quality and unit tests on the project you have changed. The bui | d task doesthis.
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Example 24.27. Build and Test Single Proj ect

Output of gradl e : api : build

> gradle :api:build

: shared: conpi | eJava

: shar ed: processResour ces
:shared: cl asses
:shared:jar

> api:conpil eJava

:api : processResour ces
capi:cl asses

sapi:jar

1 api:assenbl e
;api:conpil eTest Java
:api: processTest Resources
sapi:testd asses

rapi:test
:api : check
sapi:build

BU LD SUCCESSFUL

Total tine: 1 secs

While you are working in a typical development cycle repeatedly building and testing changes to the *: api ”

project (knowing that you are only changing files in this one project), you may not want to even suffer the
expense of building “: shar ed: conpi | e” to see what has changed inthe“: shar ed” project. Adding the”- a
" option will cause Gradle to use cached jars to resolve any project lib dependencies and not try to re-build the

depended on projects.

Example 24.28. Partial Build and Test Single Proj ect

Output of gradl e -a :api:build

> gradle -a :api:build
;api:conpil eJava

s api: processResources
1api:cl asses

rapi:jar

;api:assenbl e
;api:conpil eTest Java

:api : processTest Resour ces
rapi:testd asses

;api:test
:api: check
sapi:build

BU LD SUCCESSFUL

Total tinme: 1 secs

If you have just gotten the latest version of source from your version control system which included changesin
other projectsthat “: api " depends on, you might want to not only build all the projects you depend on, but test
them as well. The bui | dNeeded task also tests all the projects from the project lib dependencies of the

testRuntime configuration.
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Example 24.29. Build and Test Depended On Projects
Output of gr adl e : api : bui | dNeeded

> gradl e :api:buil dNeeded
: shared: conpi | eJava

: shar ed: processResour ces
:shared: cl asses
:shared:jar

> api:conpil eJava

:api : processResour ces
capi:cl asses

sapi:jar

1 api:assenbl e
;api:conpil eTest Java
:api: processTest Resources
sapi:testd asses

rapi:test
:api : check
sapi:build

:shared: assenbl e

: shar ed: conpi | eTest Java

: shar ed: processTest Resour ces
:shared: test Cl asses

:shared: test

:shar ed: check

:shared: build

: shar ed: bui | dNeeded

:api : bui | dNeeded

BU LD SUCCESSFUL

Total tinme: 1 secs

You also might want to refactor some part of the “: api ” project that is used in other projects. If you make
these types of changes, it is not sufficient to test just the “: api ” project, you also need to test all projects that

depend on the “: api ” project. The bui | dDependent s task also tests al the projects that have a project lib

dependency (in the testRuntime configuration) on the specified project.
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Example 24.30. Build and Test Dependent Projects
Output of gr adl e : api : bui | dDependent s

> gradl e :api: buil dDependents
: shared: conpi | eJava

: shar ed: processResour ces
:shared: cl asses
:shared:jar

> api:conpil eJava

:api : processResour ces
capi:cl asses

sapi:jar

1 api:assenbl e
;api:conpil eTest Java
;api: processTest Resour ces
sapi:testd asses

rapi:test
:api : check
sapi:build

:services: personServi ce: conpi | eJava
:services: personServi ce: processResour ces
:services: personServi ce: cl asses
:services: personService:jar

:services: personServi ce: assenbl e

1 services: personServi ce: conpi |l eTest Java
:services: personServi ce: processTest Resour ces
:services: personService: testC asses
:services: personService: test

:services: personServi ce: check

:services: personService: build

:servi ces: personServi ce: bui | dDependent s
:api : bui | dDependent s

BU LD SUCCESSFUL

Total tinme: 1 secs

Finally, you may want to build and test everything in all projects. Any task you run in the root project folder
will cause that same named task to be run on all the children. So you can just run “gr adl e bui | d” to build

and test all projects.

24.11. Multi Project and buildSrc

Section 41.4, “Build sources in the bui | dSr ¢ project” tells us that we can place build logic to be compiled
and tested in the special bui | dSr ¢ directory. In a multi project build, there can only be one bui | dSrc

directory which must be located in the root directory.

24.12. Property and method inheritance

Properties and methods declared in a project are inherited to all its subprojects. This is an alternative to
configuration injection. But we think that the model of inheritance does not reflect the problem space of
multi-project builds very well. In afuture edition of this user guide we might write more about this.
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Method inheritance might be interesting to use as Gradle's Configuration Injection does not support methods
yet (but will in afuture release).

Y ou might be wondering why we have implemented a feature we obviously don't like that much. One reason is
that it is offered by other tools and we want to have the check mark in a feature comparison :). And we like to
offer our users achoice.

24.13. Summary

Writing this chapter was pretty exhausting and reading it might have a similar effect. Our final message for this
chapter is that multi-project builds with Gradle are usually not difficult. There are five elements you need to
remember: al | proj ect s, subpr oj ect s, eval uati onDependsOn, eval uati onDependsOnChi | drer
and project lib dependencies. (171 with those elements, and keeping in mind that Gradle has a distinct
configuration and execution phase, you already have a lot of flexibility. But when you enter steep territory
Gradle does not become an obstacle and usually accompanies and carries you to the top of the mountain.

[14] The rea use case we had, was using http://lucene.apache.org/solr, where you need a separate war for each
index you are accessing. That was one reason why we have created a distribution of webapps. The Resin servlet
container allows us, to let such adistribution point to a base installation of the servlet container.

[15] “servi ces” is also a project, but we use it just as a container. It has no build script and gets nothing
injected by another build script.

[16] We do this here, as it makes the layout a bit easier. We usually put the project specific stuff into the build
script of the respective projects.

[17] So we are well in the range of the 7 plus 2 Rule ;)
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25

Gradle Plugins

Gradle at its core intentionally provides very little for real world automation. All of the useful features, like the
ability to compile Java code, are added by plugins. Plugins add new tasks (e.g. JavaConpi | €), domain
objects (e.g. Sour ceSet ), conventions (e.g. Java source islocated at sr ¢/ mai n/ j ava) aswell as extending
core objects and objects from other plugins.

In this chapter we will discuss how to use plugins and the terminology and concepts surrounding plugins.

25.1. What plugins do

Applying aplugin to aproject allows the plugin to extend the project's capabilities. It can do things such as:

® Extend the Gradle model (e.g. add new DSL elements that can be configured)
® Configure the project according to conventions (e.g. add new tasks or configure sensible defaults)
* Apply specific configuration (e.g. add organizational repositories or enforce standards)

By applying plugins, rather than adding logic to the project build script, we can reap a number of benefits.
Applying plugins:

* Promotes reuse and reduces the overhead of maintaining similar logic across multiple projects
* Allows ahigher degree of modularization, enhancing comprehensibility and organization
® Encapsulatesimperative logic and allows build scripts to be as declarative as possible

25.2. Types of plugins

There are two general types of plugins in Gradle, script plugins and binary plugins. Script plugins are
additional build scripts that further configure the build and usually implement a declarative approach to
manipulating the build. They are typically used within a build although they can be externalized and accessed
from a remote location. Binary plugins are classes that implement the Pl ugi n interface and adopt a
programmatic approach to manipulating the build. Binary plugins can reside within a build script, within the
project hierarchy or externally in aplugin jar.

25.3. Applying plugins

Plugins are said to be applied, which is done viathe Pr oj ect . appl y() method. The application of plugins
is idempotent. That is, the same plugin can be applied multiple times. If the plugin has previously been applied,
any further applications are safe and will have no effect.
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25.3.1. Script plugins
Example 25.1. Applying a script plugin
buil d. gradl e

apply from 'other.gradle

Script plugins can be applied from a script on the local filesystem or at a remote location. Filesystem locations
are relative to the project directory, while remote script locations are specified with an HTTP URL. Multiple
script plugins (of either form) can be applied to a given build.

25.3.2. Binary plugins
Example 25.2. Applying a binary plugin
buil d. gradl e

apply plugin: 'java

Plugins can be applied using a plugin id. The plugin id serves as a unique identifier for a given plugin. Core
plugins register a short name that can be used as the plugin id. In the above case, we are using the short name ‘j ava
" to apply the JavaPl ugi n. Community plugins, on the other hand, use afully qualified form for the plugin id
(e.g.com gi t hub. f 0o. bar), although some legacy plugins may still utilize a short, unqualified form.

Rather than using aplugin id, plugins can also be applied by simply specifying the class of the plugin:

Example 25.3. Applying a binary plugin by type
buil d. gradl e

apply plugin: JavaPl ugin

The JavaPl ugi n symbol in the above sample refers to the the JavaPl ugi n. This class does not strictly
need to be imported as the or g. gr adl e. api . pl ugi ns package is automatically imported in all build
scripts (see Section 16.8, “Default imports’). Furthermore, it is not necessary to append . cl ass to identify a
classliteral in Groovy asitisin Java

25.3.2.1. Locations of binary plugins

A plugin is simply any class that implements the Pl ugi n interface. Gradle provides the core plugins as part of
its distribution so simply applying the plugin as above is al you need to do. However, non-core binary plugins
need to be available to the build classpath before they can be applied. This can be achieved in a number of ways,
including:

® Defining the plugin as an inline class declaration inside a build script.

® Defining the plugin as a source file under the buildSrc directory in the project (see Section 41.4, “Build
sourcesinthebui | dSr ¢ project”).

® Including the plugin from an external jar defined as a buildscript dependency (see Section 25.4, “ Applying

Page 227 of 547


http://www.gradle.org/docs/2.10/javadoc/org/gradle/api/plugins/JavaPlugin.html
http://www.gradle.org/docs/2.10/javadoc/org/gradle/api/plugins/JavaPlugin.html
http://www.gradle.org/docs/2.10/javadoc/org/gradle/api/Plugin.html

plugins with the buildscript block™).
® |ncluding the plugin from the plugin portal using the plugins DSL (see Section 25.5, “Applying plugins with
the plugins DSL").

For more on defining your own plugins, see Chapter 39, Writing Custom Plugins.

25.4. Applying plugins with the buildscript block

Binary plugins that have been published as external jar files can be added to a project by adding the plugin to
the build script classpath and then applying the plugin. External jars can be added to the build script classpath
usingthebui | dscri pt {} block asdescribed in Section 41.6, “ External dependencies for the build script”.

Example 25.4. Applying a plugin with the buildscript block
buil d. gradl e

bui I dscript {
repositories {
jcenter ()

}

dependenci es {

cl asspath "com jfrog. bintray. gradl e: gradl e-bi ntray-pl ugin: 0. 4. 1"

}
}

apply plugin: "comjfrog.bintray"

25.5. Applying plugins with the plugins DSL

The plugins DSL is currently incubating. Please be aware that the DSL and other configuration may
changein later Gradle versions.

The new plugins DSL provides a more succinct and convenient way to declare plugin dependencies. It works
with the new Gradle plugin portal to provide easy access to both core and community plugins. The plugins
script block configures an instance of Pl ugi nDependenci esSpec.

To apply acore plugin, the short name can be used:

Example 25.5. Applying a core plugin

buil d. gradl e

pl ugi ns {
id'java'

}

To apply acommunity plugin from the portal, the fully qualified plugin id must be used:
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Example 25.6. Applying a community plugin

bui I d. gradl e

pl ugi ns {
id "comjfrog. bintray" version "0.4.1"

}

No further configuration is necessary. Specifically, there is no need to configure the buildscript classpath.
Gradle will resolve the plugin in the plugin portal, locate it, and make it available to the build.

See Pl ugi nDependenci esSpec for more information on using the Plugin DSL.

25.5.1. Limitations of the plugins DSL

The new way to add plugins to a project is much more than a more convenient syntax. The new DSL is
processed very differently to the old one. The new mechanism allows Gradle to determine the plugins in use
very early and very quickly. This allows Gradle to do smart things such as:

® Optimize the loading and reuse of plugin classes.

* Allow different plugins to use different versions of dependencies.

® Provide editors detailed information about the potential properties and values in the buildscript for editing
assistance.

This requires that plugins be specified in away that Gradle can easily and quickly extract, before executing the
rest of the build script. It also requires that the definition of plugins to use be somewhat static.

There are some key differences between the new plugin mechanism and the “traditional” appl y() method
mechanism. There are also some constraints, some of which are temporary limitations while the mechanism is
still being devel oped and some are inherent to the new approach.

25.5.1.1. Constrained Syntax

The new pl ugi ns {} block does not support arbitrary Groovy code. It is constrained, in order to be
idempotent (produce the same result every time) and side effect free (safe for Gradle to execute at any time).

Theformis:

pl ugi ns {

id «plugin id» version «plugin version»

}

Where «pl ugi n versi on» and «pl ugi n i d» must be constant, literal, strings. No other statements are
alowed; their presence will cause a compilation error.

Thepl ugi ns {} block must also be atop level statement in the buildscript. It cannot be nested inside another
construct (e.g. an if-statement or for-loop).
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25.5.1.2. Can only be used in build scripts

The pl ugi ns {} block can currently only be used in a project's build script. It cannot be used in script
plugins, the settings.gradle file or init scripts.

Future versions of Gradle will remove this restriction.

25.5.1.3. Cannot be used in conjunction with subprojects{}, alprojects{}, etc

It is not possible to use the familiar pattern of applying a plugin to multiple projects at once using
subproj ects {}, etc at the moment. There is currently no mechanism for applying a plugin to multiple

projects at once. At the moment, each project that requires a plugin must declare soin the pl ugi ns {} block
in its buildscript.

Future versions of Gradle will remove thisrestriction.

If the restrictions of the new syntax are prohibitive, the recommended approach isto apply plugins using the buildsci

25.6. Finding community plugins

Gradle has a vibrant community of plugin developers who contribute plugins for a wide variety of capabilities.
The Gradle plugin portal provides an interface for searching and exploring community plugins.

25.7. More on plugins

This chapter aims to serve as an introduction to plugins and Gradle and the role they play. For more information
on theinner workings of plugins, see Chapter 39, Writing Custom Plugins.
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26

Standard Gradle plugins

There are anumber of pluginsincluded in the Gradle distribution. These are listed below.

26.1. Language plugins

These plugins add support for various languages which can be compiled for and executed in the VM.

Table 26.1. Language plugins

Plugin
Id

j ava

gr oovy

scal a

antlr

Automatically Works
applies with

j ava- base -

j ava, gr oovy- base

j ava, scal a- base

j ava -

Description

Adds Java compilation, testing and bundling capabilities to a
project. It serves as the basis for many of the other Gradle
plugins. See also Chapter 44, Java Quickstart.

Adds support for building Groovy projects. See also
Chapter 52, Groovy Quickstart.

Adds support for building Scala projects.

Adds support for generating parsers using Antlr.

26.2. Incubating language plugins

These plugins add support for various languages:
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Table 26.2. Language plugins

Plugin Id Automatically Works Description
applies with

assenbl er - - Adds native assembly language capabilities to
aproject.

C - - Adds C source compilation capabilities to a
project.

cpp - - Adds C++ source compilation capabilitiesto a
project.

obj ective-c - - Adds Objective-C source compilation

capabilities to a project.

obj ecti ve-cpp - - Adds Objective-C++ source compilation
capabilities to a project.

Wi ndows- r esour ces Adds support for including Windows

resources in native binaries.

26.3. Integration plugins

These plugins provide some integration with various runtime technol ogies.
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Table 26.3. Integration plugins

Plugin Id Automatically Works  Description
applies with
application java,distribution Adds tasks for running and bundling a Java project as

a command-line application.

ear - j ava Adds support for building J2EE applications.

jetty war - Deploys your web application to a Jetty web container
embedded in the build. See also Chapter 46, Web
Application Quickstart.

nmaven - j ava, Adds support for publishing artifacts to Maven
war repositories.

osgi j ava- base j ava Adds support for building OSGi bundles.

war j ava - Adds support for assembling web application WAR

files. See also Chapter 46, Web Application Quickstart

26.4. Incubating integration plugins

These plugins provide some integration with various runtime technol ogies.
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Table 26.4. Incubating integration plugins

Works
with

Plugin Id Automatically

applies

di stribution

java-library-distribution java,distribution

i vy-publish - j ava,
war

maven- publ i sh - j ava,
war

Description

Adds support for building ZIP
and TAR distributions.

Adds support for building ZIP
and TAR distributions for a Java
library.

This plugin provides a new DSL
to support publishing artifacts to
Ivy repositories, which improves
on the existing DSL.

This plugin provides a new DSL
to support publishing artifacts to
Maven repositories, which
improves on the existing DSL.

26.5. Software development plugins

These plugins provide help with your software devel opment process.

Table 26.5. Softwar e development plugins

Plugin Id Automatically Works
applies with

announce - -

bui | d-announcenents  announce -

checkstyl e j ava- base -

Description

Publish messages to your favourite
platforms, such as Twitter or Growl.

Sends local announcements to your
desktop about interesting events in
the build lifecycle.

Performs quality checks on your
project's Java source files using
Checkstyle and generates reports
from these checks.
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codenarc groovy- base - Performs quality checks on your
project's Groovy source files using
CodeNarc and generates reports
from these checks.

eclipse - j ava,gr oov@enerates files that are used by
,scal a Eclipse IDE, thus making it possible
to import the project into Eclipse.
See also Chapter 44, Java
Quickstart.

eclipse-wtp - ear,war Does the same as the eclipse plugin
plus generates eclipse WTP (Web
Tools Platform) configuration files.
After importing to eclipse your
war/ear projects should be
configured to work with WTP. See
also Chapter 44, Java Quickstart.

fi ndbugs j ava- base - Performs quality checks on your
project's Java source files using
FindBugs and generates reports
from these checks.

i dea - j ava Generates files that are used by
Intellij IDEA IDE, thus making it
possible to import the project into
IDEA.

j depend j ava- base - Performs quality checks on your
project's source files using JDepend
and generates reports from these
checks.

prd j ava- base - Performs quality checks on your
project's Java source files using
PMD and generates reports from
these checks.

proj ect-report reporting-base - Generates reports containing useful
information about your Gradle build.

si gnhi ng base - Adds the ability to digitaly sign
built files and artifacts.
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sonar - javerbase,  Provides integration with the Sonar
java, code quality platform. Superceeded
jacoco by thesonar - r unner plugin.

26.6. Incubating software development plugins

These plugins provide help with your software devel opment process.

Table 26.6. Softwar e development plugins

Plugin Id Automatically  Works Description
applies with

bui | d- dashboar d reporting-base - Generates build dashboard report.

build-init wrapper - Adds support for initializing a new Gradle
build. Handles converting a Maven build to
aGradle build.

cunit - - Adds support for running CUnit tests.

j acoco reporting-base  java Provides integration with the JaCoCo code

coverage library for Java

sonar - runner - javabase,  Provides integration with the Sonar code
java, quality platform. Supersedes the sonar
jacoco plugin.

vi sual - st udi o - native Adds integration with Visual Studio.
language
plugins

wr apper - - Adds a W apper task for generating

Gradle wrapper files.
java-gradl e-plugin java Assists with development of Gradle plugins

by providing standard plugin build
configuration and validation.
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26.7. Base plugins

These plugins form the basic building blocks which the other plugins are assembled from. They are available for
you to use in your build files, and are listed here for completeness. However, be aware that they are not yet
considered part of Gradle's public API. As such, these plugins are not documented in the user guide. Y ou might
refer to their APl documentation to learn more about them.

Table 26.7. Base plugins

Plugin Id Description

base Adds the standard lifecycle tasks and configures reasonable defaults for the archive tasks:

® addsbuild Conf i gur at i onNane tasks. Those tasks assemble the artifacts
belonging to the specified configuration.

¢ addsupload Conf i gur at i onNane tasks. Those tasks assemble and upload the
artifacts belonging to the specified configuration.

® configures reasonable default values for all archive tasks (e.g. tasks that inherit from
Abst ract Ar chi veTask). For example, the archive tasks are tasks of types. Jar ,
Tar , Zi p. Specifically, dest i nati onDi r, baseNane and ver si on properties
of the archive tasks are preconfigured with defaults. Thisis extremely useful because
it drives consistency across projects; the consistency regarding naming conventions of
archives and their location after the build compl eted.

java-base Adds the source sets concept to the project. Does not add any particular source sets.
groovy-base Adds the Groovy source sets concept to the project.
scala-base Adds the Scala source sets concept to the project.

reporting-base  Adds some shared convention properties to the project, relating to report generation.

26.8. Third party plugins

You can find alist of external plugins at the Gradle Plugins site.

Page 237 of 547


http://www.gradle.org/docs/2.10/dsl/org.gradle.api.tasks.bundling.AbstractArchiveTask.html
http://www.gradle.org/docs/2.10/dsl/org.gradle.api.tasks.bundling.AbstractArchiveTask.html
http://www.gradle.org/docs/2.10/dsl/org.gradle.api.tasks.bundling.Jar.html
http://www.gradle.org/docs/2.10/dsl/org.gradle.api.tasks.bundling.Tar.html
http://www.gradle.org/docs/2.10/dsl/org.gradle.api.tasks.bundling.Tar.html
http://www.gradle.org/docs/2.10/dsl/org.gradle.api.tasks.bundling.Zip.html
http://plugins.gradle.org/

27

The Project Report Plugin

The Project report plugin adds some tasks to your project which generate reports containing useful information
about your build. These tasks generate the same content that you get by executing the t asks, dependenci es
, and pr operti es tasks from the command line (see Section 4.6, “Obtaining information about your build”).
In contrast to the command line reports, the report plugin generates the reports into a file. There is also an
aggregating task that depends on all report tasks added by the plugin.

We plan to add much more to the existing reports and create additional onesin future releases of Gradle.

27.1. Usage

To use the Project report plugin, include the following in your build script:

apply plugin: 'project-report'

27.2. Tasks

The project report plugin defines the following tasks:
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Table 27.1. Project report plugin - tasks

Task name Dependson Type

Descri

dependencyReport - DependencyReport Task Generi

the prc
depenc
report.

ht M DependencyReport - Ht M DependencyReport Task  Generi

propertyReport - Pr opert yReport Task

t askReport - TaskReport Task

pr oj ect Report dependencyReport , properTg&eport
,taskReport, ht m DependencyReport

27.3. Project layout

The project report plugin does not require any particular project layout.

27.4. Dependency management

The project report plugin does not define any dependency configurations.

27.5. Convention properties

The project report defines the following convention properties:

anHT
depenc
and

depenc
insight
report
the prc
orase
projec

Generi
the prc
proper
report.
Generi

the prc
task re

Generi
al pro
reports
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Table 27.2. Project report plugin - convention properties

Property name

report sDi r Nane

reportsDir

proj ects

proj ect Report Di r Nane

proj ect ReportDir

These convention

properties are

Type
String

Fi | e (read-only)

Set <Pr oj ect >

String

Fi | e (read-only)

Pr oj ect Report sPl ugi nConventi on.

provided

Default value

reports

Description

The name of the
directory to
generate reports
into, relative to
the build
directory.

bui | dDi r/ r epor t sDi r NaneThe directory to

A one element set with the
project the plugin was
applied to.

pr oj ect

generate reports
into.

The projectsto
generate the
reportsfor.

The name of the
directory to
generate the
project report
into, relative to
the reports
directory.

reportsDir/ proj ect ReporTi# diNztaey to

by a convention

generate the
project report
into.

object of type
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28

The Build Dashboard Plugin

The build dashboard plugin is currently incubating. Please be aware that the DSL and other configuration
may changein later Gradle versions.

The Build Dashboard plugin can be used to generate a single HTML dashboard that provides a single point of
access to all of the reports generated by a build.

28.1. Usage

To use the Build Dashboard plugin, include the following in your build script:

Example 28.1. Using the Build Dashboard plugin
buil d. gradl e

apply plugin: 'build-dashboard

Applying the plugin adds the bui | dDashboar d task to your project. The task aggregates the reports for all
tasks that implement the Repor t i ng interface from all projects in the build. It is typicaly only applied to the
root project.

The bui | dDashboar d task does not depend on any other tasks. It will only aggregate the reporting tasks that
are independently being executed as part of the build run. To generate the build dashboard, simply include this
task in the list of tasks to execute. For example, “gr adl e bui | dDashboard bui | d” will generate a
dashboard for al of the reporting tasks that are dependents of the bui | d task.

28.2. Tasks

The Build Dashboard plugin adds the following task to the project:

Page 241 of 547


http://www.gradle.org/docs/2.10/dsl/org.gradle.api.reporting.Reporting.html

Table 28.1. Build Dashboard plugin - tasks

Task name Depends Type Description
on
bui | dDashboar d - Gener at eBui | dDashboar d Generates build dashboard
report.

28.3. Project layout

The Build Dashboard plugin does not require any particular project layout.

28.4. Dependency management

The Build Dashboard plugin does not define any dependency configurations.

28.5. Configuration

Y ou can influence the location of build dashboard plugin generation via Repor t i ngExt ensi on.
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29

Comparing Builds

Build comparison support is an incubating feature. This means that it is incomplete and not yet at regular
Gradle production quality. This also means that this Gradle User Guide chapter is awork in progress.

Gradle provides support for comparing the outcomes (e.g. the produced binary archives) of two builds. There
are several reasons why you may want to compare the outcomes of two builds. Y ou may want to compare:

® A build with anewer version of Gradle than it's currently using (i.e. upgrading the Gradle version).

* A Gradle build with abuild executed by another tool such as Apache Ant, Apache Maven or something else
(i.e. migrating to Gradle).

* The same Gradle build, with the same version, before and after a change to the build (i.e. testing build
changes).

By comparing builds in these scenarios you can make an informed decision about the Gradle upgrade, migration
to Gradle or build change by understanding the differences in the outcomes. The comparison process produces a
HTML report outlining which outcomes were found to be identical and identifying the differences between
non-identical outcomes.

29.1. Definition of terms

The following are the terms used for build comparison and their definitions.

“Build”
In the context of build comparison, a build is not necessarily a Gradle build. It can be any invokable
“process’ that produces observable “outcomes’. At least one of the builds in a comparison will be a Gradle
build.

“Build Outcome’
Something that happens in an observable manner during a build, such as the creation of a zip file or test
execution. These are the things that are compared.

“ Sour ce Build”
The build that comparisons are being made against, typically the build in its “current” state. In other words,
the left hand side of the comparison.

“Target Build”
The build that is being compared to the source build, typically the “proposed” build. In other words, the
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right hand side of the comparison.

“Host Build”
The Gradle build that executes the comparison process. It may be the same project as either the “target” or
“source” build or may be a completely separate project. It does not need to be the same Gradle version as the
“source” or “target” builds. The host build must be run with Gradle 1.2 or newer.

“Compar ed Build Outcome”
Build outcomes that are intended to be logically equivalent in the “source” and “target” builds, and are
therefore meaningfully comparable.

“Uncompared Build Outcome’
A build outcome is uncompared if alogical equivalent from the other build cannot be found (e.g. a build
produces a zip file that the other build does not).

“Unknown Build Outcome”
A build outcome that cannot be understood by the host build. This can occur when the source or target build
isanewer Gradle version than the host build and that Gradle version exposes new outcome types. Unknown
build outcomes can be compared in so far as they can be identified to be logically equivalent to an unknown
build outcome in the other build, but no meaningful comparison of what the build outcome actually is can be
performed. Using the latest Gradle version for the host build will avoid encountering unknown build
outcomes.

29.2. Current Capabilities

Asthisisan incubating feature, alimited set of the eventual functionality has been implemented at this time.

29.2.1. Supported builds

Only support for comparing Gradle builds is available at this time. Both the source and target build must
execute with Gradle newer or equal to version 1. 0. The host build must be at least version 1. 2.

Future versions will provide support for executing builds from other build systems such as Apache Ant or
Apache Maven, as well as support for executing arbitrary processes (e.g. shell script based builds)

29.2.2. Supported build outcomes

Only support for comparing build outcomes that are zi p archivesis supported at thistime. Thisincludesj ar , war
and ear archives.

Future versions will provide support for comparing outcomes such as test execution (i.e. which tests were
executed, which tests failed, etc.)
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29.3. Comparing Gradle Builds

The conpar e- gr adl e- bui | ds plugin can be used to facilitate a comparison between two Gradle builds.
The plugin adds a Conpar eGr adl eBui | ds task named “conpar eG adl eBui | ds” to the project. The
configuration of this task specifies what is to be compared. By default, it is configured to compare the current
build with itself using the current Gradle version by executing the tasks: “cl ean assenbl e”.

apply plugin: 'conpare-gradl e-buil ds’

Thistask can be configured to change what is compared.

conpar eG adl eBui | ds {

sour ceBui | d {
projectDir "/projects/project-a"
gradl eVersion "1.1"

}

targetBuild {
projectDir "/projects/project-b"
gradl eVersion "1.2"

The example above specifies a comparison between two different projects using two different Gradle versions.

29.3.1. Trying Gradle upgrades

Y ou can use the build comparison functionality to very quickly try anew Gradle version with your build.

To try your current build with a different Gradle version, simply add the following to the bui | d. gr adl e of
the root project.

apply plugin: 'conpare-gradl e-buil ds’

conpar eG adl eBui | ds {

target Bui |l d. gradl eVersi on = "«gradl e versi on»"

}

Then simply execute the compareGradleBuilds task. You will see the console output of the “source” and
“target” builds asthey are executing.
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29.3.2. The comparison “result”

If there are any differences between the compared outcomes, the task will fail. The location of the HTML report
providing insight into the comparison will be given. If all compared outcomes are found to be identical, and
there are no uncompared outcomes, and there are no unknown build outcomes, the task will succeed.

You can configure the task to not fail on compared outcome differences by setting the i gnor eFai | ur es
property to true.

conpar eG adl eBui | ds {
i gnoreFai lures = true

}

29.3.3. Which archives are compared?

For an archive to be a candidate for comparison, it must be added as an artifact of the archives configuration.
Take alook at Chapter 30, Publishing artifacts for more information on how to configure and add artifacts.

The archive must also have been produced by a Zi p, Jar, War, Ear task. Future versions of Gradle will
support increased flexibility in this area.
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30

Publishing artifacts

This chapter describes the original publishing mechanism available in Gradle 1.0: in Gradle 1.3 a new
mechanism for publishing was introduced. While this new mechanism is incubating and not yet complete,
it introduces some new concepts and features that do (and will) make Gradle publishing even more
powerful.

You can read about the new publishing plugins in Chapter 33, Ivy Publishing (new) and Chapter 34,
Maven Publishing (new). Please try them out and give us feedback.

30.1. Introduction

This chapter is about how you declare the outgoing artifacts of your project, and how to work with them (e.g.
upload them). We define the artifacts of the projects as the files the project provides to the outside world. This
might be alibrary or a ZIP distribution or any other file. A project can publish as many artifacts asit wants.

30.2. Artifacts and configurations

Like dependencies, artifacts are grouped by configurations. In fact, a configuration can contain both artifacts
and dependencies at the sametime.

For each configuration in your project, Gradle provides the tasks upl oad Conf i gur at i onNanme and bui | dCor
. [18] Execution of these tasks will build or upload the artifacts belonging to the respective configuration.

Table 45.5, “ Java plugin - dependency configurations’ shows the configurations added by the Java plugin. Two
of the configurations are relevant for the usage with artifacts. The ar chi ves configuration is the standard
configuration to assign your artifacts to. The Java plugin automatically assigns the default jar to this
configuration. We will talk more about the r unt i me configuration in Section 30.5, “More about project
libraries’. Aswith dependencies, you can declare as many custom configurations as you like and assign artifacts
to them.
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30.3. Declaring artifacts

30.3.1. Archive task artifacts

Y ou can use an archive task to define an artifact:

Example 30.1. Defining an artifact using an ar chive task
buil d. gradle

task myJar(type: Jar)

artifacts {
ar chi ves mnyJar

}

It is important to note that the custom archives you are creating as part of your build are not automatically
assigned to any configuration. Y ou have to explicitly do this assignment.

30.3.2. File artifacts

Y ou can aso use afile to define an artifact:

Example 30.2. Defining an artifact using afile

bui I d. gradl e

def someFile = file('build/ sonmefile.txt")

artifacts {
ar chi ves soneFile

}

Gradle will figure out the properties of the artifact based on the name of the file. You can customize these
properties:

Example 30.3. Customizing an artifact

bui I d. gradl e

task nyTask(type: MTaskType) {
destFile = file(' build/sonefile.txt")

}

artifacts {

archi ves(nyTask. destFile) {
name 'ny-artifact’
type 'text'
bui | t By myTask
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There is a map-based syntax for defining an artifact using a file. The map must include afi | e entry that
defines the file. The map may include other artifact properties:

Example 30.4. Map syntax for defining an artifact using afile

bui I d. gradl e

task generate(type: MTaskType) {
destFile = file(' build/sonefile.txt")

}

artifacts {
archives file: generate.destFile, name: 'ny-artifact', type: 'text', builtBy:

}

30.4. Publishing artifacts

We have said that there is a specific upload task for each configuration. Before you can do an upload, you have
to configure the upload task and define where to publish the artifacts to. The repositories you have defined (as
described in Section 23.6, “Repositories’) are not automatically used for uploading. In fact, some of those
repositories only allow downloading artifacts, not uploading. Here is an example of how you can configure the
upload task of a configuration:

Example 30.5. Configuration of the upload task

buil d. gradl e

repositories {
flatDir {
name "fil eRepo"
dirs "repo"

}
upl oadAr chi ves {

repositories {
add project.repositories.fil eRepo

ivy {
credentials {
user nane "usernanme"
password " pw'

}

url "http://repo. myconpany. conf

As you can see, you can either use areference to an existing repository or create a new repository. As described
in Section 23.6.9, “More about Ivy resolvers’, you can use al the Ivy resolvers suitable for the purpose of
uploading.

If an upload repository is defined with multiple patterns, Gradle must choose a pattern to use for uploading each
file. By default, Gradle will upload to the pattern defined by the ur | parameter, combined with the optional | ayou
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parameter. If no ur | parameter is supplied, then Gradle will use the first defined arti f act Pattern for
uploading, or thefirst defined i vy Pat t er n for uploading vy files, if thisis set.

Uploading to a Maven repository is described in Section 31.6, “Interacting with Maven repositories”’.

30.5. More about project libraries

If your project is supposed to be used as a library, you need to define what are the artifacts of this library and
what are the dependencies of these artifacts. The Java plugin adds ar unt i me configuration for this purpose,
with the implicit assumption that the r unt i me dependencies are the dependencies of the artifact you want to
publish. Of course this is fully customizable. You can add your own custom configuration or let the existing
configurations extend from other configurations. Y ou might have a different group of artifacts which have a
different set of dependencies. This mechanism is very powerful and flexible.

If someone wants to use your project as a library, she simply needs to declare which configuration of the
dependency to depend on. A Gradle dependency offersthe conf i gur at i on property to declare this. If thisis
not specified, the def aul t configuration is used (see Section 23.4.9, “Dependency configurations’). Using
your project as alibrary can either happen from within a multi-project build or by retrieving your project from a
repository. In the latter case, ani vy. xm descriptor in the repository is supposed to contain all the necessary
information. If you work with Maven repositories you don't have the flexibility as described above. For how to
publish to a Maven repository, see the section Section 31.6, “Interacting with Maven repositories’.

[18] To be exact, the Base plugin provides those tasks. This plugin is automatically applied if you use the Java
plugin.
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31

The Maven Plugin

This chapter isawork in progress

The Maven plugin adds support for deploying artifacts to Maven repositories.

31.1. Usage

To use the Maven plugin, include the following in your build script:

Example 31.1. Using the Maven plugin
buil d. gradl e

apply plugin: 'nmaven'

31.2. Tasks

The Maven plugin defines the following tasks:

Table 31.1. Maven plugin - tasks

Task Depends Type Description

name on

install All tasks Upl oad Installsthe associated artifacts to the local Maven cache,
that build including Maven metadata generation. By default the install task
the is associated with the ar chi ves configuration. This
associated configuration has by default only the default jar as an element. To
archives. learn more about installing to the local repository, see:

Section 31.6.3, “Installing to the local repository”

31.3. Dependency management

The Maven plugin does not define any dependency configurations.
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31.4. Convention properties

The Maven plugin defines the following convention properties:
Table 31.2. Maven plugin - properties

Property name Type Default value Descrip

mavenPonDi r File ${project.buil dDi r}/ pofisedire
wherett
generate
arewrit

conf 2ScopeMappi ngs  Conf 2ScopeMappi ngCont ai ner n/ a Instructi
mappin
configul
to Mave
SCopes.
Section
“Depen
mapping

These properties are provided by a MavenPl ugi nConvent i on convention object.

31.5. Convention methods

The maven plugin provides a factory method for creating a POM. Thisis useful if you need a POM without the
context of uploading to a Maven repo.

Example 31.2. Creating a stand alone pom.
buil d. gradl e

task witeNewPom << {
pom {
project {
i nceptionYear '2008
licenses {
license {
nanme ' The Apache Software License, Version 2.0

url '"http://ww. apache. org/|icenses/ LI CENSE-2. 0. t xt"'
di stribution 'repo

}
}

}.witeTo("$buil dDi r/ newpom xni ")

Amongst other things, Gradle supports the same builder syntax as polyglot Maven. To learn more about the
Gradle Maven POM object, see MavenPom See also: MavenPl ugi nConventi on
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31.6. Interacting with Maven repositories

31.6.1. Introduction

With Gradle you can deploy to remote Maven repositories or install to your local Maven repository. This
includes all Maven metadata manipulation and works also for Maven snapshots. In fact, Gradl€'s deployment is
100 percent Maven compatible as we use the native Maven Ant tasks under the hood.

Deploying to a Maven repository is only half the fun if you don't have a POM. Fortunately Gradle can generate
this POM for you using the dependency information it has.

31.6.2. Deploying to a Maven repository

Let's assume your project produces just the default jar file. Now you want to deploy this jar file to a remote
Maven repository.
Example 31.3. Upload of fileto remote Maven repository
buil d. gradl e
apply plugin: 'nmaven'

upl oadAr chi ves {
repositories {

mavenDepl oyer {
repository(url: "file://local host/tnp/ myRepo/")

That isal. Calling the upl oadAr chi ves task will generate the POM and deploys the artifact and the POM to
the specified repository.

There is more work to do if you need support for protocols other than f i | e. In this case the native Maven code
we delegate to needs additional libraries. Which libraries are needed depends on what protocol you plan to use.
The available protocols and the corresponding libraries are listed in Table 31.3, “Protocol jars for Maven
deployment” (those libraries have transitive dependencies which have transitive dependencies). (19 For
example, to use the ssh protocol you can do:
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Example 31.4. Upload of file via SSH
buil d. gradl e

configurations {
depl oyerJars

}

repositories {
mavenCent ral ()

}

dependenci es {
depl oyerJars "org. apache. naven. wagon: wagon- ssh: 2. 2"

}

upl oadAr chi ves {
reposi tori es. mavenDepl oyer {
configuration = configurations. depl oyerJars
repository(url: "scp://repos. myconpany.com rel eases") {
aut henti cati on(user Name: "ne", password: "nyPassword")

There are many configuration options for the Maven deployer. The configuration is done via a Groovy builder.
All the elements of this tree are Java beans. To configure the simple attributes you pass a map to the bean
elements. To add bean elements to its parent, you use a closure. In the example above repository and
authentication are such bean elements. Table 31.4, “Configuration elements of the MavenDeployer” lists the
available bean elements and a link to the Javadoc of the corresponding class. In the Javadoc you can see the
possible attributes you can set for a particular element.

In Maven you can define repositories and optionally snapshot repositories. If no snapshot repository is defined,
releases and snapshots are both deployed to the r eposi t or y element. Otherwise snapshots are deployed to
the snapshot Reposi t ory element.

Table 31.3. Protocol jarsfor Maven deployment

Protocol Library
http org.apache.maven.wagon:wagon-http: 2.2
ssh org.apache.maven.wagon:wagon-ssh: 2.2

ssh-external  org.apache.maven.wagon:wagon-ssh-external:2.2

ftp org.apache.maven.wagon:wagon-ftp:2.2
webdav org.apache.maven.wagon:wagon-webdav: 1.0-beta-2
file -
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Table 31.4. Configuration elements of the M avenDeployer

Element

root
repository
authentication
releases
snapshots

proxy
snapshotRepository

Javadoc

MavenDepl oyer
org.apache.maven.artifact.ant. RemoteRepository
org.apache.maven.artifact.ant. Authentication
org.apache.maven.artifact.ant.RepositoryPolicy
org.apache.maven.artifact.ant.RepositoryPolicy
org.apache.maven.artifact.ant. Proxy

org.apache.maven.artifact.ant. RemoteRepository

31.6.3. Installing to the local repository

The Maven plugin addsani nst al | task to your project. Thistask depends on all the archivestask of the ar chi v
configuration. It installs those archives to your local Maven repository. If the default location for the local
repository isredefined inaMaven set ti ngs. xnl , thisis considered by thistask.

31.6.4. Maven POM generation

When deploying an artifact to a Maven repository, Gradle automatically generates a POM for it. The gr oupl d,
artifactld, version and packagi ng elements used for the POM default to the values shown in the

table below. The dependency elements are created from the project's dependency declarations.

Table 31.5. Default Valuesfor Maven POM generation

Maven
Element

groupld

artifactld

version

packaging

Here, upl oadTask

Default Value

project.group

uploadTask.repositories.mavenDeployer.pom.artifactid (if set) or
archiveTask.baseName.

project.version

archiveTask.extension

and ar chi veTask refer to the tasks used for uploading and generating the archive,

respectively (for example upl oadAr chi ves andj ar ). ar chi veTask. baseNane defaultsto pr oj ect. arc
which in turn defaultsto pr oj ect . nare.

When you set the “ar chi veTask. baseNane” property to a value other than the default, you'll also
have to set upl oadTask. repositories. mavenDepl oyer. pom artifactld to the same
value. Otherwise, the project at hand may be referenced with the wrong artifact ID from generated POMs
for other projectsin the same build.
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Generated POMs can be found in <bui | dDi r >/ porrs. They can be further customized via the MavenPom
API. For example, you might want the artifact deployed to the Maven repository to have a different version or
name than the artifact generated by Gradle. To customize these you can do:

Example 31.5. Customization of pom

buil d. gradl e

upl oadAr chi ves {
repositories {
mavenDepl oyer {
repository(url: "file://local host/tnp/ myRepo/")
pom version = '1. 0Maven'

pomartifactld = ' myMavenNane'

To add additional content to the POM, the pom pr oj ect builder can be used. With this builder, any element
listed in the Maven POM reference can be added.

Example 31.6. Builder style customization of pom
buil d. gradl e

upl oadAr chi ves {
repositories {
mavenDepl oyer {
repository(url: "file://Ilocal host/tnp/ nyRepo/")
pom proj ect {
licenses {
license {

nanme ' The Apache Software License, Version 2.0
url "http://ww. apache. org/licenses/ LI CENSE-2. 0. t xt"'
distribution 'repo

Note: groupl d,arti factld,versi on, and packagi ng should always be set directly on the pomobject.

Example 31.7. M odifying auto-gener ated content
buil d. gradl e

def installer = install.repositories. mavenlnstaller
def depl oyer = upl oadArchi ves. repositories. mavenDepl oyer

[install er, deployer]*. pont.whenConfigured {pom ->
pom dependenci es. find {dep -> dep. groupld == 'group3’ && dep.artifactld ==

}
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If you have more than one artifact to publish, things work alittle bit differently. See Section 31.6.4.1, “Multiple
artifacts per project”.

To customize the settings for the Maven installer (see Section 31.6.3, “Installing to the local repository”), you
can do:

Example 31.8. Customization of Maven installer

buil d. gradl e

install {
repositories. mvenl nstal l er {
pom version = '1. OMaven'

pomartifactld = ' myNane'

31.6.4.1. Multiple artifacts per project

Maven can only deal with one artifact per project. This is reflected in the structure of the Maven POM. We
think there are many situations where it makes sense to have more than one artifact per project. In such a case
you need to generate multiple POMs. In such a case you have to explicitly declare each artifact you want to
publish to a Maven repository. The MavenDepl oyer and the Maveninstaller both provide an AP for this:

Example 31.9. Generation of multiple poms
buil d. gradl e

upl oadAr chi ves {
repositories {
mavenDepl oyer {
repository(url: "file://local host/tnp/ nyRepo/")
addFilter('api') {artifact, file ->
artifact.nane == 'api'

}

addFilter('service') {artifact, file ->
artifact.name == 'service’

}

pon(' api').version = 'nySpeci al MavenVer si on'

You need to declare a filter for each artifact you want to publish. This filter defines a boolean expression for
which Gradle artifact it accepts. Each filter has a POM associated with it which you can configure. To learn
more about thishave alook at Ponti | t er Cont ai ner and its associated classes.
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31.6.4.2. Dependency mapping

The Maven plugin configures the default mapping between the Gradle configurations added by the Java and
War plugin and the Maven scopes. Most of the time you don't need to touch this and you can safely skip this
section. The mapping works like the following. You can map a configuration to one and only one scope.
Different configurations can be mapped to one or different scopes. Y ou can also assign a priority to a particular
configuration-to-scope mapping. Have alook at Conf 2ScopeMappi ngCont ai ner to learn more. To access
the mapping configuration you can say:

Example 31.10. Accessing a mapping configuration

buil d. gradl e

task mappi ngs << {
println conf2ScopeMappi ngs. mappi ngs

}

Gradle exclude rules are converted to Maven excludes if possible. Such a conversion is possible if in the Gradle
exclude rule the group as well as the module name is specified (as Maven needs both in contrast to Ivy).
Per-configuration excludes are also included in the Maven POM, if they are convertible.

[19] It is planned for afuture release to provide out-of-the-box support for this
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32

The Signing Plugin

The signing plugin adds the ability to digitally sign built files and artifacts. These digital signatures can then be
used to prove who built the artifact the signature is attached to as well as other information such as when the
signature was generated.

The signing plugin currently only provides support for generating PGP signatures (which is the signature format
required for publication to the Maven Central Repository).

32.1. Usage

To use the Signing plugin, include the following in your build script:

Example 32.1. Using the Signing plugin

bui I d. gradl e

apply plugin: 'signing

32.2. Signatory credentials

In order to create PGP signatures, you will need akey pair (instructions on creating akey pair using the GnuPG
tools can be found in the GnuPG HOWTOs). Y ou need to provide the signing plugin with your key information,
which means three things:

® Thepublic key ID (an 8 character hexadecimal string).
® The absolute path to the secret key ring file containing your private key.
® The passphrase used to protect your private key.

These items must be supplied as the values of properties si gni ng. keyl d, si gni ng. secr et KeyRi ngFi | e
, and si gni ng. passwor d respectively. Given the personal and private nature of these values, a good
practice isto store them in the user gr adl e. properti es file (described in Section 11.2, “Gradle properties
and system properties’).

si gni ng. keyl d=24875D73

si gni ng. passwor d=secr et
si gni ng. secr et KeyRi ngFi | e=/ User s/ ne/ . gnupg/ secri ng. gpg
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If specifying thisinformation in the user gr adl e. pr operti es fileisnot feasible for your environment, you
can source the information however you need to and set the project properties manually.

i mport org.gradl e. plugins. si gning. Si gn

gradl e. t askG aph. whenReady { taskG aph ->
if (taskG aph.all Tasks.any { it instanceof Sign }) {
/1 Use Java 6's console to read fromthe console (no good for
/1 a Cl environnent)
Consol e consol e = System consol e()
console.printf "\n\nWe have to sign some things in this build." +
"\ n\ nPl ease enter your signing details.\n\n"

def id = consol e.readLi ne("PGP Key Id: ")
def file = consol e.readLi ne("PGP Secret Key Ring File (absolute path): ")
def password = consol e.readPassword(" PGP Private Key Password: ")

al | projects { ext."signing.keyld" =id }
al | projects { ext."signing.secretKeyRingFile" = file }

al | projects { ext."signing.password" = password }

consol e. printf "\ nThanks.\n\n"

32.3. Specifying what to sign

Aswell as configuring how things are to be signed (i.e. the signatory configuration), you must also specify what
is to be signed. The Signing plugin provides a DSL that allows you to specify the tasks and/or configurations
that should be signed.

32.3.1. Signing Configurations

It is common to want to sign the artifacts of a configuration. For example, the Java plugin configures a jar to
build and thisjar artifact is added to the ar chi ves configuration. Using the Signing DSL, you can specify that
al of the artifacts of this configuration should be signed.

Example 32.2. Signing a configur ation

buil d. gradl e

si gni ng {
sign configurations. archives

}

Thiswill create atask (of type Si gn) in your project named “si gnAr chi ves”, that will build any ar chi ves
artifacts (if needed) and then generate signatures for them. The signature files will be placed alongside the
artifacts being signed.
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Example 32.3. Signing a configuration output
Output of gr adl e si gnAr chi ves

> gradl e signArchives
:conpi |l eJava

: processResour ces

:cl asses

tjar

:signArchives

BU LD SUCCESSFUL

Total tinme: 1 secs

32.3.2. Signing Tasks

In some cases the artifact that you need to sign may not be part of a configuration. In this case you can directly
sign the task that produces the artifact to sign.

Example 32.4. Signing a task

buil d. gradle

task stuffzZip (type: Zip) {
baseNane = "stuff”
from"src/stuff"

}

signi ng {
sign stuffZp

}

Thiswill create atask (of type Si gn) in your project named “si gnSt uf f Zi p”, that will build the input task's
archive (if needed) and then sign it. The signature file will be placed alongside the artifact being signed.

Example 32.5. Signing a task output
Output of gradl e si gnStuffZip
> gradl e signStuffzip
cstuffzip
:signStuffzip
BU LD SUCCESSFUL

Total tinme: 1 secs

For atask to be “signable”, it must produce an archive of some type. Tasks that do this are the Tar , Zi p, Jar,
War and Ear tasks.
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32.3.3. Conditional Signing

A common usage pattern is to only sign build artifacts under certain conditions. For example, you may not wish
to sign artifacts for non release versions. To achieve this, you can specify that signing is only required under
certain conditions.

Example 32.6. Conditional signing

bui I d. gradl e

version = '1. 0- SNAPSHOT'
ext.i sRel easeVersion = !version.endsWth(" SNAPSHOT")

signi ng {
required { isRel easeVersion & gradl e.taskG aph. hasTask("upl oadArchi ves") }
si gn configurations. archives

In this example, we only want to require signing if we are building a release version and we are going to publish

it. Because we are inspecting the task graph to determine if we are going to be publishing, we must set the si gni n¢
property to a closure to defer the evaluation. See Si gni ngExt ensi on. set Requi red() for more
information.

32.4. Publishing the signatures

When specifying what is to be signed via the Signing DSL, the resultant signature artifacts are automatically
added to the si gnat ur es and ar chi ves dependency configurations. This means that if you want to upload
your signatures to your distribution repository aong with the artifacts you simply execute the upl oadAr chi ves
task as normal.

32.5. Signing POM files

When deploying signatures for your artifacts to a Maven repository, you will also want to sign the published
POM file. The signing plugin adds a si gni ng. si gnPom() (see: Si gni ngExt ensi on. si gnPon())
method that can be used in the bef or eDepl oynent () block in your upload task configuration.

Example 32.7. Signing a POM for deployment

buil d. gradl e

upl oadAr chi ves {
repositories {
mavenDepl oyer {

bef or eDepl oynent { MavenDepl oyment depl oynent -> signi ng. si gnPon(depl o

When signing is not required and the POM cannot be signed due to insufficient configuration (i.e. no credentials
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for signing) then the si gnPon() method will silently do nothing.
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33

vy Publishing (new)

This chapter describes the new incubating Ivy publishing support provided by the “i vy- publ i sh”
plugin. Eventually this new publishing support will replace publishing viathe Upl oad task.

If you are looking for documentation on the original Ivy publishing support using the Upl oad task please
see Chapter 30, Publishing artifacts.

This chapter describes how to publish build artifacts in the Apache Ivy format, usually to a repository for
consumption by other builds or projects. What is published is one or more artifacts created by the build, and an
Ivy module descriptor (normally i vy. xml ) that describes the artifacts and the dependencies of the artifacts, if

any.

A published vy module can be consumed by Gradle (see Chapter 23, Dependency Management) and other tools
that understand the Ivy format.

33.1. The“i vy- publ i sh” Plugin
The ability to publish in the vy format is provided by the“i vy- publ i sh” plugin.

The “publ i shi ng” plugin creates an extension on the project named “publ i shi ng” of type

Publ i shi ngExt ensi on. This extension provides a container of named publications and a container of
named repositories. The “i vy- publ i sh” plugin works with | vyPubl i cati on publications and

| vyArtifact Repository repositories.

Example 33.1. Applying the “ivy-publish” plugin
buil d. gradl e

apply plugin: "ivy-publish’

Applyingthe“i vy- publ i sh” plugin does the following:

® Appliesthe“publ i shi ng” plugin
® Establishesaruleto automatically create a Gener at el vyDescri pt or task for each
| vyPubl i cat i on added (see Section 33.2, “Publications”).
® Establishesaruleto automaticaly create a Publ i shTol vyReposi t ory task for the combination of
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each | vyPubl i cat i on added (see Section 33.2, “Publications’), with each
I vyArtifact Repository added (see Section 33.3, “Repositories’).

33.2. Publications

If you are not familiar with project artifacts and configurations, you should read Chapter 30, Publishing
artifacts, which introduces these concepts. This chapter also describes “publishing artifacts’ using a
different mechanism than what is described in this chapter. The publishing functionality described here
will eventually supersede that functionality.

Publication objects describe the structure/configuration of a publication to be created. Publications are published
to repositories via tasks, and the configuration of the publication object determines exactly what is published.
All of the publications of a project are defined in the Publ i shi ngExt ensi on. get Publ i cati ons()
container. Each publication has a unique name within the project.

For the “i vy- publ i sh” plugin to have any effect, an | vyPubl i cat i on must be added to the set of
publications. This publication determines which artifacts are actually published as well as the detailsincluded in
the associated vy module descriptor file. A publication can be configured by adding components, customizing
artifacts, and by modifying the generated module descriptor file directly.

33.2.1. Publishing a Software Component

The simplest way to publish a Gradle project to an Ivy repository is to specify a Sof t war eConponent to
publish. The components presently available for publication are:

Table 33.1. Software Components

Name Provided By Artifacts Dependencies
java JavaPlugin Generated jar file Dependencies from ‘runtime' configuration
web War Plugin Generated war file No dependencies

In the following example, artifacts and runtime dependencies are taken from the “java’ component, which is
added by the Java Pl ugi n.

Example 33.2. Publishing a Java moduleto I vy

buil d. gradl e

publications {
i vyJava(l vyPublication) {

from conponents. j ava

}
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33.2.2. Publishing custom artifacts

It is also possible to explicitly configure artifacts to be included in the publication. Artifacts are commonly
supplied asraw files, or asinstances of Abst r act Ar chi veTask (e.g. Jar, Zip).

For each custom artifact, it is possible to specify the name, ext ensi on, t ype, cl assi fi er and conf
values to use for publication. Note that each artifacts must have a unique name/classifier/extension combination.

Configure custom artifacts as follows:

Example 33.3. Publishing additional artifact to I vy
buil d. gradl e

task sourcedar(type: Jar) {
from sourceSets. mai n.java
classifier "source"
}
publ i shi ng {
publ i cations {
i vy(lvyPublication) {

from conponents. java

artifact(sourcedar) {
type "source"
conf "runtinme"

Seethel vyPubl i cati on classin the APl documentation for more detailed information on how artifacts can
be customized.

33.2.3. Identity values for the published project

The generated |vy module descriptor file contains an <i nf 0> element that identifies the module. The default
identity values are derived from the following:

® organi sation-Project.get Goup()
®* nodul e - Proj ect. get Nane()

®* revision-Project.getVersion()

® status-Project.getStatus()

® branch - (not set)

Overriding the default identity values is easy: simply specify the or gani sati on, nodul e or r evi si on
attributes when configuring the | vyPubl i cat i on. Thest at us and br anch attributes can be set viathe desct
property (see | vyModul eDescri pt or Spec). The descri pt or property can also be used to add
additional custom elements as children of the <i nf 0> element.

Page 266 of 547


http://www.gradle.org/docs/2.10/dsl/org.gradle.api.tasks.bundling.AbstractArchiveTask.html
http://www.gradle.org/docs/2.10/dsl/org.gradle.api.publish.ivy.IvyPublication.html
http://www.gradle.org/docs/2.10/dsl/org.gradle.api.Project.html#org.gradle.api.Project:group
http://www.gradle.org/docs/2.10/dsl/org.gradle.api.Project.html#org.gradle.api.Project:name
http://www.gradle.org/docs/2.10/dsl/org.gradle.api.Project.html#org.gradle.api.Project:version
http://www.gradle.org/docs/2.10/dsl/org.gradle.api.Project.html#org.gradle.api.Project:status
http://www.gradle.org/docs/2.10/dsl/org.gradle.api.publish.ivy.IvyModuleDescriptorSpec.html

Example 33.4. customizing the publication identity

bui I d. gradl e

publ i shi ng {
publications {
i vy(lvyPublication) {
organi sation 'org.gradle.sanpl e’
nmodul e ' proj ect 1- sanpl e’
revision '1.1'
descriptor.status = 'm | estone'

descriptor.branch = 'testing'
descriptor.extralnfo 'http://ny. nanespace', 'nyEl ement', 'Sone val ue'

from conponents. java

Gradle will handle any valid Unicode character for organisation,
module and revision (as well as artifact name, extension and
classifier). The only values that are explicitly prohibited are"\ ', '/ '
and any 1SO control character. The supplied values are validated
early during publication.

Certain repositories are not able
to handle all supported
characters. For example, the "'
character cannot be used as an
identifier when publishing to a
33.2.4. Modifying the generated module fillesystem-backed repository on
descriptor Windows.

At times, the module descriptor file generated from the project
information will need to be tweaked before publishing. The “i vy- publ i sh” plugin provides a hook to allow
such modification.

Example 33.5. Customizing the module descriptor file

buil d. gradl e

publications {
i vyCust om( | vyPubl i cati on) {
descriptor.w thXm {
asNode() . i nfo[ 0] . appendNode("' descri ption',

"A denpnstration of ivy descriptor customni

In this example we are simply adding a 'description’ element to the generated Ivy dependency descriptor, but
this hook alows you to modify any aspect of the generated descriptor. For example, you could replace the
version range for a dependency with the actual version used to produce the build.

Seel vyModul eDescri pt or Spec. wi t hXm () inthe APl documentation for more information.

It is possible to modify virtually any aspect of the created descriptor should you need to. This means that it is
also possible to modify the descriptor in such a way that it is no longer a valid Ivy module descriptor, so care
must be taken when using this feature.
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The identifier (organisation, module, revision) of the published module is an exception; these values cannot be
modified in the descriptor using the "withXML" hook.

33.2.5. Publishing multiple modules

Sometimes it's useful to publish multiple modules from your Gradle build, without creating a separate Gradle
subproject. An exampleis publishing a separate APl and implementation jar for your library. With Gradle thisis
simple:

Example 33.6. Publishing multiple modules from a single proj ect

buil d. gradl e

task apiJar(type: Jar) {
baseNane "publi shi ng-api"
from sour ceSet s. mai n. out put
exclude " **/inpl/**

}
publ i shi ng {
publications {
i mpl (1 vyPublication) {
organi sation 'org.gradle.sanple.inpl’
nmodul e ' proj ect 2-i npl*

revision '2. 3

from conponents. java
}
api (1 vyPublication) {
organi sation 'org.gradl e. sanpl e’
nmodul e ' proj ect 2-api '
revision '2'

If aproject defines multiple publications then Gradle will publish each of these to the defined repositories. Each
publication must be given a unique identity as described above.

33.3. Repositories

Publications are published to repositories. The repositories to publish to are defined by the
Publ i shi ngExt ensi on. get Reposi tori es() container.
Example 33.7. Declaring repositoriesto publish to
buil d. gradle
repositories {

ivy {
/'l change to point to your repo, e.g. http://ny.org/repo

url "$buil dDir/repo"
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The DSL used to declare repositories for publishing is the same DSL that is used to declare repositories for
dependencies (Reposi t or yHandl er ). However, in the context of Ivy publication only the repositories
created by thei vy () methods can be used as publication destinations. Y ou cannot publishan | vyPubl i cat i on
to aMaven repository for example.

33.4. Performing a publish

The “i vy- publ i sh” plugin automatically creates a Publ i shTol vyReposi tory task for each
I vyPublicationandl vyArtifactRepository combinationinthe publ i shi ng. publicati ons
and publ i shi ng. reposi t ori es containers respectively.

The created task isnamed “publ i sh« PUBNAME»Publ i cat i onTo« REPONAME»Reposi t ory”, whichis
“publ i shlvyJavaPubl i cati onTol vyReposi tory” for this example. This task is of type
Publ i shTol vyReposi tory.

Example 33.8. Choosing a particular publication to publish

buil d. gradl e

apply plugin: 'java
apply plugin: "ivy-publish

group = 'org.gradle.sanple
version = '1. 0

publ i shi ng {
publications {
i vyJava(l vyPublication) {
from conponents. j ava
}
}
repositories {
ivy {
/'l change to point to your repo, e.g. http://ny.org/repo
url "$buil dbDir/repo”

Output of gr adl e publ i shl vyJavaPubl i cati onTol vyRepository

> gradl e publishlvyJavaPublicati onTol vyRepository
. gener at eDescriptorFi | eForlvyJavaPublication
:conpi l eJava UP- TO- DATE

: processResour ces UP- TO DATE

:cl asses UP- TO- DATE

Jjar

:publ i shlvyJavaPubl i cati onTol vyRepository

BU LD SUCCESSFUL

Total tine: 1 secs
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33.4.1. The“publ i sh” lifecycle task

The “publ i sh” plugin (that the “i vy- publ i sh” plugin implicitly applies) adds a lifecycle task that can be
used to publish all publications to all applicable repositories named “publ i sh”.

In more concrete terms, executing thistask will execute all Publ i shTol vyReposi t ory tasksin the project.
Thisisusually the most convenient way to perform a publish.

Example 33.9. Publishing all publicationsviathe“publish” lifecycle task

Output of gr adl e publ i sh

> gradl e publish

: gener at eDescri ptor Fi | eForl vyJavaPubl i cation
:conpi | eJava UP- TO DATE

: processResour ces UP- TO- DATE

:cl asses UP- TO- DATE

tjar

: publ i shlvyJavaPubl i cati onTol vyRepository

> publish

BU LD SUCCESSFUL

Total tinme: 1 secs

33.5. Generating the vy module descriptor file
without publishing

At times it is useful to generate the Ivy module descriptor file (normally i vy. xm ) without publishing your

module to an Ivy repository. Since descriptor file generation is performed by a separate task, thisis very easy to
do.

The “i vy-publish” plugin creates one Gener at el vyDescri ptor task for each registered

| vyPubl i cati on, named “gener at eDescri pt or Fi | eFor « PUBNAME»Publ i cati on”, which will
be“gener at eDescri pt or Fi | eFor | vyJavaPubl i cat i on” for the previous example of the“i vyJava
" publication.

You can specify where the generated Ivy file will be located by setting the dest i nat i on property on the
generated task. By default thisfileiswritten to “bui | d/ publ i cati ons/ « PUBNAME»/ i vy. xm ”.
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Example 33.10. Generating the Ivy module descriptor file

bui I d. gradl e

nmodel {
t asks. gener at eDescri pt or Fi | eFor | vyCust onPubl i cati on {

destination = file("$buil dDir/generated-ivy.xnm")

}

Output of gr adl e gener at eDescri ptorFi | eFor | vyCust onPubl i cati on

> gradl e generateDescriptorFil eForlvyCustonPublication
s gener at eDescri ptor Fi | eFor |l vyCust onPubl i cati on

BU LD SUCCESSFUL

Total tinme: 1 secs

The“i vy- publ i sh” plugin leverages some experimental support for late plugin configuration, and the Gener
task will not be constructed until the publishing extension is configured. The smplest way to ensure that

the publishing plugin is configured when you attempt to access the Gener at el vyDescri pt or task is

to place the accessinside anodel block, as the example above demonstrates.

The same applies to any attempt to access publication-specific tasks like Publ i shTol vyReposi t ory
. These tasks should be referenced from within anmodel block.

33.6. Complete example

The following example demonstrates publishing with a multi-project build. Each project publishes a Java
component and a configured additional source artifact. The descriptor file is customized to include the project

description for each project.
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Example 33.11. Publishing a Java module
buil d. gradl e

subproj ects {
apply plugin: 'java
apply plugin: "ivy-publish'

version = '1.0
group = 'org.gradle.sanple

repositories {
mavenCent ral ()

}

task sourcelar(type: Jar) {
from sourceSets. mai n.java
classifier "source"

}

project(":projectl") {
description = "The first project”

dependenci es {
conpile "junit:junit:4.12', project(':project2')
}
}

project (":project2") {
description = "The second project"”

dependenci es {
conpi l e ' conmons-col | ecti ons: conmobns-col | ections: 3.1
}
}

subproj ects {
publ i shing {
repositories {
vy {
/'l change to point to your repo, e.g. http://ny.org/repo
url "${rootProject.buildDir}/repo"
}
}

publications {
i vy(lvyPublication) {
from conponents. j ava
artifact(sourcedar) {
type "source"
conf "runtine"
}
descriptor.wthXm {
asNode() . i nfo[ 0] . appendNode("' descri ption', description)
}

Theresult isthat the following artifacts will be published for each project:
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® The lvy module descriptor file: “i vy- 1. 0. xm ”.
® Theprimary “jar” artifact for the Java component: “pr oj ect 1-1. 0. j ar”.
* Thesource“jar” artifact that has been explicitly configured: “pr oj ect 1- 1. O-source. jar”.

When pr oj ect 1 is published, the module descriptor (i.e. thei vy. xm file) that is produced will look like:

Example 33.12. Example generated ivy.xml

out put-ivy. xm Note that «PUBLI CATI ON- Tl VE- ST/
in this example lvy module
descriptor will be the timestamp

<?xm version="1.0" encodi ng="UTF- 8" ?>
<i vy- nodul e version="2.0">
<i nfo organi sati on="org. gradl e. sanpl e" nodul e=" pr o] IR = MR (s G (=S oi7 [o] (6] FS
<description>The first project</description> generated.
</inf o>
<confi gurati ons>
<conf nanme="default" visibility="public" extends=
<conf name="runtinme" visibility="public"/>
</ confi gurations>
<publ i cati ons>
<artifact name="projectl"” type="jar" ext="jar" conf="runtine"/>
<artifact nanme="projectl" type="source" ext="jar" conf="runtinme" mclassifier=

</ publ i cati ons>
<dependenci es>
<dependency org="junit" name="junit" rev="4.12" conf="runtine-&gt;default"/>
<dependency org="org. gradl e. sanpl e" name="project2" rev="1.0" conf="runti ne- &gyf
</ dependenci es>
</i vy- nodul e>

33.7. Future features

The“i vy- publ i sh” plugin functionality as described above is incomplete, as the feature is still incubating.
In upcoming Gradle releases, the functionality will be expanded to include (but not limited to):

® Convenient customization of module attributes (modul e, or gani sat i on etc.)
® Convenient customization of dependencies reported in modul e descri pt or.
® Multiple discrete publications per project
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34

Maven Publishing (new)

This chapter describes the new incubating Maven publishing support provided by the “maven- publ i sh
" plugin. Eventually this new publishing support will replace publishing viathe Upl oad task.

If you are looking for documentation on the origina Maven publishing support using the Upl oad task
please see Chapter 30, Publishing artifacts.

This chapter describes how to publish build artifacts to an Apache Maven Repository. A module published to a
Maven repository can be consumed by Maven, Gradle (see Chapter 23, Dependency Management) and other
tools that understand the Maven repository format.

34.1. The“maven- publ i sh” Plugin

The ability to publish in the Maven format is provided by the “maven- publ i sh” plugin.

The “publ i shing” plugin creates an extension on the project named “publ i shing” of type
Publ i shi ngExt ensi on. This extension provides a container of named publications and a container of
named repositories. The “maven- publ i sh” plugin works with MavenPubl i cat i on publications and
MavenArti f act Reposi t ory repositories.

Example 34.1. Applying the 'maven-publish' plugin
buil d. gradl e

apply plugin: 'maven-publish’

Applying the “maven- publ i sh” plugin does the following:

® Appliesthe*publ i shi ng” plugin

® Establishesaruleto automatically create a Gener at eMavenPomtask for each MavenPubl i cat i on
added (see Section 34.2, “Publications’).

® Establishesaruleto automatically create a Publ i shToMavenReposi t ory task for the combination of
each MavenPubl i cat i on added (see Section 34.2, “Publications’), with each
MavenArti f act Reposi t ory added (see Section 34.3, “ Repositories’).

® Establishesaruleto automatically create a Publ i shToMavenLocal task for each
MavenPubl i cat i on added (seeSection 34.2, “Publications”).
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34.2. Publications

If you are not familiar with project artifacts and configurations, you should read the Chapter 30,
Publishing artifacts that introduces these concepts. This chapter also describes “publishing artifacts’
using a different mechanism than what is described in this chapter. The publishing functionality described
here will eventually supersede that functionality.

Publication objects describe the structure/configuration of a publication to be created. Publications are published
to repositories via tasks, and the configuration of the publication object determines exactly what is published.
All of the publications of a project are defined in the Publ i shi ngExt ensi on. get Publ i cati ons()

container. Each publication has a unique name within the project.

For the “maven- publ i sh” plugin to have any effect, a MavenPubl i cat i on must be added to the set of
publications. This publication determines which artifacts are actually published as well as the detailsincluded in
the associated POM file. A publication can be configured by adding components, customizing artifacts, and by
modifying the generated POM file directly.

34.2.1. Publishing a Software Component

The simplest way to publish a Gradle project to a Maven repository is to specify a Sof t war eConponent to
publish. The components presently available for publication are:

Table 34.1. Software Components

Name Provided By Artifacts Dependencies
java  Chapter 45 The Java Plugin ~ Generated jar file Dependencies from 'runtime' configuration

web Chapter 47, TheWar Plugin  Generated war file  No dependencies

In the following example, artifacts and runtime dependencies are taken from the “java’ component, which is
added by the Java Pl ugi n.

Example 34.2. Adding a MavenPublication for a Java component

buil d. gradl e

publ i shi ng {
publications {
mavenJava( MavenPubl i cati on) {

from conponents. j ava
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34.2.2. Publishing custom artifacts

It is also possible to explicitly configure artifacts to be included in the publication. Artifacts are commonly
supplied asraw files, or asinstances of Abst r act Ar chi veTask (e.g. Jar, Zip).

For each custom artifact, it is possible to specify the ext ensi on and cl assi fi er values to use for
publication. Note that only one of the published artifacts can have an empty classifier, and all other artifacts
must have a unique classifier/extension combination.

Configure custom artifacts as follows:

Example 34.3. Adding additional artifact to a MavenPublication
buil d. gradl e

task sourceldar(type: Jar) {
from sourceSets. mai n. al | Java

}

publ i shi ng {
publ i cations {
mavenJava( MavenPubl i cati on) {
from conponents. java

artifact sourceldar {
classifier "sources"

Seethe MavenPubl i cat i on classin the APl documentation for more information about how artifacts can be
customized.

34.2.3. |dentity valuesin the generated POM

The attributes of the generated POM file will contain identity values derived from the following project
properties:

® groupld-Project.getGoup()
e artifactld-Project.getName()
® version-Project.getVersion()

Overriding the default identity values is easy: simply specify the groupl d, artifactld or versi on
attributes when configuring the MavenPubl i cat i on.
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Example 34.4. customizing the publication identity
buil d. gradl e

publ i shi ng {
publications {
maven( MavenPubl i cation) {
groupld 'org.gradl e. sanpl e
artifactld 'projectl-sanple'
version '1.1'

from conponents. j ava

Maven restricts 'groupld' and 'artifactld' to alimited character set ([ A- Za-z0-9_\\-.]+
) and Gradle enforces this restriction. For 'version' (as well as
artifact 'extension' and 'classifier), Gradle will handle any valid
Unicode character.

Certain repositories will not be
able to handle all supported
characters. For example, the "'
character cannot be used as an
identifier when publishing to a
filesystem-backed repository on
Windows.

The only Unicode values that are explicitly prohibited are \*, /'
and any SO control character. Supplied values are validated early
in publication.

34.2.4. Modifying the generated POM

The generated POM file may need to be tweaked before publishing. The “maven- publ i sh” plugin provides a
hook to allow such modification.

Example 34.5. Modifying the POM file

bui I d. gradl e

publ i cations {
mavenCust om( MavenPubl i cati on) {
pom wi t hXm {
asNode() . appendNode( "' description',

" A denpnstration of naven POM custoni zation')

In this example we are adding a 'description’ element for the generated POM. With this hook, you can modify
any aspect of the POM. For example, you could replace the version range for a dependency with the actual
version used to produce the build.

See MavenPom wi t hXm () inthe APl documentation for more information.

It is possible to modify virtually any aspect of the created POM should you need to. This means that it is also
possible to modify the POM in such away that it is no longer a valid Maven Pom, so care must be taken when
using this feature.
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The identifier (groupld, artifactld, version) of the published module is an exception; these values cannot be
modified in the POM using the "withXML"™ hook.

34.2.5. Publishing multiple modules

Sometimes it's useful to publish multiple modules from your Gradle build, without creating a separate Gradle
subproject. An exampleis publishing a separate APl and implementation jar for your library. With Gradle thisis
simple:

Example 34.6. Publishing multiple modules from a single proj ect
buil d. gradl e

task apiJar(type: Jar) {
baseNane "publi shing-api”
from sour ceSet s. nmai n. out put
exclude ' **/inpl/**'

}

publ i shi ng {
publications {
i mpl (MavenPubl i cati on) {
groupld 'org.gradle.sanple.inpl’
artifactld 'project2-inpl'
version '2.3'

from conponents. java

}
api (MavenPubl i cation) {

groupld 'org.gradl e. sanpl e
artifactld 'project2-api’
version '2'

artifact apiJar

If aproject defines multiple publications then Gradle will publish each of these to the defined repositories. Each
publication must be given a unique identity as described above.

34.3. Repositories

Publications are published to repositories. The repositories to publish to are defined by the
Publ i shi ngExt ensi on. get Reposi t ori es() container.
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Example 34.7. Declaring repositoriesto publish to
buil d. gradl e

publ i shi ng {
repositories {
maven {
/1l change to point to your repo, e.g. http://ny.org/repo

url "$buil dDir/repo”

The DSL used to declare repositories for publication is the same DSL that is used to declare repositories to
consume dependencies from, Reposi t or yHandl er . However, in the context of Maven publication only
MavenArti f act Reposi t ory repositories can be used for publication.

34.4. Performing a publish

The “maven- publ i sh” plugin automatically creates a Publ i shToMavenReposi t ory task for each
MavenPubl i cati on and MavenArti f act Reposi t ory combinationinthe publ i shi ng. publ i cati on:
and publ i shi ng. reposi t ori es containers respectively.

The created task isnamed “publ i sh« PUBNAME»Publ i cat i onTo« REPONAME»Reposi t ory”.
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Example 34.8. Publishing a project to a Maven repository

bui I d. gradl e

apply plugin: 'java
apply plugin: 'nmaven-publish'

group = 'org.gradle.sanple
version = '1. 0

publ i shi ng {
publ i cations {
mavenJava( MavenPubl i cati on) {
from conponents. j ava
}
}

}
publ i shing {
repositories {
maven {
/'l change to point to your repo, e.g. http://my.org/repo
url "$buil dDir/repo"

Output of gr adl e publ i sh

> gradl e publish

: gener at ePonfi | eFor MavenJavaPubl i cati on
:conpi | eJava

: processResources UP- TO DATE

:cl asses

Jjar

: publ i shMavenJavaPubl i cati onToMavenRepository
I publish

BU LD SUCCESSFUL

Total tinme: 1 secs

In this example, a task named “publ i shMavenJavaPubl i cati onToMavenReposi t ory” is created,
which is of type Publ i shToMavenReposi t ory. This task is wired into the publ i sh lifecycle task.
Executing “gr adl e publ i sh” buildsthe POM fileand all of the artifacts to be published, and transfers them
to the repository.

34.5. Publisning to Maven Local

For integration with alocal Maven installation, it is sometimes useful to publish the module into the local .m2
repository. In Maven parlance, this is referred to as 'installing' the module. The “nmaven- publ i sh” plugin
makes this easy to do by automatically creating a Publi shToMavenLocal task for each
MavenPubl i cati oninthepubl i shi ng. publ i cati ons container. Each of these tasks is wired into the
publ i shToMavenLocal lifecycle task. You do not need to have “mavenLocal” in your
“publishing.repositories’ section.
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The created task is named “publ i sh« PUBNAME»Publ i cati onToMavenLocal .

Example 34.9. Publish a project to the Maven local repository

Output of gr adl e publ i shToMavenLocal

> gradl e publishToMavenLocal

: gener at ePonti | eFor MavenJavaPubl i cati on
:conpi |l eJava

: processResour ces UP- TO- DATE

:cl asses

tjar

: publ i shMavenJavaPubl i cati onToMavenLocal
: publ i shToMavenLocal

BU LD SUCCESSFUL

Total tine: 1 secs

The resulting task in this example is named “publ i shMavenJavaPubl i cati onToMavenLocal ”. This
task iswired into the publ i shToMavenLocal lifecycletask. Executing “gr adl e publ i shToMavenLocal
" builds the POM file and all of the artifacts to be published, and “installs’ them into the local Maven
repository.

34.6. Generating the POM file without publishing

At times it is useful to generate a Maven POM file for a module without actually publishing. Since POM
generation is performed by a separate task, it is very easy to do so.

The task for generating the POM file is of type Gener at eMavenPom and it is given a name based on the
name of the publication: “gener at ePonFi | eFor « PUBNAVE»Publ i cat i on”. So in the example below,
where the publication is named “rmavenCust onft, the task will be named “gener at ePonti | eFor MavenCust

Example 34.10. Generate a POM file without publishing

bui I d. gradl e

nodel {
t asks. gener at ePonFi | eFor MavenCust onPubl i cati on {
destination = file("$buil dDir/generated-pom xm ")

}

Output of gr adl e gener at ePonti | eFor MavenCust onPubl i cati on

> gradl e gener at ePonti | eFor MavenCust onPubl i cati on
: gener at ePonti | eFor MavenCust onPubl i cati on

BU LD SUCCESSFUL

Total tinme: 1 secs
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All details of the publishing model are still considered in POM generation, including conponent s™, customarti-
, and any modifications made viapom wi t hXm .

The “maven- publ i sh” plugin leverages some experimental support for late plugin configuration, and

any Gener at eMavenPomtasks will not be constructed until the publishing extension is configured.

The simplest way to ensure that the publishing plugin is configured when you attempt to accessthe Gener at eV
task isto place the accessinside anpdel block, as the example above demonstrates.

The same applies to any attempt to access publication-specific tasks like
Publ i shToMavenReposi t or y. These tasks should be referenced from within anodel block.
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35

The Distribution Plugin

The distribution plugin is currently incubating. Please be aware that the DSL and other configuration may
changein later Gradle versions.

The distribution plugin facilitates building archives that serve as distributions of the project. Distribution
archives typically contain the executable application and other supporting files, such as documentation.

35.1. Usage

To use the distribution plugin, include the following in your build script:

Example 35.1. Using the distribution plugin

buil d. gradl e

apply plugin: '"distribution'

The plugin adds an extension named “di stri buti ons” of type Di stri buti onCont ai ner to the
project. It also creates a single distribution in the distributions container extension named “nmai n”. If your build
only produces one distribution you only need to configure this distribution (or use the defaults).

You can run “gr adl e di st Zi p” to package the main distribution as a ZIP, or “gr adl e di st Tar” to
create a TAR file. To build both types of archivesjust run gr adl e assenbl eDi st . Thefileswill be created
at“$bui | dDi r / di stributions/ $project. name- $proj ect. versi on. «ext»”.

Youcanrun“gradl e i nstal | Di st” toassemble the uncompressed distributioninto “ $bui | dDi r /i nst al |

35.2. Tasks

The Distribution plugin adds the following tasks to the project:
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Table 35.1. Distribution plugin - tasks

Task name Dependson Type
distZip - Zip
di st Tar - Tar

assenbl eDi st di st Tar, di st Zi Jask

install D st - Sync

Description
Creates a ZIP archive of the distribution contents
Creates a TAR archive of the distribution contents

Creates ZIP and TAR archives with the distribution
contents

Assembl es the distribution content and installs it on
the current machine

For each extra distribution set you add to the project, the distribution plugin adds the following tasks:

Table 35.2. Multipledistributions - tasks

Task name

${di stribution. nane}Di st Zi p

${di stribution. name} D st Tar

Dependson Type  Description

- Zip Createsa
ZIP archive
of the
distribution
contents

- Tar Createsa
TAR
archive of
the
distribution
contents

assenbl e${di stri buti on. nane. capi tal i&fedi)§tDiishut i on. nane} Dl stask  Assembles

,${distribution.nane}Distzip all
distribution
archives

instal | ${di stribution.name.capitalize()}D st Sync  Assembles

the
distribution
content and
installsit on
the current
machine
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Example 35.2. Adding extra distributions
buil d. gradl e
apply plugin: "distribution’

version = '1.2
di stributions {
custom {}

}

Thiswill add following tasks to the project:

® customDistZip

® customDistTar

® assembleCustomDist
¢ installCustomDist

Given that the project nameis“mypr oj ect ” and version “1. 2", running “gr adl e cust onDi st Zi p” will
produce a ZIP file named “nypr oj ect - cust om 1. 2. zi p”.

Running “gr adl e instal | Cust onDi st ” will install the distribution contentsinto “$bui | dDi r /i nstal | /

35.3. Distribution contents

All of thefilesinthe“src/ $di stri buti on. nane/ di st ” directory will automatically be included in the
distribution. You can add additional files by configuring the Di st ri buti on object that is part of the
container.
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Example 35.3. Configuring the main distribution

buil d. gradl e

apply plugin: "distribution’

di stributions {
mai n {
baseNane =
contents {
from{ 'src/readme' }

' soneNang'

apply plugin:' maven'

upl oadAr chi ves {
repositories {
mavenDepl oyer {
repository(url: "file://sone/repo")

In the example above, the content of the “sr ¢/ r eadne” directory will be included in the distribution (along
with thefilesinthe“sr ¢/ mai n/ di st ” directory which are added by default).

The“baseNane” property has also been changed. Thiswill cause the distribution archives to be created with a
different name.

35.4. Publishing distributions

The distribution plugin adds the distribution archives as candidate for default publishing artifacts. With the maven
plugin applied the distribution zip file will be published when running uploadArchives if no other default
artifact is configured

Example 35.4. publish main distribution

buil d. gradl e

apply plugin:' maven'

upl oadAr chi ves {
repositories {

mavenDepl oyer {
repository(url: "file://sone/repo")
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36

The Announce Plugin

The Gradle announce plugin alows you to send custom announcements during a build. The following
notification systems are supported:

* Twitter

® notify-send (Ubuntu)
® Snarl (Windows)

* Growl (Mac OS X)

36.1. Usage

To use the announce plugin, apply it to your build script:

Example 36.1. Using the announce plugin

buil d. gradl e

apply plugin: '"announce'

Next, configure your notification service(s) of choice (see table below for which configuration properties are
available):

Example 36.2. Configure the announce plugin

buil d. gradl e

announce {
user nane "yl d'
password " myPasswor d

}

Finally, send announcements with the announce method:
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Example 36.3. Using the announce plugin

bui I d. gradl e

task helloWorld << {

println "Hell o,

}

hel | oWor | d. doLast {
announce. announce("hel | oWorl d conpleted!", "twitter")
announce. announce( " hel | oWorl d conpleted!", "local")

wor | d!'"

The announce method takes two String arguments: The message to be sent, and the natification service to be
used. The following table lists supported notification services and their configuration properties.

Table 36.1. Announce Plugin Notification Services

Notification
Service

twitter

snarl
growl

notify-send

local

Operating
System

Any

Windows
Mac OS X

Ubuntu

Windows,
Mac OS X,
Ubuntu

Configuration

Properties

username,
password

36.2. Configuration

See the AnnouncePl ugi nExt ensi on classin the APl documentation.

Further Information

Requires the notify-send package to be installed. Use sudo
toinstal it.

Automatically chooses between snarl, growl, and
notify-send depending on the current operating
system.

Page 288 of 547


http://www.gradle.org/docs/2.10/dsl/org.gradle.api.plugins.announce.AnnouncePluginExtension.html

37

The Build Announcements Plugin

The build announcements plugin is currently incubating. Please be aware that the DSL and other
configuration may changein later Gradle versions.

The build announcements plugin uses the announce plugin to send local announcements on important events in
the build.

37.1. Usage

To use the build announcements plugin, include the following in your build script:

Example 37.1. Using the build announcements plugin

buil d. gradl e

apply plugin: 'build-announcenents'

That's it. If you want to tweak where the announcements go, you can configure the announce plugin to change
thelocal announcer.

Y ou can a'so apply the plugin from an init script:

Example 37.2. Using the build announcements plugin from an init script

init.gradle

root Proj ect {

apply plugin: 'build-announcenents’

}
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38

Writing Custom Task Classes

Gradle supports two types of task. One such type is the simple task, where you define the task with an action
closure. We have seen these in Chapter 14, Build Script Basics. For this type of task, the action closure
determines the behaviour of the task. This type of task is good for implementing one-off tasks in your build
script.

The other type of task is the enhanced task, where the behaviour is built into the task, and the task provides
some properties which you can use to configure the behaviour. We have seen these in Chapter 17, More about
Tasks. Most Gradle plugins use enhanced tasks. With enhanced tasks, you don't need to implement the task
behaviour as you do with simple tasks. Y ou simply declare the task and configure the task using its properties.
In this way, enhanced tasks let you reuse a piece of behaviour in many different places, possibly across different
builds.

The behaviour and properties of an enhanced task is defined by the task’s class. When you declare an enhanced
task, you specify the type, or class of the task.

Implementing your own custom task class in Gradle is easy. Y ou can implement a custom task class in pretty
much any language you like, provided it ends up compiled to bytecode. In our examples, we are going to use
Groovy as the implementation language, but you could use, for example, Java or Scala. In general, using
Groovy isthe easiest option, because the Gradle API is designed to work well with Groovy.

38.1. Packaging atask class

There are several places where you can put the source for the task class.

Build script
You can include the task class directly in the build script. This has the benefit that the task class is
automatically compiled and included in the classpath of the build script without you having to do anything.
However, the task class is not visible outside the build script, and so you cannot reuse the task class outside
the build script it is defined in.

bui | dSr c project
You can put the source for the task class in the r oot Proj ect Di r / bui | dSr ¢/ src/ mai n/ gr oovy
directory. Gradle will take care of compiling and testing the task class and making it available on the
classpath of the build script. The task class is visible to every build script used by the build. However, it is
not visible outside the build, and so you cannot reuse the task class outside the build it is defined in. Using
the bui | dSr ¢ project approach separates the task declaration - that is, what the task should do - from the
task implementation - that is, how the task doesiit.
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See Chapter 41, Organizing Build Logic for more details about the bui | dSr ¢ project.

Standalone proj ect
Y ou can create a separate project for your task class. This project produces and publishes a JAR which you
can then use in multiple builds and share with others. Generally, this JAR might include some custom
plugins, or bundle several related task classesinto asingle library. Or some combination of the two.

In our examples, we will start with the task class in the build script, to keep things simple. Then we will look at
creating a standal one project.

38.2. Writing asimple task class

To implement a custom task class, you extend Def aul t Task.

Example 38.1. Defining a custom task

buil d. gradl e

cl ass GreetingTask extends Default Task {

}

This task doesn't do anything useful, so let's add some behaviour. To do so, we add a method to the task and
mark it with the TaskAct i on annotation. Gradle will call the method when the task executes. Y ou don't have
to use a method to define the behaviour for the task. Y ou could, for instance, call doFi r st () or doLast ()

with a closure in the task constructor to add behaviour.

Example 38.2. A hello world task
buil d. gradl e
task hello(type: G eetingTask)

cl ass G eetingTask extends Defaul t Task {
@askActi on
def greet() {
println "hello from G eetingTask'

}

Output of gradl e -qg hello

> gradle -q hello
hell o from G eeti ngTask

Let's add a property to the task, so we can customize it. Tasks are simply POGOs, and when you declare a task,
you can set the properties or call methods on the task object. Here we add a gr eet i ng property, and set the
value when we declare the gr eet i ng task.
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Example 38.3. A customizable hello world task
buil d. gradl e

/1 Use the default greeting
task hello(type: G eetingTask)

/1 Customni ze the greeting
task greeting(type: GeetingTask) {
greeting = 'greetings from G eetingTask'

}

cl ass GreetingTask extends Defaul t Task {
String greeting = 'hello from G eeti ngTask'

@askActi on
def greet() {
println greeting

}

Output of gradl e -q hell o greeting
> gradle -q hello greeting

hell o from GreetingTask
greetings from G eeti ngTask

38.3. A standalone project

Now we will move our task to a standalone project, so we can publish it and share it with others. This project is
simply a Groovy project that produces a JAR containing the task class. Here is a simple build script for the
project. It applies the Groovy plugin, and adds the Gradle API as a compile-time dependency.

Example 38.4. A build for a custom task

buil d. gradl e
apply plugin: 'groovy’

dependenci es {

conpi | e gradl eApi ()
conpi |l e | ocal G oovy()

Note: The code for this example can be found at sanpl es/ cust onPl ugi n/ pl ugi n in the ‘-al’
distribution of Gradle.

Wejust follow the convention for where the source for the task class should go.
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Example 38.5. A custom task

src/ mai n/ groovy/ or g/ gradl e/ G eeti ngTask. gr oovy

package org.gradle

i mport org.gradl e. api . Def aul t Task
i mport org.gradle. api.tasks. TaskActi on

cl ass GreetingTask extends Default Task {
String greeting = 'hello from G eetingTask'

@askActi on
def greet() {
println greeting

}

38.3.1. Using your task classin another project

To use atask classin abuild script, you need to add the class to the build script's classpath. To do this, you use a
bui I dscript { } block, as described in Section 41.6, “Externa dependencies for the build script”. The
following example shows how you might do this when the JAR containing the task class has been published to a
local repository:

Example 38.6. Using a custom task in another project
bui I d. gradl e

bui I dscript {
repositories {
maven {
url uri('../repo")
}
}
dependenci es {
cl asspath group: 'org.gradle', nane: 'custonPlugin',
version: '1.0- SNAPSHOT'

}

task greeting(type: org.gradle. GeetingTask) {
greeting = ' howdy!"’

}

38.3.2. Writing tests for your task class

You can usethe Pr oj ect Bui | der classto create Pr oj ect instances to use when you test your task class.
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Example 38.7. Testing a custom task

src/test/groovy/org/ gradl e/ GeetingTaskTest. gr oovy

cl ass GreetingTaskTest {
@est
public void canAddTaskToProject () {
Proj ect project = ProjectBuilder.builder().build()

def task = project.task('greeting' , type: G eetingTask)
assert True(task instanceof G eetingTask)

38.4. Incremental tasks

Incremental tasks are an incubating feature.

Since the introduction of the implementation described above (early in the Gradle 1.6 release cycle),
discussions within the Gradle community have produced superior ideas for exposing the information
about changes to task implementors to what is described below. As such, the API for this feature will
almost certainly change in upcoming releases. However, please do experiment with the current
implementation and share your experiences with the Gradle community.

The feature incubation process, which is part of the Gradle feature lifecycle (see Appendix C, The
Feature Lifecycle), exists for this purpose of ensuring high quality final implementations through
incorporation of early user feedback.

With Gradle, it's very simple to implement atask that gets skipped when all of it's inputs and outputs are up to
date (see Section 17.9, “ Skipping tasks that are up-to-date”’). However, there are times when only a few input
files have changed since the last execution, and you'd like to avoid reprocessing all of the unchanged inputs.
This can be particularly useful for atransformer task, that converts input filesto output fileson a 1:1 basis.

If you'd like to optimise your build so that only out-of-date inputs are processed, you can do so with an
incremental task.

38.4.1. Implementing an incremental task

For a task to process inputs incrementally, that task must contain an incremental task action. This is a task
action method that contains a single | ncr enment al Taskl nput s parameter, which indicates to Gradle that

the action will process the changed inputs only.

The incremental task action may supply an | ncrenent al Taskl nput s. out Of Dat e() action for
processing any input file that is out-of-date, and a | ncr ement al Taskl nput s. renoved() action that
executes for any input file that has been removed since the previous execution.
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Example 38.8. Defining an incremental task action
buil d. gradl e

cl ass I ncrenent al Rever seTask extends Defaul t Task {
@nputDirectory
def File inputDr

@out put Di rectory
def File outputDr

@ nput
def inputProperty

@askActi on
voi d execut e(l ncrenent al Taskl nputs inputs) {
println inputs.incremental ? "CHANGED inputs considered out of date"
"ALL inputs considered out of date"
if (!inputs.increnental)
project.delete(outputDir.listFiles())

i nputs. out O Date { change ->
println "out of date: ${change.file.nane}"
def targetFile = new File(outputDir, change.file.nane)
targetFile.text = change.file.text.reverse()

}

i nputs.renmoved { change ->
println "renoved: ${change.file.nanme}"
def targetFile = new File(outputDir, change.file.nane)
targetFil e. del ete()

Note: The code for this example can be found at sanpl es/ user gui de/ t asks/ i ncrenent al Task
inthe ‘-all’ distribution of Gradle.

If for some reason the task is not run incremental, e.g. by running with --rerun-tasks, only the outOfDate action
is executed, even if there where deleted input files. Y ou should consider handling this case at the beginning, as
is donein the example above.

For a simple transformer task like this, the task action simply needs to generate output files for any out-of-date
inputs, and del ete output files for any removed inputs.

A task may only contain a single incremental task action.

38.4.2. Which inputs are considered out of date?

When Gradle has history of a previous task execution, and the only changes to the task execution context since
that execution are to input files, then Gradle is able to determine which input files need to be reprocessed by the
task. Inthis case, the | ncr enent al Taskl nput s. out O Dat e() action will be executed for any input file
that was added or modified, and the | ncr ement al Taskl nput s. r enoved() action will be executed for
any removed input file.
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However, there are many cases where Gradle is unable to determine which input files need to be reprocessed.
Examplesinclude:

® Thereisno history available from a previous execution.

® You are building with a different version of Gradle. Currently, Gradle does not use task history from a
different version.

* AnupToDat eWhen criteria added to the task returnsf al se.
® Aninput property has changed since the previous execution.
® One or more output files have changed since the previous execution.

In any of these cases, Gradle will consider all of the input files to be out Of Dat e. The
I ncrement al Taskl nput s. out Of Dat e() action will be executed for every input file, and the
I ncr enent al Taskl nput s. renoved() action will not be executed at all.

You can check if Gradle was able to determine the incremental changes to input files with
I ncrenent al Taskl nputs.islncrenmental ().

38.4.3. An incremental task in action

Given the incremental task implementation above, we can explore the various change scenarios by example.
Note that the various mutation tasks (‘updatelnputs, 'removelnput’, etc) are only present for demonstration
purposes. these would not normally be part of your build script.

First, consider the | ncr ement al Rever seTask executed against a set of inputs for the first time. In this
case, all inputswill be considered “out of date”:

Example 38.9. Running theincremental task for thefirst time

buil d. gradl e

task increment al Reverse(type: |ncrenmental ReverseTask) {
inputDir = file(' inputs")
outputDir = file("$buildDir/outputs")

i nput Property = project.properties['tasklnputProperty'] ?: "original"

Build layout

i ncrement al Task/
bui | d. gradl e
i nput s/

1.txt
2. txt
3.t xt

Output of gradl e -q i ncrenent al Rever se

> gradle -q increnental Reverse
ALL inputs considered out of date
out of date: 1.txt

out of date: 2.txt

out of date: 3.txt

Page 298 of 547


http://www.gradle.org/docs/2.10/dsl/org.gradle.api.tasks.incremental.IncrementalTaskInputs.html#org.gradle.api.tasks.incremental.IncrementalTaskInputs:outOfDate(org.gradle.api.Action)
http://www.gradle.org/docs/2.10/dsl/org.gradle.api.tasks.incremental.IncrementalTaskInputs.html#org.gradle.api.tasks.incremental.IncrementalTaskInputs:outOfDate(org.gradle.api.Action)
http://www.gradle.org/docs/2.10/dsl/org.gradle.api.tasks.incremental.IncrementalTaskInputs.html#org.gradle.api.tasks.incremental.IncrementalTaskInputs:removed(org.gradle.api.Action)
http://www.gradle.org/docs/2.10/dsl/org.gradle.api.tasks.incremental.IncrementalTaskInputs.html#org.gradle.api.tasks.incremental.IncrementalTaskInputs:removed(org.gradle.api.Action)
http://www.gradle.org/docs/2.10/dsl/org.gradle.api.tasks.incremental.IncrementalTaskInputs.html#org.gradle.api.tasks.incremental.IncrementalTaskInputs:incremental
http://www.gradle.org/docs/2.10/dsl/org.gradle.api.tasks.incremental.IncrementalTaskInputs.html#org.gradle.api.tasks.incremental.IncrementalTaskInputs:incremental

Naturally when the task is executed again with no changes, then the entire task is up to date and no files are
reported to the task action:

Example 38.10. Running the incremental task with unchanged inputs
Output of gradl e -q i ncrenent al Rever se

> gradl e -q increnental Reverse

When an input file is modified in some way or a new input file is added, then re-executing the task results in
those files being reported to | ncr enrent al Taskl nput s. out Of Dat e() :

Example 38.11. Running the incremental task with updated input files

buil d. gradl e

task updatel nputs() << {
file('inputs/1.txt"').text = "Changed content for existing file 1."

file('inputs/4.txt").text "Content for newfile 4."

Output of gr adl e - g updat el nputs i ncrenent al Reverse

> gradl e -q updat el nputs increnental Reverse
CHANGED i nputs considered out of date

out of date: 1.txt

out of date: 4.txt

When an existing input file is removed, then re-executing the task results in that file being reported to
I ncrement al Taskl nput s. renmoved() :

Example 38.12. Running the incremental task with an input file removed

bui I d. gradl e

task renovel nput () << {
file("inputs/3.txt").delete()

}

Output of gradl e -qg renovel nput increnental Reverse

> gradl e -qg renovel nput increnental Reverse
CHANGED i nputs consi dered out of date
renoved: 3.txt

When an output file is deleted (or modified), then Gradle is unable to determine which input files are out of
date. In this case, all input files are reported to the | ncr enment al Taskl nput s. out Of Dat e() action, and
no input filesare reported to the | ncr enent al Taskl nput s. r enoved() action:
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Example 38.13. Running theincremental task with an output file removed

bui I d. gradl e

task renoveQutput() << {
file("$buildDir/outputs/1.txt").delete()

}

Output of gr adl e -qg renoveQut put increnental Reverse

> gradl e -q renoveCut put increnental Reverse
ALL inputs considered out of date

out of date: 1.txt

out of date: 2.txt

out of date: 3.txt

When a task input property is modified, Gradle is unable to determine how this property impacted the task
outputs, so all input files are assumed to be out of date. So similar to the changed output file example, all input
files are reported to the | ncr emrent al Taskl nput s. out O Dat e() action, and no input files are reported

tothel ncr ement al Taskl nput s. renpved() action:

Example 38.14. Running the incremental task with an input property changed
Output of gr adl e -q - Pt askl nput Property=changed i ncrenent al Rever se

> gradl e -qg -Ptaskl nput Property=changed i ncrenent al Rever se
ALL inputs considered out of date

out of date: 1.txt

out of date: 2.txt

out of date: 3.txt
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39

Writing Custom Plugins

A Gradle plugin packages up reusable pieces of build logic, which can be used across many different projects
and builds. Gradle alows you to implement your own custom plugins, so you can reuse your build logic, and
shareit with others.

Y ou can implement a custom plugin in any language you like, provided the implementation ends up compiled as
bytecode. For the examples here, we are going to use Groovy as the implementation language. Y ou could use
Javaor Scalainstead, if you want.

39.1. Packaging a plugin
There are several places where you can put the source for the plugin.

Build script
Y ou can include the source for the plugin directly in the build script. This has the benefit that the plugin is
automatically compiled and included in the classpath of the build script without you having to do anything.
However, the plugin is not visible outside the build script, and so you cannot reuse the plugin outside the
build script it isdefined in.

bui | dSr c project
You can put the source for the plugin in the r oot Proj ect Di r / bui | dSrc/ src/ mai n/ gr oovy
directory. Gradle will take care of compiling and testing the plugin and making it available on the classpath
of the build script. The plugin is visible to every build script used by the build. However, it is not visible
outside the build, and so you cannot reuse the plugin outside the build it is defined in.

See Chapter 41, Organizing Build Logic for more details about the bui | dSr ¢ project.

Standalone project
Y ou can create a separate project for your plugin. This project produces and publishes a JAR which you can
then use in multiple builds and share with others. Generally, this JAR might include some custom plugins,
or bundle several related task classesinto asingle library. Or some combination of the two.

In our examples, we will start with the plugin in the build script, to keep things simple. Then we will look at
creating a standalone project.
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39.2. Writing asimple plugin
To create a custom plugin, you need to write an implementation of Pl ugi n. Gradle instantiates the plugin and
calls the plugin instance's Pl ugi n. appl y() method when the plugin is used with a project. The project
object is passed as a parameter, which the plugin can use to configure the project however it needs to. The
following sample contains a greeting plugin, which adds a hel | o task to the project.
Example 39.1. A custom plugin
bui I d. gradl e

apply plugin: GeetingPlugin

class GeetingPlugin inplements Plugin<Project> {
voi d apply(Project project) {

project.task(' hello') << {
println "Hello fromthe G eetingPlugin"

Output of gradl e -qg hell o

> gradle -q hello
Hello fromthe GeetingPlugin

One thing to note is that a new instance of a given plugin is created for each project it is applied to. Also note
that the Pl ugi n classis a generic type. This example has it receiving the Pr oj ect type as a type parameter.
It's possible to write unusual custom plugins that take different type parameters, but this will be unlikely (until
someone figures out more creative things to do here).

39.3. Getting input from the build

Most plugins need to obtain some configuration from the build script. One method for doing this is to use
extension objects. The Gradle Pr oj ect has an associated Ext ensi onCont ai ner object that helps keep
track of all the settings and properties being passed to plugins. You can capture user input by telling the
extension container about your plugin. To capture input, simply add a Java Bean compliant class into the
extension container's list of extensions. Groovy is a good language choice for a plugin because plain old Groovy
objects contain all the getter and setter methods that a Java Bean requires.

Let's add a simple extension object to the project. Here we add a gr eet i ng extension object to the project,
which alows you to configure the greeting.
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Example 39.2. A custom plugin extension

bui I d. gradl e
apply plugin: GeetingPlugin
greeting. nessage = 'H from G adl e'

cl ass GreetingPlugin inplenments Plugin<Project> {
voi d appl y(Project project) {
/1l Add the 'greeting' extension object
proj ect. extensions. create("greeting”, G eetingPlugi nExtension)
/1 Add a task that uses the configuration
proj ect.task(' hello') << {
println project.greeting. nessage

cl ass G eetingPl ugi nExt ensi on {
def String nessage = 'Hello from G eetingPl ugi n'

}

Output of gradl e -q hello

> gradle -q hello
H from Gadle

In this example, Gr eet i ngPl ugi nExt ensi on isaplain old Groovy object with a field called nressage.
The extension object is added to the plugin list with the name gr eet i ng. This object then becomes available
asaproject property with the same name as the extension object.

Oftentimes, you have several related properties you need to specify on a single plugin. Gradle adds a
configuration closure block for each extension object, so you can group settings together. The following
example shows you how this works.
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Example 39.3. A custom plugin with configuration closure
bui I d. gradl e
apply plugin: GeetingPlugin

greeting {
nessage
greeter

}

class G eetingPlugin inplenments Plugin<Project> {
voi d appl y(Project project) {
proj ect. extensions.create("greeting", G eetingPluginExtension)

project.task('hello') << {
println "${project.greeting. nessage} from ${project.qgreeting.greeter}”

cl ass GreetingPl ugi nExt ensi on {
String nessage
String greeter

Output of gradl e -q hello

> gradle -q hello
H from Gadle

In this example, several settings can be grouped together within the gr eet i ng closure. The name of the
closure block in the build script (gr eet i ng) needs to match the extension object name. Then, when the
closure is executed, the fields on the extension object will be mapped to the variables within the closure based
on the standard Groovy closure delegate feature.

39.4. Working with files in custom tasks and
plugins

When developing custom tasks and plugins, it's a good idea to be very flexible when accepting input
configuration for file locations. To do this, you can leverage the Pr oj ect . fi | e() method to resolve values
tofilesaslate as possible.
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Example 39.4. Evaluating file propertieslazily
buil d. gradl e
cl ass GreetingToFil eTask extends Defaul t Task {

def destination

File getDestination() {
project.file(destination)

}

@askActi on

def greet() {
def file = getDestination()
file.parentFile. nkdirs()
file.ewite "Hello!"

}

task greet(type: GreetingToFileTask) {
destination = { project.greetingFile }

}

task sayG eeting(dependsOn: greet) << {
println file(greetingFile).text

}

ext.greetingFile = "$buildDir/hello.txt"

Output of gradl e -q sayG eeting

> gradle -q sayGreeting
Hel | o!

In this example, we configure the gr eet task dest i nati on property as a closure, which is evaluated with
the Proj ect. fil e() method to turn the return value of the closure into a file object at the last minute. Y ou
will notice that in the example above we specify the gr eet i ngFi | e property value after we have configured
to use it for the task. This kind of lazy evaluation is a key benefit of accepting any value when setting a file
property, then resolving that value when reading the property.

39.5. A standalone project

Now we will move our plugin to a standalone project, so we can publish it and share it with others. This project
is simply a Groovy project that produces a JAR containing the plugin classes. Here is a simple build script for
the project. It applies the Groovy plugin, and adds the Gradle API as a compile-time dependency.
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Example 39.5. A build for a custom plugin

bui I d. gradl e

apply plugin: 'groovy'

dependenci es {

conpi | e gradl eApi ()
conpi | e | ocal G oovy()

Note: The code for this example can be found at sanpl es/ cust onPl ugi n/ pl ugi n in the ‘-al’
distribution of Gradle.

So how does Gradle find the Pl ugi n implementation? The answer is you need to provide a properties file in
thejar's META- | NF/ gr adl e- pl ugi ns directory that matches theid of your plugin.

Example 39.6. Wiring for a custom plugin

src/ mai n/ resour ces/ META- | NF/ gr adl e- pl ugi ns/ org. sanpl es. greeti ng. properties

i mpl enent ati on-cl ass=org. gradl e. G eeti ngPl ugi n

Notice that the properties filename matches the plugin id and is placed in the resources folder, and that the i npl em
property identifies the Pl ugi n implementation class.

39.5.1. Creating aplugin id

Plugin ids are fully qualified in a manner similar to Java packages (i.e. a reverse domain name). This helps to
avoid collisions and provides away to group plugins with similar ownership.

Your plugin id should be a combination of components that reflect namespace (a reasonable pointer to you or
your organization) and the name of the plugin it provides. For example if you had a Github account named
“foo” and your plugin was named “bar”, a suitable plugin id might be com gi t hub. f 0o. bar . Similarly, if
the plugin was developed at the baz organization, the plugin id might be or g. baz. bar .

Plugin ids should conform to the following:

® May contain any aphanumeric character, "', and '-".

® Must contain at least one'.' character separating the namespace from the name of the plugin.
¢ Conventionally use alowercase reverse domain name convention for the namespace.

® Conventionally use only lowercase characters in the name.

® org.gradl e andcom gradl ewar e namespaces may not be used.

® Cannot start or end with a".' character.

® Cannot contain consecutive'.' characters (i.e. '..").

Although there are conventional similarities between plugin ids and package names, package names are
generally more detailed than is necessary for a plugin id. For instance, it might seem reasonable to add “gradl€”
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as a component of your plugin id, but since plugin ids are only used for Gradle plugins, this would be
superfluous. Generally, a namespace that identifies ownership and a name are all that are needed for a good
plugin id.

39.5.2. Publishing your plugin

If you are publishing your plugin internally for use within your organization, you can publish it like any other
code artifact. See the ivy and maven chapters on publishing artifacts.

If you are interested in publishing your plugin to be used by the wider Gradle community, you can publish it to
the Gradle plugin portal. This site provides the ability to search for and gather information about plugins
contributed by the Gradle community. See the instructions here on how to make your plugin available on this
Site.

39.5.3. Using your plugin in another project

To use a plugin in a build script, you need to add the plugin classes to the build script's classpath. To do this,
youusea“bui l dscript { }” block, as described in Section 25.4, “Applying plugins with the buildscript
block”. The following example shows how you might do this when the JAR containing the plugin has been
published to alocal repository:

Example 39.7. Using a custom plugin in another project

buil d. gradl e

bui I dscript {
repo